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Abstract
A nonlocal model for dense granular flow is implemented in the material point method
(MPM), an extension of the finite element method (FEM) for solid mechanics. The nonlocal
model used has shown great predictive capability for dense flows when implemented in
the finite element framework, but limitations of FEM prevent application of the model to
truly large scale, inhomogeneous deformations. We show that these FEM results may be
replicated in the MPM framework through the solution of a vertical chute flow, and allows
for future work utilizing the strengths of MPM for larger and more complex flows.
Thesis Supervisor: Kenneth Kamrin
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Chapter 1

Introduction
Granular matter ranks highly among the most handled materials in the world by weight,
second only to water (Gennes 1999; Richard et al. 2005). Despite this, constitutive equations
for successfully describing granular materials have eluded mechanicians for centuries. The
modeling problem is not only an academic concern; some researchers estimate productivity
losses of up to 40% in industrial processes involving granular materials (Jaeger, Nagel, and
Behringer 1996). Recently, a local constitutive model was developed in Jop, Forterre, and
Pouliquen (2006) which works well for predicting fast and uniform granular flows. For slow
flows, however, the local model cannot capture experimentally observed effects. Particularly,
areas which are predicted to be static still may flow if connected areas in the geometry
are flowing. Intuitively, we expect that for a dense granular material, rearrangements of
particles inside the material at one location transmit force to a distant location, which may
then lead to motion of these distant particles. A nonlocal model in Henann and Kamrin
(2013) makes precise this intuitive notion of flow inducing flow, and can successfully predict
slow flows in particularly troublesome geometries, such as the split-bottom cell.
While the nonlocal constitutive model has been quite successful, there are still challenges which must be solved before development of design tools for granular materials can
begin. Particularly, although the constitutive law was implemented using the commercial
finite element software Abaqus (through the User Element capability), the finite element
framework is perhaps not the best tool for dealing with the large inhomogeneous plastic
deformations that typically accompany flow. The natural question to ask is if a computational fluid dynamics approach would be useful, and indeed certain authors have used CFD
solvers such as Gerris in conjunction with a granular constitutive law (Staron, Lagr&e, and
Popinet 2012). The difficulty in that case is that truly static regions are difficult to capture;
for example, a seemingly-static sandpile would slowly melt when using most CFD codes.
This is because static regions are typically emulated with a very high viscosity as opposed
to being truly fixed in place. Additionally, the use of the Eulerian frame is awkward for
certain types of problems, such those that involve rigid intruding objects.
The material point method (MPM) is a meshless numerical technique for solving the
equations of continuum mechanics, developed in Sulsky, Chen, and Schreyer (1994) as an
extension to existing particle-in-cell techniques. It is designed to fill the niche between
Lagrangian finite element and Eulerian computational fluid dynamics solvers, allowing for
a Lagrangian description of the problem while solving the equations of motion on a non13

persistent background grid. This allows the accumulated deformations to be quite large
without issues of entanglement, while also allowing material to behave in a static manner.
Despite the term meshless, as noted above MPM does rely on a background grid for computation. In this case, meshless refers to the lack of fixed connectivity between material
points, which store the state of the body. Thus, new surfaces can be created and merged,
and neighboring material points do not need to remain neighbors throughout the entire
calculation.
As MPM is a relatively new method, there are still many areas which are not clearly
understood and problems which must be addressed. Attempts have been made to quantify
errors (Wallstedt and Guilkey 2008; Steffen, Kirby, and Berzins 2008; Steffen 2009), and
many extensions to MPM have been made with the intention of reducing quadrature errors
(Bardenhagen and Kober 2004; Zhang, Ma, and Giguere 2011; Sadeghirad, Brannon, and
Burghardt 2011; Sadeghirad, Brannon, and Guilkey 2013). In contrast, the ability to use
nonlocal material models has received sparse attention (Wieckowski and Kowalska-Kubsik
2011; Burghardt, Brannon, and Guilkey 2012). In both Wieckowski and Kowalska-Kubsik
(2011) and Burghardt, Brannon, and Guilkey (2012), an integral-type formulation of nonlocal plasticity is solved by MPM. To our knowledge, no gradient-type constitutive models,
explicit or implicit, have been solved using MPM.
In this thesis, we present the implementation of the nonlocal model in Henann and
Kamrin (2013) for dense granular flow in the material point method. Although the gradient
is of a strainrate-like quantity as opposed to the strain itself, mathematically the nonlocal
model used is most similar to an implicit-gradient theory, and differs significantly from the
existing integral-type models presented in Wieckowski and Kowalska-Kubsik (2011) and
Burghardt, Brannon, and Guilkey (2012). We begin with a brief review of solid mechanics,
followed by a discussion of the constitutive models used. Next, we detail the numerical
procedure for both MPM in general and the integration of our constitutive equations in
particular. Finally, we close with presenting the results of our MPM code in the vertical
chute geometry as well as a discussion on the outstanding algorithmic and implementation
issues which need to be addressed before more complex problems may be attempted. An
appendix includes details in the generation of our reference solutions.
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Chapter 2

Theory
In implementing the material point method, it is important to understand which equations
are being solved. We cannot hope to thoroughly cover such a large topic such as continuum
mechanics in general, however we will provide a brief review of the equations relevant for
MPM in a style similar to that presented in Di Leo (2012). We use the standard continuum
mechanics notation as defined in Gurtin, Fried, and Anand (2010) with the exception that
a is used to denote the Cauchy stress and r for the small strain tensor.

2.1

Notation and Defintions

x

Figure 2-1: The motion function X(X, t) maps a point X in the reference configuration (left)
to a point x at time t in the deformed configuration (right). A vector dX in the reference
configuration may be transformed to its counterpart in the deformed configuration through
the deformation gradient tensor F.
A position in the reference configuration of a body is denoted by X, while the position
in the deformed configuration is given by x. Importantly, we use Div and Grad (or V) to
refer to a material divergence and gradient respectively. Derivatives in this case are taken
with respect to points in the reference configuration X. Similarly, div and grad refer to
15

a spatial divergence and gradient respectively, and derivatives are taken with respect to
points in the deformed configuration x. An overdot denotes a material time derivative. The
motion function x defines the mapping between reference and deformed configurations as

x = X(X, t).

(2.1)

The material time derivative of the motion yields the velocity v, and is denoted by
v =

,

(2.2)

and the spatial gradient of the velocity is denoted by
L = grad v.

(2.3)

The deformation gradient is denoted by F and is defined by

vx.

dy
dX

(2.4)

The deformation gradient maps a vector in the reference configuration to a vector in the
deformed configuration. For instance, at material point X in Figure 2-1, dx = F dX. We
may use the definition of the deformation gradient to rewrite the spatial velocity gradient
as L = FF-1.
For our purposes, we use the linear small strain tensor c, defined by
1
(Vu+VuT),
2

E = symVu =

(2.5)

where
Vu

O(x - X)

Ox

ax

F - I,

(2.6)

although in practice we do not calculate F and instead directly take the gradient of displacements u. The use of the small strain tensor does not result in significant differences from
finite strain measures when the displacements are small, but simplifies later calculations
considerably.
The constitutive model relates the stress state to kinematics and deformation history,
typically through the strain as in linear elasticity and perhaps a number of internal state
variables. It is useful to define the fourth-order isotropic linear-elastic stiffness tensor C,
given in 3D by
C = (K -

2
3

G)I & I + 2GE.

(2.7)

Here, K is the bulk modulus and G is the shear modulus. The fourth order identity tensor is
ffijlk = 6i k1 where 6 is the Kronecker product, and yields A when applied to a second order
tensor A. The dyadic product (I 9 I)ijkl = 3 ij 5 k yields (tr A)I when applied to a second
order tensor A. Although we focus on the plastic response when discussing the constitutive
model, there is an underlying elastic response as well. This is especially evident when the
16

material is static or nearly static.
The deformation gradient F can be used directly in hyperelastic constitutive models,
or in hyperelastic-viscoplastic constitutive models through the Kroner-Lee decomposition.
We do not discuss hyperelastic models here since we use a hypoplastic framework, but this
class of models are easily handled by MPM, particularly with the more accurate integration
extensions such as CPDI (Sadeghirad, Brannon, and Burghardt 2011) which already must
keep track of F as part of the numerical scheme regardless of constitutive model. The
primary reason we avoid the use of thermodynamically-consistent hyperelastic-viscoplastic
theories is that the reliance on F results in the same set of problems that plague finite
element implementations at large deformation, namely severe mesh distortion and tangling.
These can manifest themselves as singular or high condition number F matrices, but even
before this point integration error in many numerical schemes can yield unrealistic results.
In these cases, F can no longer give a good approximation to the distorted shape; higher
order derivatives of the motion function would be required.

2.2

Governing Equations

The governing equations in solid mechanics are the conservation of mass, linear momentum,
angular momentum, and energy. The constitutive law also must satisfy the Clausius-Duhem
inequality, which we will not elaborate on here, except to state that a thorough treatment
is available in Gurtin, Fried, and Anand (2010). We do not attempt to derive the governing
equations, but instead point to any one of numerous solid mechanics textbooks; again
Gurtin, Fried, and Anand (2010) is a particularly good reference.
The strong form of the balance of linear momentum is given by
div o- + pb = p-,

(2.8)

while the balance of angular momentum takes the form
a-

=a .

(2.9)

Consistent with the notation defined above, the divergence of stress is taken as the spatial divergence, while v is the material time derivative of velocity. Mass is automatically
conserved in the material point method since it is assigned to Lagrangian material points.
Despite the automatic conservation of mass, there are issues with calculation of density
using the local rule
-p div v,

(2.10)

which will be expanded in Section 3.4. Similar to the momentum balance, note here that
the divergence of velocity is a spatial divergence, while 5 is the material time derivative of
density.
17

2.2.1

Weak Form for Balance of Linear Momentum

The weak form can be derived from variational principles, and is given by

j

: Vou dV - j

- b) .6u dV = 0.

t .6u dS + f p(

(2.11)

It is this weak form of the equations of motion that is solved by the material point method,
which we will see again when we use the Galerkin method to discretize the balance of linear
momentum. These same equations are used in the finite element method, and we will see
that the difference is not superficial; the two methods are closely related and the primary
differences are in how numerical quadrature is handled and where state variables are stored.

2.3

Hypoplasticity

In both constitutive models, the output is an equivalent plastic shear strain rate 7p, which
is ultimately converted into a plastic rate of deformation tensor DP. In order to do this,
we take the direction of the plastic flow as the same as the direction of the deviator of the
Cauchy stress, which is expressed as
NP =

_

/oo: Oo

vr

0,

(2.12)

where - is defined in (2.20) and the deviator of the Cauchy stress 0o is defined in (2.21).
Physically, this corresponds to taking shear as the cause of plastic deformation, as opposed
to the pressure. Noting that the equivalent plastic shear strain rate is defined by
YP =

(2.13)

2DP: Do,

and setting DP = DP = cNP, we can solve for the value of c in terms of

9',

which tells us

how much to scale the direction of plastic flow tensor to get the stretching tensor. Solving
for c and substituting results in
DP =

TNP.

(2.14)

Note that since NP is deviatoric, it follows that DP is also deviatoric and therefore traceless.
This means that the plastic flow is incompressible. While this is a reasonable assumption
in metal plasticity, it may not be as valid in granular flows. The dense flow regime does not
show much volumetric change when undergoing plastic deformation as shown by the constancy of the # = 0(I) relation, but this assumption is clearly invalid in other flow regimes,
where voids are allowed to open up and the packing fraction can change substantially.
In any case, we need to relate DP back to the Cauchy stress u. A natural way to perform
this operation is to try to determine a stress rate corresponding to a strain rate, and this
idea forms the basis of hypoplasticity.
A slight complication is preserving the frame indifference of the stress tensor. That is,
when undergoing rotation, we cannot simply set d=
since the Cauchy stress is defined
in the deformed configuration and the body may rotate. While there are many objective
18

rates to choose from, we use the Jaumann rate, denoted by

=zo

(2.15)

- W- W-0,

where W is defined as the skew part of the velocity gradient
1
- (L - LT).
2

W = skwL

(2.16)
A

We use these rates by solving our constitutive equation in terms a and then determining
the material time derivative of the Cauchy stress through equation (2.15). For example,
recalling that D is the symmetric part of the velocity gradient, the rate form for an isotropic
linear elastic material is defined by the relation
A

a = C: D.

(2.17)

Substitution of the rate form into equation (2.15) and solving for o results in
& = C: D - a - W + W .a.

(2.18)

In the case of a plastic strain, we decompose the stretching tensor D additively into elastic
and plastic parts, which are related by D = D' + DP, where DP is determined by the
constitutive relation. Only the elastic stretching is used in the rate equation for stress, so
we may write

a,=C: (D-DP)-a- W-+ W - .

(2.19)

Equation (2.19) may be solved numerically in either an explicit or implicit fashion, and we
will elaborate on the procedure further for the constitutive models used in Section 3.5.
Hypoplastic models are not free of defects. Perhaps the most distressing of these is that
they typically can not be formulated in a thermodynamically consistent manner. From a
numerical point of view, preserving the objectivity of the Cauchy stress is challenging as well
(Simo and Hughes 1998), although methods exist which successfully integrate a large class
of hypoplastic constitutive models (Weber et al. 1990). Despite this, hypoplastic models
allow for potentially much more deformation to occur than hyperelastic-viscoplastic models
which rely on F, and the form of the constitutive models we implemented are easy to write
in the hypoplastic framework.

2.4

Constitutive Models

A constitutive model for granular materials is still the subject of much debate, but we
present here a recent local form and its nonlocal extension. Before discussing the models,
we go over some notation commonly used when describing granular materials. We define
a friction coefficient 11 = /p as the ratio of shear stress to pressure. In three dimensions,
19

these generalize to their bar-forms, given as
T

=

/1

oo:oo

and

1
3 tr o,

p

(2.20)

and p = f/p. Here, the notation ao denotes the deviator of the Cauchy stress, and is
defined as
O0 = 0 + p1.

(2.21)

For a truly two dimensional problem, the factor ! in the pressure term is replaced with 1,
while the definition for - remains the same as the 3D case. We will drop the bar notation
when the meaning of the plain versions is unambiguous.

2.4.1

Local Model

The local form is a simplified version of the model presented in Jop, Forterre, and Pouliquen
(2006). Although the p = p(I) relation was found earlier (Jop, Forterre, and Pouliquen
2005), the model was first formulated for a general three-dimensional problem in Jop,
Forterre, and Pouliquen (2006). The nonlinear function p = p(I) was found with parameters
Ps, /12, and 1 o and is given by
P(1) = [is +

-P

.1

(2.22)

The packing fraction # also depends linearly on the inertial number I, but the value is
nearly constant over a large range, and we take it as a constant in this work. Here [t, is
the minimum friction which must be overcome for flow to occur, while P2 is the saturation
value beyond which internal friction cannot balance out externally applied forces. The term
Io effectively describes the granular material rheology. In terms of repose angles, arctan As
is the minimum angle for steady state flow to occur, while arctan P2 is the maximum angle
before the material cannot find a steady state flow and will accelerate due to gravity (Jop,
Forterre, and Pouliquen 2005).
We can calculate the linearization around
= ps. The inverse of p1(I) is given by
I(p) = I01
P2 -

I

(2.23)

P

while the derivative with respect to p is

dI 1
dp
Noting by equation (2.23) that I(p)

2 - As
(P2 - /_)2

(2.24)

0, we calculate the first order Taylor expansion

around Ms as

Iln(P) = I(Ps) + (A - Ps)

20

dI
dp

(2.25)

which simplifies to
Ili. (p) = I

P2

(2.26)

Ps
-

Ps

We then use this linearized Ili, in place of I as needed, particularly in the computation of
equivalent plastic shear strain rate, given by
I =

_Pd
y
.(2.27)
/P/Ps

Noting that flow does not occur when p < Is, we can then write

-P -

pd(P2
0

_ _P(1-t
-A)

if /I> [,is

[is)

if p < P

_

22

(2.28)

This is the same approach used in Henann and Kamrin (2013) where the rheological
parameter b is given by (P2 - p,)/Io. Note that because of the linearization, a saturation
value for p does not exist. Thus, the material will never behave in a rate-independent
manner and should be able to find a steady state solution regardless of the calculated
p. Although this reduces the number of cases which must be handled, it yields incorrect
behavior when the inertial number I becomes large.

2.4.2

Nonlocal Model

The nonlocal form of the constitutive model takes the granularfluidity g = 'kP/p and diffuses
it according to a cooperativity length , which depends on the current state of stress though
the value of p (Henann and Kamrin 2013). The equation for the granular fluidity g is an
inhomogeneous diffusion equation given by
v2

2

(g - guoc).

(2.29)

Here, gloc is the value of loc/p given by the local model in equation (2.28). The cooperativity
length is defined as
(Ad)

(2.30)
|9 -Ps

I

where d is the grain diameter, p, is the same friction coefficient as in the local model, and
the nonlocal amplitude A is the only new nonlocal parameter which scales the cooperativity
length. An important feature to note is that when p is very close to the static friction, the
cooperativity length is very large. This is the statement that when a granular material
is static or close-to-static but shear loaded, motion will diffuse over a large range through
the network of granular contacts. A small perturbation at one location can be transmitted
through this network and force rearrangement of many of its neighbors.
As before, we wish to extract a equivalent plastic shear strain rate 9P.Once the solution
to g is obtained through equation (2.29), we simply take -P = gi. However, to solve the PDE
21

we must supply boundary conditions for g. This presents itself as one of the disadvantages
of a gradient-type nonlocal theory, as the physical interpretation of boundary conditions
for these theories is unclear in many cases. Numerically, in the finite element and MPM
frameworks, application of Dirichlet and zero flux Neumann boundary conditions are the
most straightforward. Consequently, the model has been tested mainly with zero flux and
Dirichlet g = gioc boundary conditions, and the zero flux condition appears appropriate in
many flowing geometries, although this should be tested in future work.
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Chapter 3

Numerical Procedure
Many different variants of the material point method exist. We detail here our implementation of MPM and note where different choices may be made. Particularly, we note where
extensions to MPM would modify the procedure.

3.1

Galerkin Method

Begin by writing the strong form the linear balance of momentum in the updated Lagrangian
frame given from (2.8) and written here as
(3.1)

div o + pb = pa,

where a is the acceleration and is equivalent to the material time derivative of the velocity
V.

We decompose the acceleration a into a sum of basis functions Si(x), termed trial
functions, such that
N

(3.2)

aiSi(x).

a(x) =
i=1

Here, i denotes the nodal index, and N is the total number of nodes.
Following the Galerkin method, we take the inner product of the test functions (given
by the basis functions Sj (x), which are the same functions as used for the trial functions)
and the equations of motion in the volume over the current configuration Q, yielding
.N

(p Z

(aiSi(x)) - pb - div o)Sg (x) dV

(3.3)

0.

Using integration by parts, we can rewrite this equation as

p

(aiSi(x)) Sj(x) - pbSj (x) + o - grad Sj(x)

dV -

tSj(x) dS = 0,

where we have noted the traction on the boundary &Q is given by t =
23

a - n.

(3.4)

We can rearrange this to write this as a discrete system of equations M = f. The hats
indicate that the vectors have been flattened and concatenated into a single long vector, or
in the case of M, into a single matrix. We start by taking equation 3.4, interchange the
integration and the summation, and pull the accelerations outside of the integral to arrive
at
N

ZaiJ pSi(x)Sj (x) dV

JpbSj(x) dV -

o- -grad Sj (x) dV +

tSj (x) dS.

(3.5)

Noting that each ai is itself a vector, we introduce some notation to clarify how the discrete
system of equations is formed and stored, e.g. in computer memory. Allow N(i, r) to mean
an index for the r th component of the vector aj. In contrast, (ai), is the value of the r th
component of the vector ai. The mapping N defines a unique index for each component of
each aj, and furthermore fills all values from 1 to ND, where D is the size of each aj. We
may then use the notation vk(ir) to reference a single component of the vector v, which has
size ND. A simple way to construct the mapping N is to define N(i, r) = (i - 1) x D + r.
There are many other orderings which work however, and indeed rows may be permuted
for numerical stability when solving the system of equations.

We may now construct a matrix M as
pSi(x)Sj (x) dV,

Mlo'r)](j's)

(3.6)

A and f via

and likewise we construct vectors

ag(i,) = (ai)r
fk =ft

t

+

(3.7)
(3.8)

"n,

where fkxt and fnt are defined as

f2ct

Jpbr

Si(x) dV +

trSi(x) dS

(o-. grad Si(x))r dV.

(3.9)
(3.10)

This must hold for the entire body Q as well as for an arbitrary element inside the body,
defined by Q . Since integration is a linear operation, we can sum contributions from these
elements to create the global mass matrix M and the global force vector f (we solve for the
global acceleration A). That is, instead of

/ El dV,
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(3.11)

we write
Ne

E dV =

J

D

dV

(3.12)

where N' is the number of elements. The advantage of splitting the domain in this way is
that known zero contributions need not be calculated, for instance when Si(x) and Sj(x)
both have non-overlapping compact support. The effect is quite significant when the number of nodes becomes large, as in typical numerical schemes most of the basis functions
(shapefunctions) do not overlap. The only complication is that a mapping between local
and global node numbers must be created to correctly count the contributions to each integral from the different elements. This amounts to changing the value of the mapping N(i, r)
in each element Q'.
We have now discretized the partial differential equation for the linear momentum balance, however the result is general and does not invoke any feature particular to MPM. The
equations are in fact identical to those derived when using the finite element method.

3.2

Numerical Quadrature

Although the PDE was discretized with the Galerkin method, in general we do not have
analytical solutions for the integrals. There are a few different methods for numerical
quadrature to obtain the values of these integrals. In the finite element method, we evaluate
the integrands at Gauss points of an element, and sum over the values of these integrands
times a Gauss weight. That is, for a scalar function, we perform the operation
Ng

ff (x) dV ~ E Wif (gi),

(3.13)

i=O

where Ng is the number of Gauss points, gi is the location of Gauss point i, and wi is
its weight. This looks quite similar to a Riemann sum, however with special weights the
convergence properties are much better. Particularly, with n Gauss points, it is possible to
evaluate a polynomial up to degree 2n - 1 exactly with appropriate Gauss weights.
Although Gaussian quadrature is quite useful in the finite element method, it requires
us to know function values at specific locations. In practice, we store material state at
these Gauss points, or more generally integration points, and simply refer to that specific
state when a function evaluation is required. Since we know how the mesh deforms, and
the integration points are advected with the motion of the mesh, they are typically at the
correct location for accurate quadrature. Errors occur when the mesh deformation becomes
extreme and elements invert or the deformation gradient becomes ill-conditioned.
The material point method essentially goes back to our original idea of a Riemann
sum. Integrands are evaluated at a few points, and the integrals are converted into sums
containing only simple weighting functions. While this reduces the integration accuracy
unless large numbers of function evaluations are possible, we are no longer tied to function
evaluations at specific points. This allows the state carriers (material points) to advect,
while the background mesh can be reset at every step. While reshmeshing techniques exist
in finite element methods to solve similar issues, they can introduce other forms of error,
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such as removing conservation guarantees. We will make this mathematically precise after
we define the discretization of the body in MPM.

3.2.1

Material Points

Instead of integration points tied to a specific element, in MPM we have mobile carriers of
state termed material points. These points do not have to be tied to any portion of the
background mesh, although certain arrangements of material points will be integrated with
less or more error than others. We show an example of a body defined by Q discretized by
material points on a regular background grid in Figure 3-1.
Ea
MEN
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a-E
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0E

0 Grid Node

0 Material Point

Figure 3-1: The body is discretized by material points, which are shown here as dots.
Although they are arranged somewhat randomly in this figure, typically the material points
are initially placed at vertices in a uniform lattice. Background nodes are shown as squares,
which are usually arranged in a Cartesian grid to simplify calculations. Material points near
the edge a body have a smaller volume, or in more advanced schemes such as CPDI, have
their domains mapped appropriately to conform to the boundary. The thin, dashed square
corresponds to the domain QP of a single material point. Only one of these is drawn, but all
the material points possess a different domain. Ideally, there are no gaps or overaps between
these domains, but in practice these artifacts occur unless using higher-order schemes such

as CPDI2.
As first described in Bardenhagen and Kober (2004), we will also use the idea of a particle
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characteristic function Xp(x) which has compact support in the domain denoted by QP. This
function defines how the influence is distributed throughout the domain represented by a
material point. Therefore, in order to integrate a known function f(x) over a domain Q',
we can simply sum integrals of f(x)Xp(x) over domains given by Q1 n Q . It is important
to note that the particle characteristic function must be a partition of unity in the initial
configuration of the material points. The main exception to this is the scaled delta function
which is used as Xp(x) in the original MPM. Two common choices of Xp(x) are shown
in Figure 3-2. Similar figures are shown in Steffen, Kirby, and Berzins (2008) to analyze
integration errors.
Xp(x)

Xp(x)

EE J

2p

xp(x) dV

E

/ Vp6(x - xp) dV = V
12P

j4Prxp(x) dV

Jf 2p I dV = V

Figure 3-2: Two common choices for a particle characteristic function in MPM. The left
represents a delta function centered at xp, while the right represents a 'top hat' or constant
function. The brackets on the x-axis represent the domain of each material point (volume
in 3D). Here it is assumed that the volume QP contains xp. When integrating a continuous,
linear function along the domain defined by QP, both functions return the same integral,
however piecewise linear and other types of functions do not necessarily have the same
integral under the two choices.
If we take the properties -p, bp, and pp as constant throughout the domain of a material
point QP, we can then approximate the integrals at the elemental level by
JpSi(x)Sj(x) dV
Qe

f

ppSi(x)Sj (x)Xp(x) dV

(3.14)

ppbpSi(x)Xp(x) dV

(3.15)

op - grad Si(x)xP(x) dV

(3.16)

P Qenne

I

pbSi(x) dV E

Qe

o - grad Si(x) dV
Qe

E

J

P Qenne

I:

J

P Qen2o

Depending on the choice of particle characteristic function here, we get different variants
of MPM. The scaled Dirac delta from the original material point method is simple to
compute, as the integrations become function evaluations at a single point. The top hat
function is used in several different variants of MPM. The Generalized Interpolation Material
Point method (GIMP) uses the top hat function and analytically integrates it with respect
to tent-shaped basis functions for the grid nodes in one dimension. The Convected Particle
Domain Interpolation method (CPDI) uses a top hat function, but constructs an alternative
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basis with the material point domain to obtain a more accurate integration than with GIMP.
Although CPDI integrates these quantities more accurately, we wish to avoid reliance
on F which is needed by the CPDI method, so the results presented in this work were
performed using Xp(x) from the original MPM. Our code provides the option to use a
CPDI integrator if desired, however, and in future work we wish to explore strategies for
divesting the method from F so large, inhomogeneous flows will be able to be solved.
Using the scaled delta functions from the original MPM, our integrals take the simple
form
ppSi(x)Sj (x)xp(x) dV = mpSi(xp) S (xp)

(3.17)

QenQp

J

ppbSi(x)Xp(x) dV = mpbpSj(xP)

(3.18)

QenQp

I

p
- grad Si(x)xP(x) dV = Vpap -grad Si(xp),

(3.19)

QenQp

which only require basis function evaluations at a single point. Note that we have taken
p=
m=p/V.

3.3

MPM Implementation

Use of the Galerkin method has given us a set of discrete equations to solve, and we now
can numerically evaluate the integrals generated. We have still not yet picked a set of
basis functions, and although we do not elaborate on this choice, we will use the standard
tent functions as in first order finite elements (shown in Figure 3-3). Higher order grid
basis functions have been used and analyzed in Steffen, Kirby, and Berzins (2008) and
Andersen and Andersen (2010), however the obvious choice of second order finite element
basis functions is not stable in certain configurations. While splines have shown significant
improvement in accuracy, there is a question of how nontrivial boundary conditions should
be applied.
The general idea of MPM can be summarized pictorially in Figure 3-4. We describe
specific implementations below.

3.3.1

Explicit Solver

The general pattern of the material point method is to map state from the material points
to the background mesh, solve the equations of motion on the background mesh, and finally
map the deformation of the background mesh to the material points and update their states.
The explicit solver was used in the original implementation of MPM in Sulsky, Chen,
and Schreyer (1994). Despite the simplicity of the explicit algorithm, there are still several
variations which have been developed with different properties. Particularly, comparisons
between the Update Stress First and Update Stress Last methods has shown surprising
differences in energy conservation and stability as demonstrated in Wallstedt and Guilkey
(2008). Additional implementation notes can be found in Buzzi, Pedroso, and Giacomini
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Figure 3-3: Here we plot the tent function Si(x) around a grid node xi as a solid line. The
gradient is shown as a dashed line, where h is the distance between xi+1 and xi as well as
between xi and xi_1. The jump in gradient across the node xi is responsible for a large
fraction of errors in the original MPM.

(2008) as well as Steffen et al. (2008).
Although we derived integrals from the linear momentum balance equation, it is easier to
use the notation from Bardenhagen and Kober (2004) when describing MPM as a numerical
procedure. The mapping functions (mapping from material points to nodes) and gradient
of the mapping functions are given by

sip(x) =

Si (x)xP(x) dV.

J

VSi(x)XP(x) dV.
V JenQP

V53,(x) = -

(3.20)
(3.21)

Note that multiple material points may map to one node and one material point may map
to multiple nodes. The transpose of these functions yields the inverse relationship, which
allows us to map from nodes to material point. Choosing an appropriate mapping function
allows the use of better integration techniques such as GIMP or CPDI. Usually, the tradeoff
is that material points then have a volume which must be tracked. For simplicity, a subscript
i refers to nodal indices, while a subscript p refers to particle indices.
At the beginning of each explicit MPM step, mass, momentum, and body force are
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Figure 3-4: The general idea of the material point method is shown here, without referencing
the way these operations must be performed. Briefly, material points (dots) store the state
of the body. This information is then mapped to nodes of the background mesh (squares).
The equations of motion are solved on the background mesh, resulting in a deformation
of the background nodes which is then mapped back onto the material points and used to
update their state. For clarity, only a small number of material points and grid nodes have
been drawn.
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mapped using

Sip, yielding the nodal quantities,
mi = E

S;m,

(3.22)

5;pmpxp
S

(3.23)

Sipbp

(3.24)

p
(mx)> =

p
fffXt = E

p
The stress is mapped using VSp, yielding the internal stress
t

fiin

-

>

p

Vor *VSip,

(3.25)

while the stress from boundary tractions is given by
trSi(x) dS.

fitrac

(3.26)

Next, the forces are combined, and the equation dt = f is used to update momentum on
the background mesh. Since this is done explicitly, we have
ft = fext + fint + f t rac

(mi)n+i = (m5i)n + Atfi

(3.27)
(3.28)

where n denotes a value taken at the beginning of the timestep and n + 1 denotes a value

taken at the end; we define At = tn+1

-

tn.

The nodal acceleration is then given by

fVi = -- ,

(3.29)

while the nodal velocity is
Xi =(mk.

(3.30)

This nodal acceleration is then used to update the material point velocities through the
transpose of the mapping function via
(Vp)ri+

= (vp)n + At>3 Sp1 i,

(3.31)

and the material position is updated with the nodal velocity

(xp)n+I = (Xp)n + At E 3Sipki.
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(3.32)

We also use the nodal velocity to get the velocity gradient tensor through
(LZ)n+1 =

5ip-.i

(3.33)

This is then passed into the constitutive update routine to obtain a stress -n+1- As particles
have moved on the grid and we have a new stress, we have come back to the beginning of
the step.

3.3.2

Implicit Solver

The implicit solver we implemented is based on the method provided in Guilkey and Weiss
(2003). Other implicit integrations of MPM have been proposed (Cummins and Brackbill
2002; Sulsky and Kaul 2004; Nair and Roy 2012), however the method in Guilkey and Weiss
(2003) aligns closely with an implicit integration for the standard Finite Element method.
Particularly, a global tangent matrix is constructed and a matrix solve is used to compute
grid displacements. The other implementations seek to avoid the construction of this global
tangent matrix, which has some computational benefits, however, we choose to retain the
use and creation of this matrix as it allows for greater code sharing between our MPM
code and already-written user elements for the commercial software Abaqus. However, as
we ran neither the local nor nonlocal model in the implicit solver, we do not detail the
implementation; instead, refer to Guilkey and Weiss (2003) for notes.
The CSparse library, documented in Davis (2006), is currently used to perform a
Cholesky, LU, or QR solve as appropriate. The implementation of boundary conditions
is done in a way to preserve symmetry, so a Cholesky solve is attempted first; if it fails,
the QR solve is attempted next. If both solvers fail, we cannot proceed and the simulation
is halted. The LU solver was used in earlier versions where the application of boundary
conditions broke the symmetry of the tangent matrix.
Despite the ability to take somewhat larger timesteps in the implicit solver, the increase
in computational cost per step nearly cancels out this advantage. Use of a less complex
constitutive model (such as linear elasticity) or use of a stiffer material improves the competitiveness of the implicit solver; however, neither of these scenarios are applicable to the
present study. A benefit of the implicit integration is that increasing the problem size in
terms of number of material points alone typically has little effect on the total solution time,
since most of the time is spent solving a matrix equation with size related to the number
of nodal degrees of freedom. Use of a parallel sparse solver, such as SuperLUDIST (Li and
Demmel 2003) may be advantageous for larger problems.

3.4

Density Calculation

In many implementations of MPM, the density update at a material point is given by either
p = -ptrL
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(3.34)

or the variant
P

Po(det F) --

(3.35)

when the deformation gradient F is used. In practice, this change in density is effected by
setting the volume V, associated with the material point, as the mass is usually considered
fixed. However, if this local form is used, numerical integration errors cause the density to
become inconsistent with density given by the locations of the material points themselves
as noted by Wieckowski (2004). This effect is particularly disastrous if the constitutive
equation depends on the density as a state variable. Since for many of our material models
we have adopted density as a surrogate for packing fraction, it is crucial to have a realistic
density field in the body.
An alternative approach to the local form is to take the density on an elemental level
by simply summing masses of material points and dividing by the elemental volume. That
is, if we define

/dV

= Ve

(3.36)

and
p dV =

mp = me,

(3.37)

where the sum is over all material points within the element defined by Qe, the density is
simply
me

Pe = Ve

(3.38)

Each material point within the element then uses this elemental density in state calculations.
Only the volume associated with each material point is updated to ensure conservation of
mass. This approach to volume update was first analyzed by Tran, Kim, and Berzins (2009)
for gas dynamics problems in the MPM framework, but to our knowledge has not been used
for solid mechanics problems.
The approach used by Wieckowski (2004) is similar, but done on a nodal level to permit
density variation within an element. That is, a density field is constructed using the shape
functions and nodal density values. In this case, define the volume at a node as
Vn

VV Q' containing at least one material point in the neighborhood of node n,
N2
(3.39)

where V is defined as in equation (3.36) and N is the total number of nodes which define
the element T7. The nodal density is then calculated as

pn =
Pri Mn ,(3.40)
33

where m, is the mass at each node which is already available from the mass-lumping step
of the algorithm. Material points are then able to sample this constructed density field
through the usual mapping functions. In both element-level cases, the current distribution
of material points is used to obtain a more consistent description of the current density. The
downside of these element level approaches is that partially filled elements always calculate
a lower density than the Lagrangian description of the body would imply, meaning the effect
of the mesh becomes obvious at the boundaries.
To reconcile these problems, we would like to use the local density update at boundary
elements while using the elemental density update at interior elements. Since MPM is a
meshless method, the connectivity of the material points is not fixed, meaning that new
boundaries can be created as the simulation proceeds. We therefore cannot keep track of
the boundary by simply marking material points from the initial geometry and another
means must be used to identify the boundary of the body.

3.4.1

Edge Detection

We use instead the gradient of number of material points to identify edges on the elemental
level. If we restrict our attention to a rectangular grid of elements, we find that this
is a common technique in areas such as image analysis, and many different edge-finding
algorithms have been developed (Peli and Malah 1982; Canny 1986). We adopt one of the
simplest methods which relies only on information from each element and its neighbors. We
apply the horizontal and vertical Sobel operators given by

SX =

1
2
1
-

SY =

0
0
0
1

0
1

-- 1
-2
-1

(3.41)

-2

-1

0
2

0
1

(3.42)
(3.43)

through convolution with the matrix formed by the background grid containing the number
of material points in each element. Special attention must be given to edges of the background grid - in these cases, direction derivatives are taken corresponding to convolution
with Robert's Cross operators. The resulting matrices X and Y can then be combined in
an elementwise fashion via

X? +Y?

(3.44)

Oij = arctan Y

(3.45)

|Gi-j =

Xii

to give both the magnitude and the direction of the gradient in the ijth element. If the
magnitude exceeds a certain threshold, the element is considered an edge element, and the
density is calculated using the local rule given by equation (3.34). Otherwise, the density
is calculated using the elemental rule given by equation (3.38).
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3.4.2

Integration of the Local Rule for Density

When using a hyperelastic constitutive model, we must keep track of the deformation gradient tensor F to calculate the stress; therefore, it is natural to use the variant of the local
rule given by equation (3.35) to update the density. The deformation gradient is tracked
through integration of the equation

F(t) = LF(t)

(3.46)

F(to) = Fo

(3.47)

with initial condition

where det FO > 0. The analytical solution
F(t) = exp((t - to)L)Fo

(3.48)

is well known and has been shown to be unique (Gurtin, Fried, and Anand 2010; Gurtin
1981). Updating between timesteps ti+= t, + At is then a special case of equation (3.48)
with solution
F,+1

exp(AtL)Fn.

(3.49)

However, many implementations with hyperelastic models (Steffen et al. 2008; Wallstedt
and Guilkey 2008; Sadeghirad, Brannon, and Burghardt 2011; Nair and Roy 2012) use a
forward Euler update for the deformation gradient given by
Fn+1 = (I + AtL)Fn.

(3.50)

Presumably, the use of the forward Euler update is due to computational efficiency considerations, although our limited testing in this area found that using the exponential map
results in qualitatively better fields and a more stable algorithm without affecting computation time significantly. We expect that using a very small timestep (such as when using
a stiffer material) will improve the results of the forward Euler update compared to the
exponential map, but this was not tested. Since the matrices involved in our case are only
2 x 2 in size, the explict formula detailed in Bernstein and So (1993) is used for numerically calculating the matrix exponential. Extending to 3D will present some complications
since the same formulas will not hold, and although the general problem is difficult, several
methods are suggested in Moler and Van Loan (2003).
When using a hypoplastic constitutive model, we do not need to track the deformation
gradient tensor, except perhaps for visualization purposes (Andersen and Andersen 2013).
In this case, we integrate to find that the solution for the scalar density at time t,+1 is
given by
Pn+1 = Pn exp(-At tr L).
35

(3.51)

3.5

Constitutive Model Integration

Here we elaborate on the numerical procedure to solve equation (2.19). Although the overall
form is the same once DP is determined, we must solve a PDE for the nonlocal model, and
it is instructive to see how the procedure differs for the nonlocal model. Note that all state
quantities are given at the material point level unless explicitly indicated otherwise. We
assume that quantities such as velocity gradient L have already been appropriately mapped
before the constitutive update algorithm runs.
3.5.1

Local Model

In this section, we elaborate on the time integration procedure for stress update in the
local granular fluidity model, using ideas and notation derived from Weber et al. (1990).
Notably, since we expect small velocity gradients, we do not use the logarithmic strain, but
instead use the infinitesimal strain c. This simplifies the computation a bit, as spectral
decomposition of a relative deformation gradient F does not take place.
Although we use the term trial stress corresponding to the stress state if the deformation
update is taken to be entirely elastic, it is important to recall that the constitutive model
is rate-dependent, and therefore does not have a true yield surface as in rate-independent
plasticity. Having said that, the material does not yield if p < P, in the local model.
The constitutive time integration problem is that given a, and L,+1, compute an+1
where variables subscripted with n are considered at the beginning of the current timestep t'
and those subscripted n-+1 are considered at the end of the current timestep t,+I = t, +At.
Trial quantities are denoted with the subscript tr. We retain this convention for all variables
in this section, including those which are not members of the above lists.
We know that if we can additively decompose the given stretching tensor D into De+DP,
we can use (2.19) to get 6, which can then be integrated simply via
On+1 = 0n + At&

(3.52)

to get the stress at the end of the step Un+1. Our problem is now reduced to determining
the correct additive decomposition of D.
We note here the there are several choices about at what time to take quantities in the
Jaumann rate equation; we use the form given by
C: (Dn+ 1 - Dp+ 1 ) - an *Wn+ 1 + Wn+ 1 *an.

(3.53)

We define Gn as
Gn = -0n *Wn+ 1 + Wn+ 1 *an

(3.54)

to simplify notation; the Jaumann rate equation can then be written as
= C: (Dn+ 1 - Dp+ 1 ) + Gn.

(3.55)

It is important to note that the scheme uses the stress at the beginning of the timestep
applied to the spin terms. This simplifies the following calculations tremendously, but in
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order to be a truly implicit scheme, we have to not only have DP
as a function of O+i,
but the stress applied to the spin terms should also be taken at the end of the timestep.
We begin by calculating a trial stress
(3.56)

otr + At(C: Dn+ 1 + Gn),
= a,
which assumes that Dn+1 = Dn+I (all deformation occurs elastically).
Recall we can calculate both

T

and p from the Cauchy stress via
(3.57)

O: O

T =

1
p = -- - tr a-.
3

(3.58)

Again, the factor of 1 in the pressure term may be replaced with in a truly two dimensional
problem. Likewise, recall that the equivalent plastic shear rate ~y-is given by
(3.59)

2D : D8.

-P

The constitutive relation for equivalent plastic shear rate is given by equation (2.28),
and is written as

f

PsA 2

P > Ps
P <_ s

b

0
using the rheological parameter b instead of P2

-

(3.60)

Ps/IO.

We adopt the assumption that the plastic strain is incompressible (tr EP = 0, or equivalently tr DP = 0), which holds under dense granular flow. Thus, the pressure is given purely
by the elastic portion of the strain.
To proceed with an implicit integration, we replace all quantities in the expression for
-P with their values at the end of the current timestep. That is, including the appropriate
subscripts
(
'P =

We define the quantity

Qn+1

Pn+1 (/'n+1-'s)

V psd

2

b

0

P >

P

(3.61)

Ps

Ps

= bd /PsP-n+l and rewrite equation (3.61) as
(Pn+lPn+1-

0

PsPn+i)

P >

P

s(3.62)

As

Due to the assumption of plastic incompressibility, Pn+1 can be replaced with Ptr in
all of the above expressions. Thus, Tn+1 is calculated only with quantities known at the
beginning of the time step, and we may drop the subscript. Using the definition of Pn+i
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and designating a new constant So =Jt ptr, we can rewrite equation (3.62) as
> Ps
P <- Ps

-- p _ n+1 - SO)

7 -

P

0

(3.63)

We only need to obtain Tn+1 to determine the equivalent plastic shear rate.
Using the plastic flow direction
N+

(3.64)

(n+i

n+ v--n+1

we can use equation (2.14), which is written as
DP-+

1.

PNP

1

(3.65)

to calculate the actual stress at the end of the timestep

On+

On+1, given by

= On + At(C: (Dn+ 1 - DPn 1 ) + Ga).

(3.66)

Although we can use this expression directly, we can also modify the trial stress (which
is known from the beginning of the timestep) appropriately. The stress in this case is given

by
0n+1

(3.67)

= Utr - AtC: D+

We note that the application of C to a deviatoric tensor of the form cN results in 2GcN,
as the term I 9 I yields 0 when applied to a traceless second order tensor.

As DP is deviatoric, we may readily apply C to DP and simplify to obtain
7n+1 = atr -

(3.68)

At P\GN+

The expression for Tn+1 then follows as

Tn+1 =

(on+1)o: (+n+1)O

=r

- GikAt.

Substitution of the above expression into equation (3.63) and solving for

0

(3.69)

iP yields

P
yt

(3.70)

The use of equations (3.64), (3.68), and (3.69) show that
NP

n+1

N

-

tr

(=tr)o
-\/FTtr

(3.71)

meaning that we know the direction of plastic flow at the beginning of the step.
Note that although yP was solved via an implicit integration, it can be determined from
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quantities known entirely at the beginning of the time step. It suffices to use equations
(3.70), (3.71), and (3.65) in conjunction with equation (3.66) to obtain 0-n+1, thus closing
the system. The next MPM step will map these stresses at material points to forces at
nodes, and then solve the linear momentum balance to obtain the next velocity gradient
tensor at time L,+ 2 , and setting n = n + 1, the constitutive problem is identical to the one
solved above.

3.5.2

Nonlocal Model

The problem to solve is the same as in the local model, namely that given o-n and L,,+i,
determine c-n+1. As the material point method can be considered an extension of the finite
element method, we have used the work of Henann and Kamrin (2013) in developing a
time integration procedure for the nonlocal granular fluidity model. However, there are a
few minor differences due to the use of an explicit stress update. Particular focus will also
be given to the sections in which the material point implementation differs from a finite
element implementation.
Looking at equation (2.29) we note that we must get a value for Ioc = foc/p as well as
Ad/lIp - ps . Using an explicit update, it is easy to calculate

(
-

\

Y1

0

/P n (bn -/Is)
2
pd
b

s
pn <-- Ps
1t >

ko/,, which is given as
(3.72)

where pn =-n/pn and pn is the pressure of o-n. Using the explicit integration, all quantities
needed for f1e are known at the beginning of the timestep, and we therefore know gloc,

which is given by

sb2d2

gioc =

Similarly, we take the value of

(

(3.73)

[.

/n

0

Ps

as defined at the beginning of the timestep, given by

Ad

(3.74)

When using the nonlocal mode, we are required to solve a partial differential equation
to determine state at the end of the timestep. We know from Section 2.4.2 we have to solve

the diffusion equation given by
2
V g

(g

-

gloc).

(3.75)

We expand the function g into a sum of trial functions, and integrate against test
functions, which are the same function in the Galerkin method. As we are using the same
grid to solve equation (3.75) as for the linear momentum balance, we use the same basis
functions denoted by Si(x) and Sj(x).
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The inner product of the test functions and equation (3.75) is given by
Sj(x)(V2g

-

n

(2

(g - goc)) dV = 0.

(3.76)

Using integration by parts, this is transformed into

(Sj (x)

(g - gioc)) dV -

(VSj (x) - Vg) dV +

Sj(x)Vg - n dS = 0,

(3.77)

where n is the normal to the boundary &Q. The last term is a boundary flux integral for the
granular fluidity g. We will define the flux 49 as s, which is nonzero only where specified
on the boundary of the body. Thus, the last term becomes

j

Sj (x)Vg - n dS

Sj (x)s dS.

(3.78)

Although the physical boundary conditions are difficult to determine in strain gradient
theories, we have found that setting this flux term to zero yields results consistent with
those expected.
Expanding g(x) as a sum
N

g(x)

-

(3.79)

EgSi(x)
i=1

and taking gradients as appropriate, equation (3.77) becomes

j-(SI(x)

2

(Si(x)gi - gloc(x))) dV -

(VSj(x) - VSi(x)gi) dV + Sy

0,

(3.80)

which can be rearranged into
N

gi
with

I

E=

(E(x) 2 Sj(x)S,(x) + VSj(x) - VSi(x)) dV

.

j B(x)2Sj(x)gloc(x) dV +

j, (3.81)

, b, and A as

Defining

Aij

f
-i

(:(x) 2 S,(x)Sj(x) + VS,(x) - VSj(x)) dV

(3.82)

E(x) 2 Si(x)g 0 c(x) dV + j

(3.83)
(3.84)

gi,

we now have a system of equations A
b^ to solve for the granular fluidity g, stored
at the nodes as a vector g. As an aside, ^ is identical to g since the granular fluidity is a
scalar; thus, the mapping function N(i, r) used in the discretization of the linear momentum
balance becomes N(i, r) = i.
These integrals are numerically evaluated in the same manner as other quantities in
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MPM; namely, by splitting them up further into integrals over material points with constant
properties over a domain which is simpler to evaluate. Using the scaled delta functions from
original MPM and noting that gioc(Xp) -- (gioc)p and (xp) =p (and E(xp) = Ep) , A and
b become

SijV

(Si(xp)Sj(xp)

+ VSi(xP)

VSj(xp))

(3.85)

p

Ii +

oc).

x

(3.86)

Applying Dirichlet boundary conditions removes rows and columns in A, while Neumann
boundaries affect b. In our code, we solve this system of equations using the sparse matrix
package CSparse, which is documented in Davis (2006), and proceed in the same fashion
as we do for the implicit material point method. Specifically, we attempt a Cholesky solve
first since the matrix A is symmetric, and if that fails we attempt a QR solve. If both fail,
we cannot proceed and the program is halted.
If the solve is successful, we simply take the value of g at each node and map this back
to the material points using the usual mapping functions. With standard MPM, we simply
sample the generated field at the point where the material point currently is located; that
Sj(xp)gj. Although this looks like a large operation, only a handful
is, we take gp = E
of grid nodes contribute to this sum; namely, those nodes which form the element in which
the material point currently resides. With different MPM extensions, the mapping may be
more complex, but never require summing over a large portion of the domain.
Although sampling the linearly varying g field is intuitive, we found spurious stress results occurred if we used this linear field. This is because g inside an element is linearly
varying, so -P is also linearly varying. However, -y is constant (when using linear shapefunctions for the displacement). The difference between these two fields gives us the stress
through the constitutive update, so the stress components are linearly varying as well. However, the force calculation uses the divergence operator and cannot see this linear variation,
instead only noting the average. Over a large number of timesteps, the stress at material
points can drift significantly, although the average will generally be correct - an exception
to this is when material points enter other elements. However, since the material model
depends on stress to determine current strength, errors propagate throughout the system.
The effect on deformation is not large; however, it does lead to counterintuitive behavior
regarding error; see Section 4.1 for more details.
Instead, we found that getting an average value of g inside an element and applying
that same g to all material points inside that element resulted in better stress fields. This
is because the order of g (and -P) was reduced to be the same as the order of j, which is
one order less than that of the displacements.
With the value of g at each material point given by gp, we may proceed with the stress
update. Using gp at every material point, we again use an explicit update to get the
equivalent plastic shear strain rate, which is given by 7P = gpp. As before, we calculate a
trial stress using equation (3.56). We then use equations (3.71) and (3.65) in conjunction
with equation (3.66) to obtain o-ag, which again closes the system.
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3.5.3

Local Model Explicit Update

The explicit constitutive update is simple to implement for the local model, as we use the
stress state at the beginning of the timestep to compute the equivalent plastic shear strain
rate. While this scheme is not recommended for use with the implicit material point method
solver due to the larger strain increments, we have found the results to be acceptable with
the explicit integrator.
The equations for the explicit update of the local model are identical to those used to
calculate gioc in the nonlocal model. That is, we use equation (3.72) to obtain jy", and then
follow the usual routine of calculating the trial stress using equation (3.56). We then use
equations (3.71), (3.65), and (3.66) to obtain o-n+1.

3.5.4

Summary of Steps for All Models

We summarize here the steps which need to be taken to obtain the stress at the end of
the timestep with each model in Algorithms 1, 2, and 3. Checks on the pressure term,
which must not go to zero, are not shown here, but are needed if free surfaces are modeled.
Simmilarly, checks on the value of tr are needed for small pressure values. The inputs to
each algorithm are o-, and L,+1, and the expected output is o-n+1-
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Data: Ps, b, d, ps, C, At
Input : on, Ln+1
Output: 0 n+1
begin
Dn+1 -- (Ln+1 + L +1)
Wn+1 = j(Ln+1 - Ln+1)
G,
= -Un *Wn+ 1 + Wn+1 * n;
O-tr =an + At(C: Dn+ 1 + G);
Ttr =(atr)O
tr

ptr

: (Utr)0;
-tr,.

if ptr < ps then
I
-n+1 = atr;
else
Tj = bd/ psptr;
So

'

Ptr1ps;
r7+GAt (Tt

NPn+1

-

So);

(Otr)o
r

Dn+1 =

PN n+1;

-n+1 =

tr - 2GD±n+1;

end
end
Algorithm 1: The stress update algorithm for the local model (implicit version). Here
it is implied that the algorithm is run on each material point. Note that pressure must be
checked to avoid divide by zero errors, but these are not included as part of the algorithm.
Care must also be taken for small values of -hr, although issues only occur when both Ptr
and -tr are small.
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Data: ps, b, d, ps, C, At
Input : on, L,+1
Output: a-n+1
begin
for each material point do
Dn+ 1 = (Ln+1I ~+~+ L rT) 1 );
-

Wn+1 =

(n+1

-na+1);

Gn = -- n *Wn+ 1 + Wn+l'i7n;
atr = On + At(C: Dn+ 1 + Gn);
rn =

-'(a-n)O: (an)0;

Pn = -}tr O-n;
a
Pn = pn

if Pn < ys then
-0;
else
r1 = bd pspn;
So = Pnyts;

Yoc

=

7n -

so);

end

end

for Z= 1, 2,
,N do
for j 1,2,... ,N do

Zij

=

P,E S,(xp)Sj(xp) + VS,(xp)

VSj(xp));

end

i =i

- E Vp 7Si(x )(q0OC)P;

end
for each material point do

g

-

Zi

1

PS(xy);

P = gn;

NPn

= ((0n)O.
V'TnI

D P+1
-n+1 =atr

PNP;
- 2GDn+1;

end
end
Algorithm 2: The stress update algorithm for the nonlocal model. Since we need to do
a matrix solve on a global system, we must explicitly loop over all material points before
updating a single one. The assembly step for the matrix A does not have to be done on
the global level, but can be assembled with elements as in FEM, and likewise we generally
do not need to sum over all the nodes to get g at each material point location.
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Data: ps, b, d, ps, C, At
Input : Uo, Ln+1
Output: 0 n+1
begin
(Ln+ 1 + L+
Dn+1

1

);

Wn+1 = j(Ln+1 -+T1);
Gn = ->n *Wn+ 1 + Wn+ 1 - n;
n + At(C: Dn+ 1 + G);
atr =
n2'0'0: (Un)0 ;

Tn =
1

Pn =-5tr U-n;
then

if Pn < Js

I Un+1 = atr;

else

r; = bd/ pspn;
Pn/-ys;

SO

(y n - SO);
NP

= (On)o.

Dn+1
0

=2

n+1 =

Tn;
-t

2GD±n+1;

end
end
Algorithm 3: The stress update algorithm for the local model (explicit version). It is
implied that the algorithm is run on each material point. Although the explicit version is
simple to code, it is equally simple to use the implicit version, which should have better
stability. In our tests, however, the explicit constitutive integration works acceptably for
small timesteps.
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Chapter 4

Results
Here we present a verification of the MPM code by solving for the steady state velocity
profile in a vertical chute with fully rough side walls (see geometry in Figure 4-1). The
material is initially isotropically compressed, and gravity is linearly ramped up from an
initially zero value over 0.5s in simulation time to the final value in Table 4.1. After a
further 0.75s of simulation time (1.25s total), the velocity profile is stored, and it is this
velocity field we use in the following analyses. The material has a Young's Modulus of
1 x 108, and the Poisson ratio is 0.3 for the elastic portion of the constitutive relation (other
parameters are given in Table 4.1). The timestep is set at 5 x 10-6, which is much smaller
than dictated by the elastic wavespeed

E

even on the finest mesh.

1'0

X

Figure 4-1: The geometry of the gravity driven vertical chute is shown here. The walls are
fully rough (the velocity, shown as the dashed line in red, must go to zero), and the chute
is periodic in the vertical direction. Gravity points downward, but in steady state flow the
state of the material is independent of the y direction due to the periodicity.
The derivation of the analytical velocity field for the vertical chute using the local model
can be found in Appendix A.1. We used this analytical solution as well as a reference solution
for the nonlocal model to compare with the MPM generated fields.
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Table 4.1: The values we used for our MPM solutions are shown here. The same sets of
values were used to calculate our reference solutions. The parameter A only applies to the
nonlocal case. We can also rewrite the continuum density as the density of the particles p,
times a packing fraction q. The initial p used corresponds to a packing fraction of 0.61,
but it is allowed to evolve over time.
Parameter

Value

Units

A
b

0.48
18.754

[-]
[-]

d
L

[im]

ps

0.05
1.0
0.3819

ps
p

2450
1500

[3]

p

900

[Pa]

[im]

[-]
[T]

We first visually confirmed that the material was behaving as expected with a pointwise
representation of velocity, as in Figure 4-2. While it was difficult to perceive whether or not
a plug zone existed, the deformation was reasonable and consistent with what we expected.
Next, we put a horizontal slice through the chute and measure the velocity vo at every
x. We have an analytical solution for the local model, which was tested to confirm that the
local model works and has different behavior than the nonlocal model. The nonlocal model
has a reference solution which was obtained through a high-resolution finite difference. Both
the local and nonlocal models solved using MPM are very near the correct values, and we
quantify these errors in Table 4.2.

4.1

Linearly varying g

We also began preliminary work on testing the convergence properties of the nonlocal model.
We tested three different mesh sizes (20, 40, and 80 elements in the linear direction) as well
as three different values for number of material points per element (1, 2, and 4 PPE in the
linear direction). We again take a horizontal slice of the velocity field in each simulation,
and plot the different results in Figure 4-4. The error results are also summarized in Table
4.2 and plotted in Figures 4-5 and 4-6, however we noted that more material points per
element lead counterintuitively to both larger relative and absolute errors.
To investigate this, we plotted both the a-y stress (Figure 4-7) and p (Figure 4-8). We
note that although the average -xy stress and p values are correct in the elements, they are
incorrect at material point locations. Similar effects observed in other MPM simulations
have been termed kinematic locking (Mast et al. 2012), but we believe our artifacts are due
to the linear variation of the g field. Although the velocity field looks visually acceptable,
we believe this is because the diffusion equation in the nonlocal constitutive model can
effectively smear out the peaks in the p field.
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4.2

Elemental average g

If we instead use the elemental average of g and apply that to the material points, we reduce
the effective order of g and jyP, which will now be the same order as j. This removes the
stress oscillations as shown in Figure 4-10 and Figure 4-11, and improves the error results
as shown in Figure 4-9 although the relative error does flatten out after merely 2 material
points per element, and adding more material points worsens the absolute error. Since we
are not near machine precision, this seems to indicate a better mapping between elemental
g and material point g may exist. However, qualitatively, we see that the stress results are
much better than when using a linearly varying g field inside an element.

4.3

Conclusions

Despite the behavior at high numbers of material points per element, we are confident that
our code is solving the nonlocal constitutive law correctly. The artifacts in stress can be
explained through the use of a higher order g field than necessary, resulting in spurious
stress oscillations. Using the elemental average of g results in better stress distributions.
Although we will have to be careful using the method as-is for high material point density
flows, we have demonstrated that solving another PDE within the MPM framework can be
as straightforward as solving that same PDE with FEM.

Velocity of Material Points

0.000

1.0

-

0.8

-

0.6

-

-0.010

0.4

-

-0.015

0.2

-

-0.020

-0.005

0.0 -

0.0

0.2

0.4

0.6

0.8

1.0

-0.025

x[m]
Figure 4-2: Here we visually confirm that the chute is periodic in the vertical direction.
Although the results from the nonlocal model are plotted here, it is difficult to determine
if there is a plug zone due to the use of the scatter plot visualization. The same data is
presented in Figure 4-3.
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Velocity Field in Vertical Chute
0.000
Local (Analytic)
-

Local (MPM)

Nonlocal (Reference Solution)
Nonlocal (MPM)

-0.005

-0.0101

-0 .0151

-0.020
II

0.0

0.2

0.4

I

I

0.6

0.8

1.0

x [M]
Figure 4-3: The steady state velocity field in the vertical chute is plotted here for both
the nonlocal and local case, as well as reference solutions detailed in Appendix A.1. The
parameters correspond to those given in Table 4.1. For the MPM cases, 80 elements were
used in both the vertical and horizontal directions, with 1 material point per element (PPE).
The agreement is qualitatively quite good, and L 2 errors are given in Table 4.2.
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Velocity Field in Vertical Chute (Nonlocal)

0 i
.AAA

i

i

I

h-A
-

(20 Elements, 4 PPE)

.-.

3 (20 Elements, 2 PPE)
(20 Elements, 1 PPE)

-

-0.005

I

(80 Elements, 1 PPE)
(40 Elements, 1 PPE)

.-.

I

i
-

-0.0101

-0.0151

-

-0.020
0.0

0.2

0.6

0.4

0.8

1.0

x [m]
Figure 4-4: Here we plot the velocity fields generated by running the MPM code with the
nonlocal model. The velocity fields predicted are quite close together, although we can see
some spread. The parameters of the simulations are the same except those indicated in the
legend (specifically, even the same timestep is used, which is far below the CFL condition
for the finest mesh). We saw in Figure 4-2 that the case for 80 elements and 1 material point
per element is close to the reference solution, so we are confident that the other solutions
are at least relatively close.
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Table 4.2: PPE is the number of points-per-element, which is shorthand for the number of
material points per element. Importantly, the PPE label refers to the number of material
points per element in the linear direction x. Similarly, the elements label indicates the
number of elements in the linear direction x. As square elements are used, the total number
of elements in the simulation is given by the square of the number in the column. The
absolute error is calculated with jjvmpm - Vref 12, while the relative error is calculated by
||vmpm - Vref I2/flVref||2. We use the L 2 norm in both cases. The vector vref is calculated
either by substitution into the analytic formula (local model), or from linear interpolation
from a high-resolution (5000 point) finite difference solution (nonlocal model). Counterintuitively, the error grows for an increasing number of material points per element, at least
for the coarse grid case when sampling a linear g field. Entries with a * utilize an elemental
average for g. In this case, relative error decreases or plateaus with increasing number of
material points per element.
Model
Local
Nonlocal
Nonlocal
Nonlocal
Nonlocal
Nonlocal
Nonlocal*
Nonlocal*
Nonlocal*
Nonlocal*

PPE

Elements

1
1
1
4
2
1
8
4
2
1

80
80
40
20
20
20
20
20
20
20

Absolute Error

Relative Error

9.183
7.486
1.298
3.139
1.264
1.891
9.203
4.479
2.140
1.891

6.526
5.198
1.802
2.180
1.755
5.252
3.195
3.111
2.972
5.252
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x
x
x
x
x
x
x
x
x
x

10-4
10-4
10-3

10-2
10-2
10-3
10-3
10-3
10-3

10-3

x 10-4
x 10-4
x 10-3

x
x
x
x

10-2

10-2
1010-3

x 10-3

x 10-3
x 10-3

Errors in Vertical Chute Velocity Field
101

C4

Absolute Error
Relative Error

102

0

10-3 10

101

10

PPE (linear dimension) [-]
Figure 4-5: Here we show both the absolute and relative errors extracted from Table 4.2 for
the simulations done with 20 elements in the linear direction and which sample a linear g
field. Interestingly enough, the error in both cases actually grows with number of material
points per element.
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Errors in Vertical Chute Velocity Field
10-2

Error
-Absolute
*-+ Relative Error

10-3

0

10-4

102
102
Number of Elements (linear dimension) [--]

10 1

from Table 4.2
Figure 4-6: Here we show both the absolute and relative errors extracted
direction. The
for the simulations done with only 1 material point per element in the linear
be decreasing
absolute error decays relatively slowly, while the relative error appears to
with order 2.
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a-2

Field in Vertical Chute (Nonlocal)
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g field.
Figure 4-7: Here we plot the stress -xv for all the simulations using the linear
lie
Although the plot has some noise, we notice that on the whole the 1 PPE simulations
element
per
point
along a straight line, while the simulations with more than one material
stress
develop 'kinks' in the stress o-xy at material points. Despite this effect, the average
appears correct in each element.
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Field in Vertical Chute (Nonlocal)
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g
Figure 4-8: Here we plot the friction coefficient p for all the simulations using the linear
qualitative
field. Since a-y relates closely to r and therefore p, we expect to see the same
material
zig-zag behavior as with the stress oy. The p value is important, as it affects which
points undergo plastic deformation. Spurious results in p result in errors in deformation,
material
which we believe is occurring here, and why the error grows for a higher number of
points per element.
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Errors in Vertical Chute Velocity Field
10-2
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Figure 4-9: Here we show both the absolute and relative errors extracted from Table 4.2
for the simulations done with 20 elements in the linear direction and the elemental average
value of g applied to the material points. Unlike before, the error does not strictly increase
with increasing number of particles per element and the relative error instead plateaus. The
absolute error increases due to increasing number of particles.
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Field in Vertical Chute (Nonlocal)
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Figure 4-10: Here we plot the stress ox for all the simulations using the elemental average g.
The stress oscillations observed in Figure 4-7 have been eliminated (the values are constant
inside a linear element as expected).

58

p Field in Vertical Chute (Nonlocal)
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Figure 4-11: Here we plot the friction coefficient p for all the simulations using the elemental
average g. We confirm here that removal of the stress oscillations in UxV removed the
oscillations in p as well.
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Chapter 5

Conclusion
5.1

Summary

The governing equations for solid mechanics as well as the constitutive models for dense
granular flow were reviewed, and the numerical implementation of a material point method
code was detailed. We note that the method is highly similar to that used by the finite
element method, and little needs to be changed to convert the finite element integrals
into material point integrals. We have demonstrated that the material point method can
successfully solve the constitutive relations for an implicit gradient-type granular model, and
more generally have demonstrated that the solution of other partial differential equations
on the same background computational domain is possible. Although the solution of the
two PDEs is done sequentially (as the linear momentum equation is solved first and then
used to solve the constitutive model), the results demonstrated closely match analytical
and reference solutions. A next step is the adaptation of the implicit MPM code to couple
and simultaneously solve the equations; this should be highly similar to an implicit finite
element routine, except the tangent matrix and residuals will be constructed with material
points instead of using Gauss points.

5.2

Future Work

We identify here both future work which is general to any known MPM implementation,
including the extensions developed thus far, and particular issues we face in our own code.
Algorithmic improvements need to be made to the material point method itself. A primary concern is the artifact we have observed in our own simulations, which has been termed
in Mast et al. (2012) as kinematic locking. Although the stress results in Figure 4-7 do not
exhibit precisely this effect (and indeed, we have shown how to eliminate these oscillations
by reducing the order of the g field), visually the artifacts appear similar. Essentially, an
incorrect stress update at the corners of elements in structured background grids is produced during inhomogeneous deformation. As noted in Andersen and Andersen (2009), the
behavior at the material points is incorrect, yet the elemental-level stress appears realistic.
Since state variables are updated at material points, the anomalous stresses can result in
unrealistic material states when using history-dependent constitutive models. In Mast et al.
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(2012), a technique is developed which partially mitigates this kinematic locking, although
it does not extend to large deformations. It is not an integration error due to the use of
the scaled delta functions, as the CPDI method also displays this behavior. Despite many
authors neglecting to mention this artifact in MPM behavior, it is obvious that this issue
must be fixed in order to trust the results of material point method simulation in large
deformation with complex materials.
Implementation improvements include extending the code to 3D, as well as parallelization and ability to use an unstructured background mesh. It is important to note that
although we have verified the constitutive equations can be correctly implemented in the
material point method, we still need to validate the code by comparing to experimental
data. The extension to 3D would allow us to do validation testing with experimental results and tackle realistic problems such as those compiled in MiDi (2004). An unstructured
mesh offers the primary advantage of conforming to complex geometry and has potential
advantages in reducing checkerboarding-type errors. Parallelization was already attempted,
both with a traditional shared-memory threaded model running on the CPU as well as a
separate implementation which ran on the GPU using the CUDA framework. Due to the
particularities of the GPU architecture and CUDA, entirely separate data structures were
needed from the rest of the implementation for efficient computation. Early efforts did
not show much improvement for the problem sizes studied and in some cases were lower
performing, and although for larger problems the GPU implementation became far more
efficient, the overhead of maintaining an essentially separate MPM code made it infeasible
to continue work on the GPU version. The threaded CPU version does not show as much
potential speedup, but was easily derived from straightforward modifications to the existing
code and does not require much extra work to maintain over the single-threaded version.
Further parallel speedup on the CPU side could involve moving to a distributed memory
model via MPI or similar messaging systems, but this will involve a substantial redesign.
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Appendix A

Vertical Chute Reference Solutions
Here we solve for the steady state velocity field v in a vertical chute of dense granular
material, first isotropically compressed to a fixed pressure and then loaded via gravity.
Although the local model in Jop, Forterre, and Pouliquen (2006) does not have a linear
relation between p and I, we use the linearized form in Henann and Kamrin (2013) for the
following calculations. The derivation for the linear form of the local constitutive law is
given in Section 2.4.1.

A.1

Local Model

The local model is simple enough to have a tractable analytical solution. Since the plug zone
forms a sharp boundary with the flowing material, we first calculate this critical distance.
Pressure is constant across the horizontal direction of the chute (denoted by x, see Figure
4-1). At steady state, we know the material in the chute must be able to support itself, thus
the sum of the wall tractions must cancel the linear weight of the material. Mathematically,
we use
2

Tw = pspgL,

(A.1)

which then implies (through simple balance of moments, since the material is in steady
state flow)
T(X) = PsgX

with x = 0 defined at the center of the chute. Thus, since we have an expression for
and p is a constant, we may calculate pI(x) as the ratio
[(Xt)

= Ps.gY
p
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(A.2)
Tr)

(A.3)

pi(x) > ps, so we know the first x-position this

In the local model, material flows only when
occurs is given by

(A.4)

.c - PS.
Pso9

We may simply integrate P from this critical value x, to a larger x value to obtain the
velocity field. In the plug zone, the velocity is a constant which may be determined after
ensuring the wall velocity is zero in the flowing region and ensuring continuity of velocity
across the flow/plug boundary.
In the flowing region, we know
YP()

(A.5)

(P W - As),

= bd

and integrating over the appropriate bounds

JC~.-yXVX

- vy(c)
C

d( = vy(()

2

ps,

bd

-x

p

- PS(X- Xc)).

(A.6)

We solve for vy(xc) by recalling that the velocity at the wall x = L is zero. Thus
VY (xc)

=x

PSq9 2
-P
(
(
2p
bd p

L
2

L2

-e ) - As (xc - -))

4

(A.7)

Accounting for the symmetry, the full solution for the velocity field is then

Vb

v (v) -Note that when Ijx
plug zone.

A.2

d Vps

2p

bd pL

2p

C

(

4

- ())

p)

IX < xc

(A.8)I
(A 8)

-

s

< xc, the solution is independent of x, which is characteristic of the

Nonlocal Model

The velocity field for the nonlocal model is again obtained through the integration of
However in the nonlocal model we use the relations j"P = pg and
v 2g =

(g - gioc),

P

(A.9)

2

where gloc is given by

910C

0

-S
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P<

(A.10)
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Figure A-1: Parameters are given in Table 4.1, with the exception of Pu, which is varied.
Even with very small friction coefficients, a plug zone persists, although the size of the plug
becomes smaller and smaller.
which is simply the value of g in the local model. An additional complication is the definition of , which is not a constant, but instead depends on the stress state and geometric
parameters as given by
Ad

(A.11)

V/\p - pg|S
In one dimension, equation (A.9) reduces to
d 2 g(x)

dx

2

1
-

(g(x) - gIoc(x)),

(A.12)

The solutions for g(x) can be expressed analytically in terms of integral functions, which
can then be evaluated numerically. We took a different approach of discretizing the ODE
using finite differences and solving the resulting system of equations. Taking the result for
g(x), we may then multiply by p(x) and numerically integrate to obtain the velocity field.
The second order, centered difference second derivative for a function f(x) is given by

I
d2f
x
(f(x - Ah) - 2f(x) + f(x + Ah)).
Ah2
=
2
d

(A.13)

defined at x =
We denote the discrete solution by a vector g = [go, gi, 92, -N, g]T
Ah for all other n and
[Xo, Xi, X2 , - - -, XN]T where £o = 0, XN = L/2, and x, - x,,-,
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Ah is fixed. Substitution of equation (A.13) into equation (A.12) and using the appropriate
discrete solution value results in
1

1

Ah 2 (9n1

- 2gn

+ gn+1) -

(A.14)

g1oc(Xn).

--

__gn_

Since (x) and gIoc(x) are known functions, we may simply substitute the values of these
functions evaluated at their given x, into the system of equations, resulting in a matrix
equation

(A.15)

Ag = b.

The only additional complication is the application of boundary conditions, which are given
by g'(0) = 0 and g'(L/2) = 0. These are implemented in the finite-difference scheme
using the ghost point method, which sets the values of fictitious points g-1 and gN+1 to
force the Neumann boundary condition we desire. This modifies the matrix A as well as
potentially the load vector b, and after the update we solve for the discrete solution g.
Defining pi(x) = [p(xo), P(Xi), P(X2 ), .. . , p(XN)T, we may then perform an element-wise
multiplication of g with p(x) since p(x) is also a known function, and numerically integrate
the resulting vector using the trapezoidal rule. The resulting velocity vector is offset by an
arbitrary constant, which is set by ensuring that the velocity at the wall is zero.

Velocity Field in Vertical Chute (Nonlocal)
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Figure A-2: Parameters are given in Table 4.1, with the exception of pS, which is varied.
The diffusive effect is clear in all these simulations, which have the same local parameters
as in Figure A-1. The sharp cutoff in velocity is smoothed out, and it is difficult to locate
any plug zone.
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Velocity Field in Vertical Chute (varying A)
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Figure A-3: Parameters are given in Table 4.1, with the exception of A, which is varied. As
expected, decreasing the cooperativity length through the parameter A results in behavior
which is very similar to the local model, while increasing it further smooths out the velocity
profile.
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Appendix B

Density Calculation Results
In Figure B-1 we show here the results of the different types of density calculation and
how they affect the solution of a 2D silo flow. These results are presented in this appendix
as we do not have quantitative comparisons for the different methods. Rather, we visually distinguish between physical and nonphysical behavior to exclude obviously defective
approaches.
The material model used in these simulations is a rate-independent Drucker-Prager
model with a flag which prevents the material from supporting weight when the density is
less than 90% of its original value. The friction angle is set to 30 degrees, while the Young's
modulus is set to 108 Pa and the Poisson's ratio is set to 0.3. A small amount of cohesion
is used for numerical purposes. The low Young's modulus is needed to keep the timestep
restrictions reasonable when running the explicit MPM code.
It is important to obtain the correct density so the constitutive model gets the correct
parameters. The reason we see anomalous behavior with the local update is that the density
at material points is no longer matched to the elemental density. From the simulations, we
see that the flowing areas have a higher local density than calculated by the elemental
density. This allows dilated material to support weight when it should not be capable of
doing so. Although all simulations start off with the same initial conditions, we see that they
follow different trajectories and end up at different final states. Qualitatively, the hybrid
approach seems to produce the best results. We do not get the anomalous behavior of the
local model near the orifice and we are able to resolve partially empty elements without
simply collapsing.
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Figure B-1: Here we show the results of using different density calculations on the flow of a
2D silo. The results are shown at time t = Os (top row), t = 120s (middle row), t = 1200s
(bottom row). The stripes are for visual purposes only, and do not have any other relation to
the state of the material points. The local calculation maintains nice surfaces, but results in
strange behavior which is especially apparent at 1200s: apparently dilated material supports
weight. This is because the elemental density and the local density are no longer matched,
and indeed the local density is much higher. The elemental calculation gives a slight grid
effect as shown by the collapsing boxes in both the 120s and 1200s cases, but excepting
the surfaces, the flow results appear qualitatively better than the local case. The hybrid
approach is described in the main text, and despite the spurious dip at t = 120s, produces
a relatively clean surface without the density mismatch of the local approach. It should be
possible to remove the dip through tuning the gradient threshold parameter, but this was
not extensively tested.
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