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ABSTRACT

Although enormous progress has occurred in the field of human genetics, the
cloning of complex trait mutations remains a challenging and unresolved process. This
continuing difficulty is responsible for an ever-increasing awareness of the phenomenon
of linkage disequilibrium (LD). The principle behind LD is relatively simple. Over the
lifetime of a population, the genetic markers that are adjacent to an ancestral mutation
will recombine less often than more distant markers. Therefore, the ancestral alleles of
the markers closest to the mutation should be most frequent in a collection of disease
chromosomes. The allelic association should decrease as the distance from the ancestral
disease mutation increases. This thesis is a collection of ideas and experiments aimed at
dissecting the behavior of LD in the human genome. Specific studies examine LD in a
variety of populations including isolated founder populations, as well as globally diverse
population samples. A large number of regions throughout the genome are investigated
using both pairwise comparisons of markers, as well as multimarker haplotypes. The X
chromosome is more closely scrutinized because of its unique population history, as well
as the advantages afforded to haplotyping due to hemizygosity of the X chromosome in
males. Major conclusions include the observation that LD between pairs of markers is
highly variable even at extremely close distances and multimarker haplotypes better serve
to resolve the underlying haplotype structure of the genome. The genome appears to be
structured as blocks of limited haplotype diversity that do not exhibit much internal
recombination but which are separated by segments that show little or no LD. The lack
of LD between haplotype blocks appears to be due to clustering of recombination events
into specific hotspots. The size of the blocks and haplotype diversity varies slightly by
population. In addition, the identity of the haplotypes varies between populations. The
existence of 3-4 major haplotypes for specific regions in a diverse human population
sample is a surprising finding that was originally believed to have only existed in very
special isolated and young populations.

Thesis Supervisor: Eric Lander

Title: Professor of Biology



CHAPTER 1

Introduction

Linkage Disequilibrium: A Guided Tour



Overview

In the past decade, immense strides have been taken to advance the study of

human genetic diseases. Major developments in the mapping of genes and cloning of

disease causing mutations have been catalyzed largely by the creation of whole genome

resources. The process of systematically discovering the mutations causing inherited

disease based solely on their position in the genome was once seen as an insurmountable

task. Successively better installments of polymorphism maps, gene maps, and genome

sequence have been instrumental in implementing this strategy. This genetic mapping

strategy is essential for most human traits due to the lack of any prior information about

the biological pathways involved. The vast majority of successful attempts to map and

clone genetic disease mutations in humans have come in the category of single gene

disorders -- completely penetrant with a clearly defined phenotype and characterized by a

simple Mendelian inheritance pattern. Most of the genes and mutations for these

disorders were identified by traditional linkage analysis. In linkage analysis, regions of

the genome that cosegregate with the disease phenotype are identified. This is

accomplished by following the inheritance of polymorphic markers in a collection of

families affected with the disease. All affected members should share the region

surrounding the disease mutation, and the boundaries of this region can be delimited by

the observation of crossover events between the surrounding marker alleles and the

disease allele. However the number of these observed crossovers is normally fairly low.

Consequently, the interval surrounding the disease locus remains large enough to make

cloning the causative mutation a daunting process. The advent of denser genetic marker

maps, gene maps, and, ultimately, genome sequence has increased the feasibility of this

task by many orders of magnitude. In addition, the interval can be refined by examining

a large number of affected families or by obtaining very large multigenerational families.

However, for most traits, the feasible resolution in genetic linkage mapping still remains

limited (Boehnke, 1994; Kruglyak, 1999).

The realization of the limits of resolution in linkage mapping precipitated disease

gene mappers to search for other approaches to refine the interval surrounding their

disease mutation of interest. Mapping by the method of association became more popular
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due to the successes of this method in the HLA region of the genome. Instead of

following cosegregation in families, association studies detect differences in the

frequency of genetic variants between unrelated affected individuals and unaffected

controls. In this population sample, one looks for an association between a phenotype

and a specific marker allele. If the allele is found in excess in the affected individuals,

then that allele is "associated with" the disease phenotype. A positive association result

can be interpreted in one of two ways. The allele that is in association with the disease

phenotype may in fact be the causative allele of the disease, in which case, one would

ideally expect that the association between the phenotype and the disease-causing variant

should be complete. Alternatively, the associated allele may not cause the disease but

may simply be a neutral polymorphism that happens to reside nearby the disease causing

allele in the genome. This phenomenon is known as linkage disequilibrium. In this case,

throughout the history of the disease population, recombination has not had enough time

to occur between the two loci. An increasing amount of recombination between the

disease locus and the neutral polymorphism would gradually reduce the level of the

association until they appeared to be unlinked and completely non-associated. In the

most basic application of association studies, case-control studies, there are some tricky

aspects of examining allele frequencies in unrelated individuals that may cause biases in

the results if the control group is not well matched demographically to the affected

individuals. This ethnic admixture bias can cause false positive results in associations

(Lander and Schork, 1994) and will be described in greater detail in a subsequent section

of this introduction.

Linkage disequilibrium will arise in a population when most individuals affected

with the disease in question carry relatively few ancestral mutations at a disease-causing

locus. In addition, a specific allele of a marker must have been present on one of those

ancestral chromosomes and must reside near enough to the disease-causing locus that the

correlation has not yet been eroded by recombination during the history of the population.

In the most favorable scenarios, most affected individuals in the population will share the

same mutant allele at the disease locus. Therefore, the whole population could be

regarded essentially as one enormous family. The degree of linkage disequilibrium

detected between the disease locus and nearby markers can then be used to reduce the
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genetic interval surrounding the disease locus. In contrast to the limited number of

crossover events available in linkage mapping in families, the population approach would

employ the much larger numbers of crossover events that have occurred in all the

generations since the founding of the population or the first appearance of the mutation in

the population. This approach would therefore theoretically provide a much finer

resolution for mapping. This concept forms the basis for linkage disequilibrium

(hereafter referred to as LD) mapping. (Figure 1)

In actuality, LD mapping is only as simple as described above in a young, isolated

population. LD does not display a simple relationship with recombination, physical

distance, or a variety of other factors. Therefore, it's not surprising that the first

successful applications of LD mapping in human population emerged from mapping

simple monogenic disorders such as cystic fibrosis, myotonic dystrophy, and diastrophic

dysplasia (Hastbacka et al., 1992; Jorde et al., 1994; Jorde et al., 1993; Kerem et al.,

1989). LD mapping in these and other monogenic diseases was instrumental in the

cloning of the disease mutations. Although human geneticists have been victorious in the

arena of rare, simple monogenic disorders, the diseases that affect larger proportions of

the population usually follow a more complex pattern of inheritance. Elucidating the

genetic basis of common afflictions such as diabetes, asthma, hypertension, and

psychiatric disorders is a much more complicated task.

The Challenge of Mapping Human Complex Traits

Efforts of human geneticists have become more and more focused on these more

complex and common traits. Linkage studies have not been nearly as successful for these

diseases due to a large number of confounding factors (Lander and Schork, 1994).

Genetic heterogeneity is one of the most devastating complexities for linkage mapping.

Mutations in any one of a number of different genes may be sufficient to cause a disease

phenotype. Consequently, many of the affected families in a mapping experiment may

have different loci in the genome segregating with the disease. Allelic heterogeneity will

affect association studies more. In these cases, there are many different disease-causing

alleles at the same locus in the genome, so that any particular one of those alleles will not

be associated with the disease in all affected individuals. Rare diseases in young, isolated
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founder populations have the highest chance of having reduced heterogeneity of both

types. Incomplete penetrance can also be a major problem. Individuals who inherit a

disease allele at a certain locus may not display the disease phenotype. The converse

situation can be seen in phenocopy, where the disease is manifested in spite of the fact

that no risk allele has been inherited. This situation may arise due to environmental

factors that are difficult to control in human disease studies because they are

predominantly not controlled in human populations. Other complexities include

polygenic inheritance, in which combinations of multiple genes is necessary to acquire

the disease phenotype, and "epigenetic" methods of inheritance such as mitochondrial

inheritance or imprinting. Essentially, all these factors preclude a perfect correlation

between genotype and phenotype. The most difficult of the common diseases display

combinations of these complexities, and the inferred genomic regions are large and do

not necessarily include any mutation with 100% confidence.

Due to the difficulties inherent in mapping these complex traits, the question

arises: could the power of LD mapping be used to overcome some of the complexities

and discover factors involved in the etiology of common human diseases? Attention

became focused on creating resources and designing experiments to search for

associations in complex diseases. Bearing in mind the two possible interpretations of a

positive association ((1) the allele is the disease causing mutation itself or (2) the allele is

in LD with the disease allele), one of two general strategies can be employed in the

design of association studies: direct or indirect (Collins et al., 1997) (Figure 2a). Both

strategies depend on the validity of a hypothesis that supposes that common genetic

variants underlie susceptibility to common diseases. This common variant-common

disease (CDCV) hypothesis has been only been validated by a small number of examples.

The CDCV hypothesis is not proven to be generally valid and is still an active topic of

debate. The direct strategy requires a comprehensive collection of common variation in

human genes. This collection of variants would be assumed to contain the causative

mutation, and frequencies of these variants would be compared in patients and controls in

search of an excess (or deficiency in the case of a protective allele) in patients (Cargill et

al., 1999; Halushka et al., 1999). The advantage of this method is that the experiments

could be hypothesis driven, choosing variants that are most likely to be involved in the
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disease. Additionally, a detected association to a causative allele would be much stronger

than an association to a nearby marker, so the sample sizes for these studies would not

have to be as large. Unfortunately, it is difficult to know where a causative mutation

would be located in a gene. The coding regions are often considered the most likely

locations, but that may not necessarily be true in a disease with complex inheritance.

Furthermore, mutations may be impossible to recognize from only primary sequence

data. Important variants may be buried in introns or upstream control regions as well.

The indirect strategy for association studies relies on detecting an association between the

disease phenotype and markers that are in LD with the disease mutation. The indirect

approach avoids the need for a comprehensive collection of supposed susceptibility

alleles. However, the strength of the association decreases as the level of LD decreases.

This approach would therefore require an extremely dense map of single nucleotide

polymorphisms (SNPs) across the genome. SNPs are the most preferable types of

markers for these types of studies, as opposed to simple sequence length polymorphism

or other kinds of repeats. These markers are extremely prevalent, with the genome

expected to contain as many as ten million common SNPs. SNPs have much lower

mutation rates and, therefore, are more appropriate for studies in older populations. The

use of SNPs is also advantageous because they will tend to have similar properties to

disease mutations since they are exactly the types of polymorphisms expected to be

causative mutations.

Currently, at least 2 million SNPs have been discovered in the human genome at

an average density of one SNP every 1.9 kb in available genome sequence

(Sachidanandam et al., 2001). Genome-wide screening for LD in a common disease

population with this dense SNP map resource is a tantalizing possibility. However, even

the earliest studies (reviewed in the following sections) indicated that the levels of LD

were quite variable between different regions of the genome. Consequently, even with

the available resources, more information about the structure of LD in the human genome

would be necessary in order to determine if these experiments are even feasible. It is still

unclear how many -- and which -- of the millions of SNPs should be genotyped and

which populations should be studied. It is likely that the answer would depend on the

characteristics of the specific disease of interest. However, we have only begun to
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explore these uncertainties or to even understand what other uncertainties exist. The goal

of this thesis is to present and answer many of the questions concerning the patterns and

behavior of LD in the human genome, understand the forces that created those patterns,

and then apply that knowledge to determine the best methods to elucidate the factors

underlying human disease.

The remainder of this introduction will review in detail the development of the

ideas and questions surrounding the use of LD in disease mapping and human

demographic history studies. The concurrent technological advances and creation of

human genome resources will also be described since they were intimately connected to

the types of experiments that could be performed at various points in time. In this

introduction, a chronological approach is provided to describe the major advances in LD

mapping. Furthermore, this history of LD studies is presented to focus more clearly on

the gradual shaping of ideas surrounding the use of LD in mapping of human traits,

which is embodied in and paralleled by the chapters in this thesis.

Properties of Linkage Disequilibrium

Factors that Affect Linkage Disequilibrium

As described above, LD is the nonrandom association of alleles at adjacent loci.

LD arises in a population when a new disease mutation, or any kind of mutation, occurs

on an existing chromosome that is already carrying a specific allele at a nearby locus.

This mutation event will give rise to a particular combination of the two alleles found at

the adjacent loci. A haploid combination of alleles for a pair of markers, or a number of

markers from a whole region or chromosome segment, is often simply referred to as "a

chromosome". This notation is simply applied to represent the particular configuration of

alleles on a single molecule of DNA across a genomic region, and not necessarily across

an entire chromosome. In the simple case of a pair of markers, the configuration of

alleles at the two adjacent loci will decay gradually over time eventually giving rise to all

four possible haplotypes (Figure 2b). If there hasn't been enough time for this particular

configuration of alleles to completely decay, then the two alleles will appear on the same
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"chromosome" more often than would be expected if they were unlinked and segregating

independently. These two alleles are therefore in linkage disequilibrium with each other.

The most straightforward explanation for the decay of LD is that meiotic

crossover events occur between the SNPs over time. The extent and patterns of LD

would be much simpler to resolve if crossovers were the only factor affecting the

relationship of LD to physical distance. However, there are many determinants of the

levels of LD across the genome. Recurrent mutations, in which the same nucleotide is

mutated multiple times, at either locus, can also reduce the level of LD. For most SNPs

though, the mutation rate is low enough that it most likely does not play a major role the

process of LD decay. Recurrent mutation would play a much greater role in breaking

down LD between microsatellite repeat polymorphisms. Some SNPs may have much

higher mutation rates, for instance, those at CpG dinucleotide sites. Even extremely

tightly-linked markers, with an absence of historical recombination events, would

demonstrate a minimal degree of LD if one or both of those markers had a high frequency

of mutation events. Also, in the case of very closely spaced SNPs, the process of gene

conversion can decrease the magnitude of LD. In a gene conversion event, a stretch of

one copy of a chromosome is used to convert the sequence of the other copy during

meiosis. If this tract of sequence contains a polymorphism, then there can be an allele

change. The distance over which gene conversion acts in humans is not known, but it

should contribute to the apparent rate of recombination and the breakdown of LD

primarily when the distance between markers is not significantly greater than the length

of a gene conversion tract. Gene conversion may be an important cause of highly

variable LD seen at short distances (Ardlie et al., 2002; Frisse et al., 2001). At larger

distances, variable LD would be consistent with extremely variable recombination rates.

Across the human genome, recombination rates can vary by more than an order of

magnitude (Payseur and Nachman, 2000). Recombinational hotspots can occur, where

recombination events are limited to relatively small regions with long interspersed

segments virtually devoid of recombinational activity.

Demographic histories can vary widely for different populations and for each

region of the genome. Much of the variability in extent of LD has its origin in these

diverse population histories. These forces can be highly stochastic and difficult to trace
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over time. In the study of evolutionary and demographic processes, there are a great

number of components to consider, each having a significant degree of uncertainty.

Some of the many features that are known to affect population structures, and therefore

affect LD levels, are inbreeding and non-random mating, migration, selection, admixture

population bottlenecks and genetic drift. Genetic drift is the process by which gene and

haplotype frequencies can fluctuate over the generations due to random sampling of

gametes. If a population is small and not growing at an appreciable rate, chromosomal

haplotypes can be lost by drift and, therefore, LD would be expected to increase. By the

same token, a population which is growing very rapidly would tend to lose fewer

haplotypes. As a result, LD would be expected to decrease over time (Terwilliger et al.,

1998). Selection acting on mutations having advantageous or deleterious effects can act

to increase LD surrounding those mutations by decreasing the haplotype diversity in

those regions. Decreased haplotype diversity simply means that there will be fewer

combinations of alleles available to recombine with each other, and therefore associations

between those alleles will be greater. Selection for a mutation causing an advantageous

trait in a population can increase the frequency of the haplotype on which that mutation

resides, thus increasing the LD in the region. In this "hitchhiking" scenario, the extent of

LD across the region depends on the rate in which the haplotype increases in frequency at

the expense of other haplotypes. Chromosomes with haplotypes that contain deleterious

mutations, when eliminated, also decrease haplotype diversity and thus increase LD.

These demographic processes have been well documented over the years by population

geneticists, but the exact manner in which they affect LD or how the LD generated by

these processes can be used to map disease genes has not been well characterized.

Questions Surrounding the Patterns of Linkage Disequilibrium in the Human Genome

With so many factors affecting the levels of LD, a huge range of questions

emerges, which can be broken into a number of distinct categories. 1) Identifying the

patterns of LD across the genome; 2) Applying this knowledge of LD patterns to map

human complex traits; 3) Designing experiments to delimit the extent and patterns of LD;

4) Determining how these patterns of LD were created in the genome; 5) Examining

these patterns of LD to better understand the structure and history of the human
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population. Although these aspects are all interdependent, a common problem with LD

studies is that they are often designed to try to answer all of these questions at once.

Experiments aimed at elucidating LD structure attempted to define the limits of

detectable LD in physical and genetic distance, determine the variability across the

genome and across populations, and understand the effect of allele frequencies.

Pairs of markers certainly cannot distinguish between all existing chromosomal

haplotypes in a population. A combination of alleles for a pair of markers defines a

haplotype. However, longer haplotypes can be constructed from three or more markers,

and a particular two-marker haplotype can exist on multiple longer haplotypes (Figure

3). The more markers that are examined, the more the underlying haplotype structure can

be resolved. The number of markers it would take to resolve all existing haplotypes is

likely to be different in each region of the genome and to vary across populations.

Therefore, an issue emerges concerning the difference between pairwise LD comparisons

and longer multimarker haplotypes. Does LD vary more when examined in pairs of

markers? How many markers are necessary to genotype before the full haplotype

diversity is ascertained? In order to recognize how to use this information to perform LD

mapping in complex disease, one would have to determine the number and density of

markers necessary. In addition, it would be important to choose the allele frequencies of

these markers that would be most applicable to the disease of interest. The issue would

arise concerning whether or not it would be better to search across the genome in a

random fashion or to just focus on genes, i.e. the indirect or direct approach to LD

mapping. What would be the appropriate resource to create? SNP discovery in one

population does not provide the best resource for studies in different populations.

Experiments designed to use LD to map disease genes, in theory, should be much

different than experiments designed to determine the structure of LD in the region of

interest. Traditionally, both types of experiments were one and the same and sought to

use the maximum number of SNPs that were currently available. Currently, designing

these experiments has become a significant issue because of the overwhelming number of

SNPs now available. It would be an infeasible task to type all of the SNPs in a sample of

any size, let alone a comprehensive search across populations.
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An area of study less directly applicable to gene mapping, but of equal interest,

addresses how various forces act to create the patterns of LD. Recombination is the

primary force acting on LD, but how does it act in concert with processes that shape

population structures? This set of issues will be especially related to those that concern

the history of the human population. What groups of SNPs and haplotypes are common

throughout the human population and which are unique? Is there greater nucleotide and

haplotype diversity in some populations and how does this impact LD mapping in

diseases? It is apparent that the task at hand is quite complicated and all of the questions

are interrelated. Many diverse experiments are required. However, The study of LD had

its origins long before human geneticists sought to take advantage of LD for disease gene

mapping. Many of these questions were first addressed in a much simpler organism,

Drosophila Melanogaster.

Origins of Linkage DiseQuilibrium Concepts and Early Experiments

Lessons from Drosophila

Most of the early experiments regarding how LD behaves in a population were

not performed in humans but came from the field of Drosophila genetics. Accordingly,

the emphasis was not on gaining insight for disease mapping, but on determining what

forces are responsible for shaping LD. Recent studies continue this trend and still

provide some of the most detailed explanations for the patterns of LD. Well-

characterized lab strains of Drosophila melanogaster have been widely studied because

they provide an excellent genetic model system. However, naturally occurring

populations are more preferable for studying the characteristics of LD, as it would be

impossible to replicate all of the forces that contribute to LD in an inbred lab strain.

Single chromosomes extracted from natural populations by selective breeding can be

maintained in inbred lines, and haplotypes can be determined in these strains. In this

manner, LD studies have been performed in different wild Drosophlia populations.

Comparative studies of LD levels among populations or among genes have shown a large

degree of variation in different genomic regions (Zapata and Alvarez, 1993). In many

cases, he determinative factors have been shown to be variability in recombination rate,
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including crossovers and gene conversion events (Langley et al., 2000; Schaeffer and

Miller, 1993). In Drosophila, this regional variation in recombination rate has been

correlated with variability in polymorphism rates (Begun and Aquadro, 1994; Begun and

Aquadro, 1992). A recent study suggests that positive selection may be responsible for

decreased nucleotide diversity due to fixation of haplotypes that hitchhiked with an

advantageous mutation (Parsch et al., 2001), leading to decreased recombination and

increased LD.

One Drosophila chromosome which has a unique evolutionary history is the

fourth chromosome. The fourth chromosome has been thought for many years to be

completely non-recombining. A recent study has shown a low level rate of

recombination on the chromosome (Wang et al., 2002). This study showed that, although

the polymorphism rate on the chromosome was extremely low, an irregular pattern of

polymorphic regions was distributed between long regions absent of polymorphism. This

example underscores the possible correlation between mutation and recombination. This

raises questions about whether or not regions in humans with low recombination rates

will necessarily be correlated with segments of high linkage disequilibrium and low

variation. For example, the human X chromosome has much lower polymorphism and

recombination rates than the autosomes, establishing a very interesting issue about the

variability of LD on chromosomes having very different evolutionary histories. LD

might be expected to extend further on the X chromosome due to selection, different

population history, and smaller effective population size. Many lessons can be learned

from Drosophila in the design of experiments in human population. Drosophila provided

the first examples of how different forces, such as recombination rates and selection, act

on LD to create highly variable patterns in different regions. The following sections will

describe how the same picture is gradually coming into focus in humans.

Linkage Disequilibruim and Early Disease Mapping Experiments in Human

Populations

The pioneering experiments in Drosophila framed the pertinent issues to be

addressed in humans. However, the driving force behind LD studies in humans was the

mapping of disease genes. As a result, much of the subtlety behind the forces that shape
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LD were not initially considered because the resources in humans were too scarce to

perform the ideal experiments. In addition, there are inherent limitations of humans as a

genetic model system which precluded human geneticists from implementing the same

sort of precise experiments as in Drosophila. However, there exists some knowledge

about the history of the human population and, in the case of some special populations,

very precise genealogical records. The ability to gain phenotypic information from

medical records and the existence of a vast natural study population to draw from allows

entire human populations to become elegant model genetic systems with their own

unique properties.

Studies of the major histocompatibility complex brought a great deal of attention

to the use of LD as a strategy for detecting associations to human diseases.

Polymorphisms in the human leukocyte antigen (HLA) system were found to be

associated with a wide variety of autoimmune and immunologically-mediated diseases as

well as infectious diseases. Early studies used serological protein variation before more

modern genotyping methods were invented, but studies using other types of

polymorphisms have confirmed these early studies. Associations were particularly strong

and easily detectable in the HLA genomic locus due to the extensive LD in the region.

Linkage disequilibrium exists over most of the HLA region, a distance of at least several

megabases. The early successes with HLA sparked a trend in human disease mapping

studies. However, the results from other regions were often not nearly as strong or

significant as in HLA. The large extent of LD in the HLA region allowed for a less dense

coverage of polymorphisms to screen the region. Furthermore, HLA provided the most

variation in any genomic region at the time to the scientific community. These

advantages were not readily available for other genomic loci. Although crucial for the

implication of HLA in many diseases, the extremely high levels of LD in the region

would also work against the discovery of the specific variants that caused the diseases.

Only much later would more fine-scale LD mapping assist in the cloning of human

disease genes.

At the end of the 1980's and beginning of the 1990's, studies in mapping simple

monogenic disorders yielded some the first successful examples of LD mapping used

clone disease mutations in human populations. Positional cloning was still in its infancy.
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The problem of reducing the mapped interval delimited by linkage studies was the main

focus. At this time, genetic or physical maps available in humans were extremely

limited. Researchers had to discover many polymorphisms on their own, use them to

resolve the smallest interval surrounding their disease mutation, and then clone the region

and create their own physical maps. Most successful attempts to clone disease mutations

had the advantage of significant chromosomal abnormalities. Cystic fibrosis was the

earliest example of positional cloning without the assistance of such large aberrations

(Collins, 1995; Kerem et al., 1989). LD mapping played an important role in the cloning

of the cystic fibrosis (CF) mutation. Restriction fragment length polymorphisms (RFLPs)

were the markers of choice at this point in time. CF was primarily studied in a broad and

genetically heterogeneous Caucasian disease sample. However, this disadvantage was

somewhat alleviated by the fact that the major causative mutation was a three base pair

deletion and was present in about 70% of CF patients. Consequently, the haplotype

diversity in the region surrounding this mutation was somewhat limited, making it easier

to apply LD mapping. If there were a larger number of lower frequency mutations

existing on different haplotype backgrounds, it would have been a greater challenge to

detect associations. It would have been extremely optimistic to think that more than a

few diseases would have this mutational allelic spectrum, especially for more complex

diseases. The advantage of reduced genetic heterogeneity became more apparent and the

search for ways to reduce this heterogeneity began. The idea emerged that it may be

advantageous to use special populations with reduced genetic diversity resulting from

specific demographic histories. These isolated founder populations proved to be

extremely valuable in mapping and cloning of many human diseases.

Isolated Founder Populations

The early part of the 1990's witnessed the first examples of the elegant use of

whole populations as model genetic systems. In a number of populations, such as

Finland, Iceland, and Sardinia, a large proportion of the present day population is

descended from a limited set of founder individuals. This restricted genetic diversity

owes its existence to the occurrence of a bottleneck sometime during the history of the

population. A bottleneck is simply a period of time during which the size of a population
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is reduced (Figure 4). The size of this reduction can vary depending on the specific

population history or event causing the reduction. The greater the reduction in size, the

fewer the number of founders that give rise to the population, leading to a more

homogenous resultant population. The decreased heterogeneity will be even more

pronounced if the bottleneck is followed by a rapid population expansion, because each

of the chromosomes that make it through the bottleneck will greatly increase in number.

Therefore, it will be a much rarer event for different chromosomes to come together in a

randomly mating population. In addition to the number of founders and the amount and

rate of growth subsequent to the bottleneck, the length of the period during which the

population size is reduced also will have an effect on genetic diversity. The smaller the

population, the greater the chance there is to lose haplotypes by genetic drift (Figure 4).

This chance will also increase with increasing time of the population bottleneck

(Kruglyak, 1999). Another advantage of some of these founder populations is the lack of

any appreciable contribution of external genetic variation due to migration. Most

populations are admixed with varying levels of contribution from other sources that may

or may not be traceable. Therefore, controls that are taken from isolated founder

populations are more likely to closely match their counterpart cases taken from the same

genetically homogeneous, non-admixed population.

In many ways, studying isolated founder populations is even more advantageous

over other genetic model systems. A population was formed, and it is possible to look

100, 1000, or even 5000 generations later. One doesn't have to wait for recombination

events to occur as in a genetic cross in model organisms. All of the recombination events

throughout the population history may be available for fine structure mapping. Although

it is not possible to observe the results of each meiosis over time, a great deal of

information can be acquired by looking at the sum total of all meioses that occurred over

the history of the population. This recombinational history is the reason that isolated

founder populations are so valuable for LD mapping, especially in the case of a rare

variant. In the case of a rare variant, the allele may have entered the population in only

one founder. This means that, at the time of the bottleneck, there would be only one

haplotype surrounding the disease variant and that haplotype would stretch across the

entire chromosome. Recombination would break down the haplotype over time, but the
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extent of LD would be far greater in this situation than if there were many copies of the

disease allele that entered the population, or if there had not been a bottleneck at all. It

can be even more valuable if extensive genealogical and medical records are available.

One may be able to trace almost completely the ancestry of every individual; such is the

case for the Saguenay Lac St. Jean region in Quebec and the North American Hutterites

(Heyer and Tremblay, 1995; Ober et al., 1998). Isolated founder populations were

regarded at the time as a powerful tool for the problems of human disease mapping due to

their beneficial attributes: decreased genetic heterogeneity due to bottlenecks, subsequent

genetic drift, and limited migration into the population; increased LD due to limited

copies of disease alleles entering the population; and often excellent knowledge of

population history, genealogies and medical histories.

The Example of Finland

In the earliest efforts to use LD mapping for rare monogenic disorders in isolated

founder populations, Finland was the principal subject. Finland appeared to provide an

ideal population for gene mapping. The majority of the present day population of

Finland, approximately 5 million inhabitants, is thought to have descended from a

relatively small set of founders that migrated to the southwestern region of Finland about

2000 years ago, or approximately 100 generations ago. The size of the population

remained relatively small, and there were some internal migrations north about 500 years

ago. About 250 years ago there was a large population expansion, and a large portion of

the population moved into towns and cities in the last 50 years. Therefore, in addition to

the overall population being an excellent resource for LD mapping, there may also be

some more recently created population substructure that may provide even further

homogeneity and longer tracts of LD (Kere, 2001). The Kainuu region in the eastern

central part of Finland has a current population of about 95,000. The region was founded

by about 2000 individuals only around 25 generations ago. Many of those individuals

were likely to have been related, and therefore the effective number of founding

chromosomes in this portion of Finland may have been as low as 100. LD would be

expected to be greater in Kainuu than Finland as a whole and more genetically

homogeneous as well. Accordingly, long ancestral haplotypes many megabases in length
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have been discovered in this subregion of Finland (Hoglund et al., 1995). Finland has

substantial church parish records allowing ancestries to be traced as far back as twelve

generations. The founder effect and genetic drift are remarkably evident in the

substantial differences in disease frequencies between Finland and the remainder of

Europe. These disease frequencies may be higher or lower and are indicative of random

drift processes.

Many of these rare Finnish diseases were mapped, including diastrophic

dysplasia, progressive myoclonus epilepsy, cartilage-hair hypoplasia, congential chloride

diarrhea, and Batten disease (Hastbacka et al., 1992; Hoglund et al., 1995; Lehesjoki et

al., 1993; Mitchison et al., 1995). In the most famous example of LD mapping in an

isolated founder population, diastrophic dysplasia in Finland, 95% of affected individuals

carried the same haplotype, which was present at only 3% on unaffected Finnish

chromosomes. This demonstrated the striking degree of homogeneity that can exist in the

Finnish population. In addition, the linkage mapping had only localized the mutation to

approximately a megabase sized genomic region. By looking at many markers within

this region, the likely region in which the mutation resided was reduced to around 60 kb

by examining the many historical recombination events in the region. The mutation itself

was subsequently cloned, and the utility of populations such as Finland was quickly

applied to many different disease mapping studies.

Although the critical region for diastrophic dysplasia could be refined to about 60

kb, detectable LD extended as far as a megabase. However, this was an extremely rare

haplotype, and LD would not necessarily be expected to extend as far in a collection of

chromosomes from the general Finnish population. Such a sample of individuals is

examined in Chapter 2. In this study, evidence is provided for extensive LD in a broad

sample of the Finnish population. LD was detectable across 600 kb, and extremely

limited haplotype diversity was discovered in the region. In one subregion, which

spanned more than 50 kb, just two different haplotypes comprised of 5 markers account

for the majority of haplotype diversity. In addition, there were few rare haplotypes in the

subregion, again highlighting the extremely limited effective number of founders in the

Finnish population. Another study of anonymous genome regions also found detectable
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LD between microsatellite markers that were more than a megabase apart (Peterson et al.,

1995).

During this same time period, reasonably dense microsatellite marker maps of the

human genome were being created. These maps were constructed by using a resource of

many large families created by the Centre d'Etude Polymorphisme Humaine (CEPH),

which is still very widely used today. Although large numbers of these markers had to be

run on gels, which was a time consuming and laborious process, methods for increasing

throughput in these experiments were beginning to appear. Microtiter plates and

multichannel pipettors made it easier to complete large-scale experiments. The notion

that increasing the numbers of markers and samples provided more complete information

became widely accepted (Kruglyak and Lander, 1995).

In some linkage disequilibrium experiments, regions implicated in disease were

studied in CEPH individuals instead of isolated founder populations in order get a view

of LD in a general population (Jorde et al., 1994; Jorde et al., 1993; Watkins et al., 1994).

What was found was a correlation between LD and physical distance, with wide

variability in the levels of LD between and within different regions. This observation of

variability foreshadowed what would be discovered later in much larger data sets.

Family-based controls

The successful associations and LD mapping studies in isolated founder

populations sought to do more than to take advantage of the genetic homogeneity for

increased matching of cases and controls. The concept of family-based controls was

introduced. Trios consisting of a father, mother and child, with the child affected with a

disease, were collected and used in association studies. By typing markers in this trio,

one can determine the phase of the alleles of the markers using the family structure, and

haplotypes could be constructed. In addition, the untransmitted chromosomes of the

father and mother, presumably not containing any disease mutation, could be used as

unaffected controls perfectly matched for ethnic ancestry (Figure 5). At the time, in the

early and mid 1990's a large number of false associations were accumulating in the

literature. Many studies failed to account for the possibility of an ethnic admixture

problem. In a mixed population, any allele that is more common in one ethnic group will
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yield a positive association with any trait that also happens to be higher in that ethnic

group, even though the allele has no causative effect on the trait. The problem is that the

effect of this can be subtle, and the variable ancestry can reside within single individuals

as well. Therefore, the population can be a homogeneous population with mixed ancestry

and the problem could possibly still arise depending on the markers that were used. The

use of Finland and other genetically homogeneous isolated founder populations as well as

the use of untransmitted chromosomes as perfectly matched controls provided the

cleanest and most robust association studies at the time.

The Consequences of Different Population Histories

The level of LD found in different populations can be quite variable. There are

isolates that were founded 100 or more generations ago that have started from a variable,

but generally relatively few, number of founders and undergone large expansions.

Examples of populations with these characteristics include Finland, Sardinia, Iceland, and

Japan (Wright et al., 1999). Some extremely recent isolates exist as well, such as Costa

Rica, regions of Quebec, Newfoundland, and the Hutterites, which were all founded less

than 50 generations ago. In the case of the Hutterites, only 10-12 generations ago, an

extremely small number of founders settled in the western US and Canada. At least one

population exists, the Scandinavian Saami, which is a small population that has remained

stable in size over a long period. The effects of genetic drift would be expected to be and

are in fact extreme in this population (Laan and Paabo, 1997; Laan and Paabo, 1998;

Terwilliger et al., 1998). The LD created by this drift may be quite useful in mapping

studies. The whole range of histories of genetic isolates exists in the many populations of

the world, and it is important to distinguish the utility of each of these populations for LD

mapping. The more recent the isolate, the farther you would expect to see LD extend,

and ,conversely, the older isolates would have a lesser extent of LD. Some of these

populations may be young but founded by a larger number of individuals. In such cases,

one would expect to see greater genetic heterogeneity but longer tracts of LD as well.

In Finland, greater homogeneity exists, but the extent of LD is less. This presents

a dilemma in the practice of LD mapping. In young populations with higher levels of

LD, it would be easier to initially detect an association if you were scanning the genome,
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and fewer markers would be required. However, since the population is younger and

there has been less time for historical recombination events, the limit of resolution in LD

mapping would be much higher. In an older population, it would be possible perform

much more fine structure mapping due to the lesser extent of LD, but initially locating the

disease would be much more difficult. The ideal population would thus be somewhere in

the middle, young enough to provide considerable, but not too much, LD. The history of

Finland comes closest to providing this situation. However, a more preferable approach

would be to take a two-tiered approach, using a younger population for the initial

mapping and an older population for the fine scale mapping. The problem with this

approach is that it is nearly impossible to find two populations fitting this description that

would have enough cases of a disease. Furthermore, that disease would have to have the

same etiology in both populations. This highlights another disadvantage of using isolated

founder populations. Since the frequencies of some diseases are so drastically altered in

some populations, it is questionable as to whether or not the findings would be applicable

to other populations. Of course, in the world of human disease studies, any information

about the mechanism of a disease is a significant achievment. An additional

disadvantage of using founder populations is that, in many cases, the sample size of many

diseases coming from some founder populations is simply not great enough to perform a

mapping experiment.

The early experiments in LD mapping focused, by necessity, on rare and/or

monogenic diseases in special populations using fairly mutable microsatellite repeat

markers. Over time the focus shifted to nucleotide variation and more complex diseases

in more general populations. This shift yielded a great deal of information but also

present some difficult challenges.

Increasing Focus on Linkage Disequilibrium Studies

Focus on Human Nucleotide Variation

In the mid to late 1990's, the focus shifted to more general Caucasian and global

populations. Studies done in isolated founder populations were considered the most crisp

and well-controlled disease studies that existed, but most large patient populations had
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been collected over a long period of time in more broad, mixed populations. In many

isolated populations it was difficult to collect enough samples to study a range of

common diseases. As the focus shifted more toward complex diseases, the ability to

perform well-controlled LD studies in more general populations became necessary. In

addition, many of the bottlenecks that gave rise to founder populations may not have

been small enough to significantly reduce the heterogeneity of common disease

mutations. The mutation exists on many chromosomal copies, so more copies of the

mutation enter the population. Since the mutation would be introduced by multiple

founders, the recombinational history of the variant extends back to its origin in the

general population from which the founder population is derived (Kruglyak, 1999; Risch

and Merikangas, 1996). Isolated founder populations, although extremely useful for rare

monogenic disorders, may not have quite the same advantages of increased LD

surrounding common disease variants. One recent study of common mutations on the X

chromosome discovered a pattern of LD that was extremely uneven. Regions of

extensive LD were found adjacent to regions with minimal LD, reminiscent of the data

from Drosophila chromosome 4 (Taillon-Miller et al., 2000). Taillon-Miller et al.

discovered that the levels of LD for these regions were virtually indistinguishable

between the general Finnish and the CEPH populations, although it is not clear that this

finding also applies to common disease chromosomes. Other results from isolated

founder populations concerning long range LD around common alleles are contradictory

as well (Arnason et al., 2000; Eaves et al., 2000; Mohlke et al., 2001). Nonetheless,

isolated founder populations still retained a very important advantage of increased

genetic homogeneity, but this factor remained largely ignored as attention was mainly

diverted to more general population samples for further LD studies.

In the investigation of complex traits in a more general Caucasian or globally

diverse sample, it is necessary to stress the importance of using markers that are less

mutable. Microsatellite repeat markers may have been sufficient for younger

populations, but the high degree of recurrent mutation at these marker loci makes them

less useful for examining older populations. Presumably, a population that is more mixed

in ethnic ancestry was founded earlier and has been subject to much more migration.

This is one of the factors that catalyzed efforts in the discovery and use of single
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nucleotide polymorphisms (SNPs). SNPs are more mutationally stable, much more

prevalent throughout the genome, and easier to type in large numbers. Methods were

being created to genotype SNPs without having to run gels. SNPs were beginning to be

arrayed on chips, slides, typed by standard sequencing, and run through denaturing HPLC

(dHPLC) columns. These same techniques were also being used to screen for new

markers on a large-scale level.

Conclusions about LD came from experiments primarily focused on the collection

of DNA sequence variation in the human genome. It became apparent that increasing

numbers of polymorphisms were necessary to carry out LD experiments and association

studies properly and to more completely understand the structure of the human genome.

This was especially true in the case of mapping complex diseases in broad population

samples. Unfortunately, there was still very little reliable information on the extent of

LD and SNP resources were still sparse. LD studies depended on having enough

variation to detect the patterns, and there was no indication that there was a dense enough

set of markers to accomplish the task. Obtaining full genome sequence became a more

feasible endeavor and efforts were focused on collecting the full repertoire of sequence

variation in a population for particular genes. During this time period, most efforts

turned to exhaustive searches for all nucleotide variation in and around specific genes

that were selected as candidate genes for a particular disease. In this way, LD was

examined and the disease was studied in the same experiment. Initiatives for creating

extensive community based resources included a first generation SNP genetic map of the

genome (Wang et al., 1998) and significant efforts to characterize and catalog variation in

large numbers of genes in a search for putative causative mutations (Cargill et al., 1999;

Halushka et al., 1999).

Experimental design for searching for associations and examining LD was fairly

straightforward in genes: simply screen all available sequence, coding and noncoding,

and look for associations of markers to disease and at LD between markers. However, it

was difficult to design experiments solely to examine the extent and patterns of LD in a

presumably neutral region in a non-disease sample. There was no real guiding

information on how to design these kinds of experiments. Details were elusive, such as

the density of markers to look at or even an order of magnitude on the range of physical
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distance to examine. In addition, most known polymorphism was focused only in coding

regions of genes, making it impossible to perform these experiments even if one knew

how to design them. Appendix I of this thesis describes an attempt to gather

polymorphisms and assess LD in a 12 kb region on the X chromosome. At the time there

was no evidence to show that LD would be detectable further than 5-10 kb in a general

Caucasian population. Results from simulations, given well-accepted assumptions about

human demographic history, estimated that useful levels of LD might not extend past 5

kb (Kruglyak, 1999). Complete sequence data from the 12 kb region uncovered an

extreme lack of sequence variation, not yielding even enough polymorphism to study LD

patterns. As described earlier, the X chromosome has much lower polymorphism and

recombination rates than the autosomes, and this feature may be due to selection,

different population history, and smaller effective population size, there being only three

X chromosomes to every four autosomes in the population. This study provided an initial

clue about the extremely low polymorphism rates on the X chromosome in the Caucasian

population. This lower polymorphism rate could be indicative of a greater extent of LD

on the X chromosome as well. This issue is explored in Chapter 5. The results of this

sequencing experiment on the X chromosome also highlighted the need for looking at

multiple regions on many different chromosomes in order to obtain a more complete

picture of both LD and polymorphism rates across the genome.

Gene Sequencing Studies

Most measures of LD during this time came from a number of single gene

sequencing studies. Although these studies used disparate and not-well-characterized

populations, the variation in LD between and within loci could not be ignored. The

major gene studies of the time, lipoprotein lipase (LPL), ACE, P-globin, ApoE, and

DMD are summarized in a review by Preworski et al. (Przeworski et al., 2000). In some

cases, LD was detectable across many kb, and in others LD was negligible even at

extremely close distances of hundreds of base pairs. Pairwise comparisons of LD levels

were inconsistent within the same gene regions depending on the specific pair of markers

that was examined and their allele frequencies.
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A problem with drawing general conclusions from studies done in different

groups was the inconsistencies in experimental design. Data was accumulated in various

regions in different populations with different sample sizes, using different numbers of

markers with different allele frequencies and calculated with different measures of LD.

Still, these studies provided the best initial look at LD in genes, the results of which

painted a hazy picture of how LD could be used to discover disease mutations.

It became clear that variability from region to region was going to be the rule

rather than the exception. The disturbing finding of a low level of intragenic LD in the

LPL gene provided an impetus to determine if this was a more general phenomenon. A

survey of many regions across the genome was needed which used the same types of

markers in the same population and possessed a consistent measure of significant LD.

The problem was that there were not enough SNPs available across the genome to

perform a large-scale survey of many regions. One resource that did exist was a first

generation SNP genetic map. In the process of discovering SNPs, many small segments

of sequence were obtained from STSs, which occasionally contained more than one SNP.

This fortuitous resource provided many examples of SNP pairs scattered throughout the

genome. Chapter 3 describes an experiment that sought to utilize this resource to obtain

a more general view of LD for different regions of the genome. Instead of discovering

and examining many polymorphisms within a single gene or restricted genomic region,

we sought to broaden the investigation to many loci each containing only two or a small

number of SNPs. These SNP pairs were separated by very short distances, an average of

124 bp, and would not address the upper limits of LD. However, almost complete LD

should be observed for markers spaced at 124 bp due to a lack of recombination over

such a short interval, given the current accepted human population history model. The

experiment was designed to assess variability across the genome at what would be

expected to be complete LD. Nonetheless, the results revealed that a significant fraction

of pairs showed incomplete LD. Since an extreme alteration of estimates of effective

human population size would be necessary to conform to this data, we concluded instead

that the discrepancy was due to gene conversion which increased the apparent rate of

recombination between the closely spaced loci. This experiment thus defined the lower

extent in distance of useful LD. In addition, the importance of giving consideration to
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allele frequencies in calculating LD was illustrated. Appendix 11 shows that LD

statistics can provide a biased estimate due to inadequate sampling. These results

highlighted the need for an experiment that assayed many distance categories for a large

collection of regions.

In order to identify the magnitude and extent of LD in the genome, the desirable

data to acquire seemed to be a complete "LD curve" which would describe the average

LD from many regions for a complete range of physical distances. From this curve, a

threshold could perhaps be determined for detecting LD between variants and thus would

describe the density of markers necessary to cover the genome at an adequate level to

perform genome-wide association studies. One study attempted to construct such a curve

for 19 genes distributed throughout the genome. Reich et al. identified common SNPs

(common being defined in this case as rare allele frequency >0.35) by sequencing 32

individuals from a globally diverse population (Reich et al., 2001). Common

polymorphisms are more likely to be present in many populations, although the

frequencies of these polymorphisms are likely to vary substantially between populations.

2 kb regions were then resequenced at 5, 10, 20, 40, 80, and 160 kb from each of the core

common SNPs in a CEPH Utah population and SNPs were identified. A subset of these

newly discovered SNPs were genotyped in European and Nigerian populations. Pairwise

comparisons of LD exhibited a considerable variation within and between gene regions,

but for useful levels of LD the average value extended out to 60kb, an estimate that was

much larger than previously thought based on other gene studies and simulations

(Kruglyak, 1999). This result appeared to set a rather optimistic limit on the number of

markers that would be needed to cover the genome at approximately 50,000. LD

declined much more rapidly in the Nigerian sample, prompting the authors to postulate a

narrow population bottleneck in the founding part of the European population.

Although that hypothesis is the subject of debate, this study as a whole advanced

the field by providing a large amount of data that was needed to understand the average

extent and distribution of pairwise LD across genomic regions. However, this study

simultaneously underscored several problems with the current mode of thought on the

concept of LD mapping. First, although this study provided a measure of the average

physical distance over which LD is detectable, the extreme variation in LD does not

30

,MMyll ilMMEMillilleilikkl ., Illilr~-insid.Mimi lithilli....id.kd /.1 /



allow such a measure to be useful to mapping disease mutations in any specific region of

the genome. LD in one region may be either much more significant or nonexistent due to

the other forces described earlier such as gene conversion, uneven distribution of

mutation and recombination, including hotspots, and complicated population history

processes, which cause a breakdown in the relationship between LD and physical

distance. Abecasis et al. estimated that only about 45% of variation in LD was due to

physical distance, the remainder might be accounted for by the factors listed above

(Abecasis et al., 2001). Therefore, perhaps the average extent of LD is not the measure

that is really the most desirable. Second, as there are obvious population differences in

the levels of LD, results from LD survey experiments will not necessarily be generalized

to any study population, and LD would have to be assessed before mapping for each

region individually in each population. Finally, LD is not consistent within regions for

pairwise comparisons even in extremely well-controlled experiments. Different pairs of

markers behave differently based on the individual characteristics of a particular SNP,

indicating that SNP pairs are not the unit of variation that history has acted upon. Longer

haplotypes give a much better description of the genomic structure in a region. As noted

before, a pairwise combination of alleles can exist on multiple haplotypes (Figure 3).

Therefore, these pairwise comparisons actually consider multiple historical events as the

same event, which creates an inherent uncertainty in the results. The upshot from this

whole period of LD experiments is that LD is extremely variable within and between

regions and populations. Furthermore, pairwise marker comparisons are not the most

ideal, but haplotypes are a much more important measure of the underlying genomic

structure. The number and length of distinct multimarker haplotypes and how that differs

from region to region would be the matter that dominated the most recent period of

experiments concerning patterns of LD and their application to mapping of disease genes.

Quantifying Linkage Disequilibrium

Up to this point in this introduction, general terms such as the "levels" or "extent"

of LD have been used. What are the measures that are used to quantitate these levels?

LD is most commonly described for alleles of pairs of markers, and there are numerous

measures that have been used over time. Most measures of disequilibrium calculate the
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difference between the observed frequency of a two-locus haplotype and the expected

frequency under the hypothesis of random segregation of the alleles. For two alleles at

each of two loci, A and B, (A, a and B, b respectively), the frequency of each of the

alleles at these two loci can be represented as PA, PB, Pa, and Pb, and the frequency of the

haplotype which contains alleles A and B is PAB. One of the earliest and simplest

measures, D, is defined by D=PAB-PA-PB. There are many variations to this measure of

LD, mostly to avoid the dependence of D on allele frequency (Devlin and Risch, 1995).

The most commonly used variation of D is D', in which D is divided by the maximum

value that D can obtain with the existing allele frequencies at the two loci. If only three

of the possible 4 haplotypes are present in the population, for example AB, Ab, and aB,

then LD is said to be complete and D'=1. Different values of D'<1 have been used to

indicate an acceptable magnitude of LD in various studies, providing difficulty in

comparing most studies. There are many other measures, such as the commonly used r2,

which are reviewed elsewhere (Ardlie et al., 2002; Weiss and Clark, 2002). D' is the

measure that is predominantly described throughout this thesis.

Focus on Haplotype Diversity and Recombination Patterns

In the last one to two years, there has been an explosion in interest in LD studies.

Much of the previous attention to the patterns of LD was held in the realm of population

geneticists, whose major focus was to characterize the demography of the human

population in order to decipher migration patterns and bottlenecks. The continuing

difficulty in cloning complex disease mutations has amplified the importance of LD

mapping as an indispensable tool. Since resources have been somewhat slim in the past,

much of the major work in understanding LD came from larger labs that had significant

sequencing capabilities for SNP discovery. However, in the last couple of years, creation

of a vast SNP resource, sequencing of the human genome, and mapping millions of SNPs

onto the sequence have sparked a surge in interest and has allowed much more in-depth

studies of LD to occur. An increased awareness in the relevant issues and problems of

LD mapping has also contributed to a change in the kinds of studies that are done.

Advances in genotyping technologies provided the ability to look at large numbers of

SNPs in many individuals. Variability is still the key word in results from LD studies.
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Credible reports of LD range from markers hundreds of kilobases apart to extremely

weak LD at relatively short distances (Ardlie et al., 2002; Weiss and Clark, 2002). Study

populations, while predominantly European derived, still vary considerably between

studies. There are still debates over the most useful LD statistic or over what level

constitutes useful or sufficient LD for disease mapping. However, a number of studies

have indicated a significant paradigm shift in the conceptualization of LD mapping.

While analysis has historically concentrated on individual markers, the most recent focus

has been on the underlying haplotype structure for different regions throughout the

genome.

As described before, individual polymorphisms each have unique attributes which

cause them to be prone to inconsistent behavior, owing to distinct population histories.

Acquiring haplotype data is a more laborious process. One must collect genotypes from

a denser set of markers in a specific region, and these genotypes must be examined in

families or trios (Figure 5) in order to assign phase to the specific alleles of the markers.

The availability of a denser SNP map, and, in some cases, an extreme quantity of

sequencing for SNP discovery, allowed for these experiments to be performed. The

issues that emerged concerned the number and frequency of haplotypes, or haplotype

diversity, present in a population in a specific region and the length over which these

haplotypes extend. From a wave of publications, the pattern that began to emerge was

that even in a general population sample, a limited set of common haplotypes could be

discerned (Daly et al., 2001; Goldstein, 2001; Jeffreys et al., 2001; Johnson et al., 2001;

Rioux et al., 2001). There may be a large number of more rare haplotypes, but these

comprise a smaller percentage of the overall haplotype diversity. Therefore, the hazy and

complicated picture that existed when only pairs of markers were investigated became

simplified as a more ordered chromosomal organization began to be resolved. In addition

to less intricate haplotype diversity, the patterns of LD appeared to be parsed into discrete

blocks of haplotypes characterized by a high level of LD within the block and a

breakdown of LD between blocks (Figure 6).

Daly et al. revealed a genomic structure in a 500-kb expanse of chromosome 5q31

that consisted of 11 segments of high LD and extremely limited haplotype diversity

interspersed with apparent clusters of recombination events. Each block only has 2 to 4
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common haplotypes that account for greater than 90 percent of chromosomes. These

haplotypes do not appear to be derived from each other by recombination. Exceedingly

restricted intra-block recombination suggests that the haplotype block might be a

meaningful unit of genomic structure. Greater haplotype diversity exists for regions

which span the intervals containing putative hotspots of recombination (Figure 6). The

size of the blocks in terms of physical distance and numbers of markers is variable.

Block size spans between 3 and 92 kilobases and each block contains 5 or more common

SNPs. This same pattern is also seen in 216 kb of the HLA region class II region

(Jeffreys et al., 2001), and another study reveals a block pattern that appears to exist

across all of chromosome 21 (Patil et al., 2001). Although LD is very strong across

blocks in these studies, some degree of decay of LD can be seen within the blocks and

some level of LD can be observed between blocks.

A New Model of Human Haplotype Structure

In the process of examining genomic structure in a more detailed way, at the level

of dense haplotypes, the major questions surrounding LD mapping have evolved. The

initial objective to define a numerical correlation between LD and physical distance and

the determination of the number of markers necessary to cover the genome has been

replaced. The new goal consists of an effort to define the borders of these haplotype

blocks and to assess the overall haplotype diversity. If LD is complete across blocks of

the genome, then only one or a few markers from each block may be chosen as surrogates

or representatives of the entire block, thus reducing the complexity of LD mapping

experiments. The challenge remains as to which markers to choose and how to define

what constitutes a discrete block. If in fact there is no breakdown of LD across a block

then the same problem would occur as seen in LD mapping in an extremely young

founder population. The mapping of a disease mutation could not be resolved closer than

the boundaries of a block. This could present a major challenge depending on the size of

the block. In addition, for a mutation occurring on a common haplotype, it would be

extremely difficult to discern between a set of apparently equivalent variants which one is

the actual mutation.
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A survey of many regions of the genome was necessary to determine if this

punctate pattern of LD was a general phenomenon and to further characterize the

properties of these blocks. Chapter 4 of this thesis describes a study of the haplotype

structure in 54 distinct regions of the genome. Thousands of SNPs were genotyped on a

large sample of chromosomes from several populations. The block structure was evident

in most regions and in all populations. Haplotype diversity appeared to be limited to an

average of four to six common haplotypes which comprised the majority of diversity in

the sample. The average size of a haplotype block was determined to be approximately

22 kb in Caucasian and Asian samples. Not surprisingly, the average block size,

approximately 11 kb, was considerably smaller in African and African-American

populations. This haplotype structure does seem to be a widespread phenomenon in the

genome, verifying the results of Daly et al. and other studies. The implications of this

study for future experiments are discussed in more detail in the Perspectives chapter,

Chapter 6.

Linkage disequilibrium is an interesting phenomenon on a less practical level as

well. LD mapping will become a pivotal component of mapping complex disease

mutations. Although, how can more be learned about the forces that shaped the

haplotype structure of the genome? Chapter 4 and other studies provide valuable

insight, but only describe a pattern of historical recombination events. It would be

preferable to get a more complete picture of recombination by gaining direct evidence of

recombination hotspots. The experiments in Chapter 5 are designed to look at the

shaping of a chromosomal haplotype by crossover events. A haplotype can be labeled

with a unique event and thus frozen in time. The pattern of recombination can be

observed thereafter by examining only the chromosomes that were affected by the unique

event. Polymorphic Alu insertions provide a stable and unique event in history. By

typing SNPs in a region surrounding the Alu insertion, it can be determined if specific

crossover events occur in local hotspots or are distributed more evenly across the

chromosome. In many ways, this is similar to a pulse-chase experiment that began many

generations ago. The haplotype diversity and LD patterns can then be compared between

the insertion chromosomes and the non-insertion chromosomes to observe how specific

recombination patterns compare with the full historical recombination patterns.
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Understanding the way recombination specifically shapes haplotype patterns is a small

but important step towards understanding how LD is shaped in human populations.

Conclusion

A tremendous amount has been learned about linkage disequilibrium in a

relatively short period of time. More importantly, a framework has been initially

constructed to understand what kind of experiments should be performed and what were

the relevant issues. The developing field has increasingly approached a clear

understanding of the behavior and patterns of linkage disequilibrium as well as the forces

that shape those patterns. The chapters of this thesis closely parallel the theoretical,

experimental, and technological progress of the field over time. Drosophila geneticists

were focused on the determinants of linkage disequilibrium in nature. In human studies,

the application of linkage disequilibrium to mapping disease genes was the ultimate goal.

A testament to the progress achieved in the field is that human genetics have returned to

the origins of LD studies, rekindling an interest in the fundamental forces responsible for

shaping linkage disequilibrium. It is the understanding of these fundamental forces that

will ultimately lead to a complete evaluation of the structure of the genome and human

populations.
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Figure 1 Decay of linkage disequilibrium around a mutation

LD mapping is based on a relatively simple concept. A mutation responsible for a

trait arises on a specific chromosomal haplotype or "chromosome" in an ancestral

population (the existence of a mutation on a single chromosome can also be due to the

introduction of a single copy of the chromosome into a population bottleneck, as

described in Figure 4). In this figure, the ancestral chromosome with the mutation is

colored gray. All other chromosomes that existed at the time of the mutation are

represented by one green chromosome. Crossover events occur between all the

chromosomes over time in the population. Present-day individuals displaying the trait

carry chromosomes that contain the mutation. Each of these chromosomes has a region

surrounding the mutation that is descended from the original mutated "gray

chromosome". The haplotype structure outside of this region is derived from any of the

other chromosomes that existed in the population. All of these descendant chromosomes

when examined together should define a region surrounding the mutation which consists

of the overlap of the gray regions. This is the region which has the highest level of LD

because the least number of crossover events have occurred in this region. The level of

LD should decrease with increasing distance away from the mutation because a smaller

proportion of mutated chromosomes will contain segments of the original gray haplotype

farther away from the mutation. On chromosomes with the mutation in affected

individuals, more crossover events will have occurred the farther away from the mutation

one looks. A curve can be constructed that illustrates this decline of LD with distance.

The curve will be different for various traits, regions of the genome, and populations, but

the basic concept is the same. the mutation should lie nearby the region of highest LD.

45



Ancestral Chromosomes
Figure 1

Mutation
Chromosome with Mutation

All Other Chromosomes

Recombination over time

Present-day
Chromosomes
with Mutation

LD
Idealized
LD Curve

Distance

I

V



Figure 2 Linkage disequilibrium allows indirect associations between

mutations and nearby markers

A) LD can be detected between closely-linked markers and a mutation

A disease or trait mutation is illustrated as a red triangle and is found within a

gene represented by the green box. A direct association can be detected between the

causative red triangle mutation and a phenotype. If this mutation has not yet been

discovered, then an indirect association can be observed with nearby markers. These

closely-linked markers may be used as surrogates for this mutation if crossover events

have not disrupted the original combination of alleles of these markers and the mutation.

Markers that are farther away will have a higher probability of crossover events occurring

between them and the mutation and therefore LD is less likely to be detected with these

more distant markers.

B) Linkage disequilibrium between pairs of markers

The decay of LD in the simple case of a pair of markers is illustrated by

considering just the disease locus and one adjacent marker locus. The disease mutation

(D) occurred on the chromosome containing allele I of the marker locus. At this point in

time, all four possible haplotypes do not exist in the population. The mutation only

occurs on the same chromosomal haplotype containing allele 1 of marker 1, allowing the

observation of an association between the disease and allele 1. The orange, yellow, and

blue chromosomes represent the three existing haplotypes in the population. If only three

of the four haplotypes exist then a recombination event between the loci can create the

fourth haplotype. The recombinant fourth haplotype is represented as the half yellow-

half blue chromosome as it is derived by a recombination event between the disease locus

and marker 1 that places allele 2 on the same chromosome as D. These recombination

events also create a half yellow-half blue chromosome that consists of the non-disease

allele (d) and allele 1 that is not illustrated because it already exists in the population as

the orange haplotype. As the recombinant fourth chromosome increases in frequency in

the population, LD between the markers will eventually decline and the association

between alleles at the two markers will be disrupted.
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Figure 4 Genetic homogeneity in isolated founder populations created by

bottlenecks

A small number of chromosomes are taken from an original source population to

create a new and separate population. The original population is illustrated as a diverse

population by the many different colors of the existing chromosomes in that population.

In this example only four of these colors, representing four different haplotypes, enter the

bottleneck. Genetic drift eliminates one of these four haplotypes represented by the

chromosome with the red X. The longer the period of time that the bottleneck exists, the

greater the chance there is of losing chromosomes by this process. In addition, the other

three chromosomes recombine with each other over time. A recombination event is

illustrated between the blue and red chromosomes. A population expansion can take

place with these chromosomes as the only source genetic material for all of the

descendants. The resultant population will therefore be much more genetically

homogeneous than the original source population. Consequently, all chromosomes that

exist in the present-day population are illustrated as some combination of the yellow, red

and blue chromosomes. The amount of time over which the recombination events can

occur will affect the amount of LD discernable in the present-day population. In reality,

related individuals may enter a bottleneck together, thus carrying multiple copies of the

same chromosome. It is thereby useful to describe the effective number of founders in a

population based solely on the overall allelic spectrum instead of the actual number of

individuals founding a population.
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Figure 5 The use of father, mother, and child trios in haplotyping and

association studies

In the trio described in this example, the mother and father (colored green)

transmit a three marker haplotype to their affected child (colored orange). Each marker

represents a SNP with the two alleles called 1 and 2. The mother transmits a 121 (alleles

are listed for markers 1, 2, and 3, respectively) haplotype and the father transmits a 122

haplotype. The two chromosomes that are untransmitted are the 212 and 112 haplotypes.

The mother and father will transmit a chromosome containing the disease-causing

mutation more frequently than a chromosome not containing the mutation to an affected

child. Therefore, the frequency of transmission of the different haplotypes can be

examined. If a certain haplotype is transmitted significantly more frequently to an

affected child, then that haplotype is associated with the disease and the mutation may lie

nearby to the markers residing on that haplotype.

Another use of trios is to assign phase to marker combinations. In this example,

haplotypes can be determined for the mother, father, and child for alleles of all three

markers. This can only achieved by examining the genotypes of all three individuals at

each marker and will not always be possible. In the case where the mother, father and

child are all heterozygous for a marker, the phase will not be determinable. The child in

this example is only heterozygous for marker 3. Since the father is homozygous for allele

2 of marker 3, the child's allele 2 must have come from the father and allele I must have

come from the mother. We already know that allele 1 of marker 1 and allele 2 or marker

2 have to be on the same haplotype in both the mother and father because both parents

transmitted both of those alleles to the child. Therefore, in the father, allele 2 of marker 3

must be on the same chromosome as allele 1 of marker 1 and allele 2 of marker 2.

Likewise, in the mother, allele 1 on marker 3 must be with allele 1 of marker 1 and allele

2 of marker 2. This information reveals that the untransmitted haplotype must be 212 in

the father and 112 in the mother.
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Figure 5
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Figure 6 Haplotype blocks, recombinational hotspots, and haplotype diversity

An idealized example of block structure is shown in this diagram. Blocks of

markers that exhibit complete LD across all markers within the block are represented as

green segments. Intervals which demonstrate possible clustered crossover events are

labeled as hotspots, and are represented by brown segments. Both the blocks and the

hotspots can be variable in physical distance. Variable numbers of SNPs are shown for

each block, with no correlation between the numbers of SNPs and block size, illustrating

the random distribution of SNPs in the genome. Within each block 2 or more common

haplotypes are shown. A larger number of rare haplotypes can exist within each block.

An example of haplotype diversity across blocks is illustrated for Block 2, Hotspot 2, and

Block 3. Block 2 has the yellow, red, gray and blue haplotypes. Block 3 consists of the

green, pink, and blue haplotypes. Haplotypes that span Hotspot 2 are represented by

combinations of these colors corresponding to the specific crossover events that are

shown to occur within the hotspot. The hotspot segment is represented by a black

segment to illustrate that crossover events can occur anywhere within that segment. The

crossover events are represented by dotted lines except for the haplotypes that are lined

up directly across from each other across hotspot 2 (crossover events that give rise to

those haplotypes are not shown). A crossover event within a block is shown between the

pink and blue haplotypes. This type of event is less common, but does occur since all

blocks do not always exhibit perfect LD across the whole block. A block definition or

threshold needs to be delineated to describe the underlying haplotype structure in the

human genome.
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Figure 6

Haplotype Blocks and Recombination Hotspots
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CHAPTER 2

Genetic analysis of the TCRB region in the Finnish population:
Examination of association with multiple sclerosis and linkage

disequilibrium

Shau Neen Liu-Cordero, Mark Daly, Mary Pat-Reeve-Daly, Tomi Pastinen, Patrick Charmley,
Lee Rowen, Leroy Hood, Leena Peltonen and Eric S. Lander

Contributions: I was responsible for the experimental design and for genotyping of all markers
except for the HLA typing, which was performed by Tomi Pastinen in the Leena Peltonen's
group in Helsinki. The DNA samples were collected and prepared in Finland by Leena
Peltonen's group as well. TCRB markers were primarily characterized by Pat Charmley in Lee
Hood's group at UW Seattle, but I discovered and characterized several of the markers. The data
processing and analysis and statistical analysis were performed by Mark Daly, Mary Pat Reeve-
Daly and myself at the Whitehead Institute.
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Preface

The experiments and analysis contained in this chapter were performed about 7 years ago.

The results were never published, although a fairly complete manuscript existed. Reporting a

body of work this old presents challenges. It would be extremely difficult to provide an

introduction and discussion that justifies these experiments from the viewpoint of the current

scientific atmosphere. I have chosen to present the work as it was in 1995 with the background

and significance and discussion pertaining to the state of the field at the time when the

experiments were conceived and completed. This study was initially designed as an association

study to explore the role of the T-cell receptor beta locus in multiple sclerosis, but after the

subsequent negative result, the data became quite useful for examining linkage disequilibrium in

the Finnish population. The description of the rationale for these experiments is kept intact, as

the study would be designed differently given what is currently known about TCRB and the

etiology of multiple sclerosis as well as the advances in the tools and technology that have

occurred in the intervening years. Although the technology and resources available at the time

are now outdated, many of the ideas which led to the design of this study are now becoming

widely recognized, accepted and applied. The inclusion of this body of work in this thesis is an

appropriate measure to illustrate the development of ideas surrounding linkage disequilibrium.

In order to address the historical significance of these results regarding all the studies that have

taken place since that time, I have included a brief secondary discussion which reviews the

contents of the chapter from a modern perspective using current knowledge.
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Introduction

Multiple Sclerosis (MS) is a chronic inflammatory autoimmune disease characterized by

T-cell mediated myelin destruction causing lesions in the white matter of the central nervous

system. These lesions can result in impaired nerve conduction leading to a variety of debilitating

symptoms such as motor paralysis, impaired vision, ataxia, and bowel or bladder dysfunction.

MS is a disease with a complex etiology. The age of onset is extremely variable, most frequently

ranging from 20 to 40 years. The prevalence is also notably variable, ranging from .01% to .2%,

being highest in temperate regions and Caucasians. A genetic contribution to MS susceptibility

is suggested by the high concordance rate in monozygotic twins (26%) compared with dizygotic

twins (2.3%) and nontwin siblings (1.9%) (Bernard and Kerlero de Rosbo, 1992). However, the

inheritance pattern is not consistent with the segregation of a single gene and is most likely

multifactorial, heterogeneous, and incompletely penetrant. Genes coding for components of the

immune system are the obvious candidate genes in MS. Typically, the first such genes tested in

autoimmune diseases are those in the HLA region. The HLA region is one of the most

polymorphic and well characterized regions of the genome, and many studies of the HLA region

has provided the best insights into the etiology of autoimmune diseases. Many autoimmune

diseases show varying degrees of increased relative risk with particular HLA alleles. An HLA

association with MS has been well established in a variety of populations (Ebers and Sadovnick,

1994; Haegert and Marrosu, 1994; Oksenberg et al., 1993). However, the question still remains,

are there other regions like HLA which are less well characterized yet may be just as important in

the development of MS or autoimmune diseases in general?

Variation in the T-cell receptor has also long been suggested to be involved in a variety of

autoimmune diseases including MS. However the evidence has been much less convincing than

HLA (Hillert and Olerup, 1992; Oksenberg and Steinman, 1989; Ransohoff, 1992; Robinson and

Kindt, 1992). One of the most common studies has been to examine the repertoire of T-cell

receptors in T-cells which have been isolated from affected tissues instead of mapping inherited

polymorphism at the chromosomal DNA level (Usuku et al., 1992). Although the major

histocompatiblity complex has been established to be a genetic component of susceptibility to

multiple sclerosis, the case for the T-cell receptor is less clear. For both the TCRA and TCRB
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complexes there is a morass of conflicting association studies. A review of association studies

carried out for TCRB and multiple sclerosis is given in Table 1. There are no less than fifteen

studies claiming either positive or negative results for linkage or association using TCRB

markers. There are at least five studies that represent each side of this issue (References

provided in Table 1).

These conflicts are not surprising given the problems inherent in association studies. One

major problem, one which affects any genetic analysis, is the lack of genetic polymorphism.

Until recently there has not been much polymorphism discovered in the TCRB complex. Genetic

markers have consisted almost exclusively of widely spaced and not very informative RFLPs and

some other single base pair polymorphisms. Since associations are population based, case-

control studies, sufficient resolution requires distinguishing most of the chromosomes in the

population, not just the few chromosomes that may be segregating in a large pedigree.

Therefore, more polymorphic and informative microsatellite markers can be especially preferable

for association studies. In addition, since the same allele of a particular marker can be present on

a number of different chromosomes in a population, it is also necessary to use multiple closely-

spaced markers and construct haplotypes in order to gain the required resolution. None of the

association studies carried out for TCRB and MS have used microsatellite markers, and the

majority of studies were done with two or three RFLPs. When these multiple RFLPs were used,

haplotypes were assigned mainly in individuals who were homozygous for one or two markers.

The DNA samples that were obtained for some of the studies were selected from populations far

too heterogeneous and ancient to make any claims about the whole complex, which is more than

half a megabase in size, based on a single marker.

A better strategy in the mapping of complex traits is to use populations with reduced

heterogeneity and increased levels of linkage disequilibrium. Isolated founder populations may

possess these attributes. Finland is one of the best described isolated founder populations.

Genetic studies in Finland benefit from a reduced genetic heterogeneity due to a relatively recent

bottleneck, as well as a large population to draw from with a well described history (Figure 1).

The majority of the present day population of Finland, approximately 5 million inhabitants, is

thought to have descended by a relatively small set of founders that migrated in to the

southwestern region of Finland about 2000 years ago, or approximately 100 generations. The
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size of the population remained relatively small, and there were some internal migrations north

about 500 years ago (de la Chapelle, 1993). About 250 years ago there was a large population

expansion, and a large portion of the population moved into towns and cities in the last 50 years.

Therefore, in addition to the overall population being an excellent resource for LD mapping,

there may also be some more recently created population substructure that could be utilized to

provide even further homogeneity and longer tracts of LD. Finland has substantial church parish

records allowing ancestries to be traced as far back as twelve generations. The founder effect and

genetic drift are remarkably evident in the substantial differences in disease frequencies between

Finland and the remainder of Europe. These disease frequencies may be higher or lower and are

indicative of random drift processes.

A recent example of successful LD mapping for a rare, monogenic trait in Finland is

diastrophic dysplasia (DTD) (Hastbacka et al., 1992). In Finland, 95% of individuals affected

with DTD carry the same haplotype, which was present at only 3% on unaffected Finnish

chromosomes. This demonstrated the striking degree of homogeneity that can exist in the

Finnish population. In addition, the linkage mapping had only localized the mutation to

approximately a megabase of DNA. By looking at many markers within this region, the likely

region in which the mutation resided was reduced to around 60 kb by examining the many

historical recombination events in the region. Although the critical region for diastrophic

dysplasia could be refined to about 60 kb, detectable LD extended as far as a megabase.

However, this was an extremely rare haplotype, and LD would not necessarily be expected to

extend as far in a collection of chromosomes from the general Finnish population. The utility of

the Finnish population has yet to be realized for complex traits. In addition, the haplotype

diversity and extent of linkage disequilibrium has yet to be described for Finland as a whole as

opposed to a limited set of chromosomes from a small number of rare disorders.

Population admixture poses the largest potential problem to association studies.

Traditionally, association studies have consisted of a comparison of unrelated affected and

unaffected individuals. However, if the unaffected control group is not matched well in ethnic

ancestry, a spurious positive association may arise due to population admixture. In a mixed

population, any allele that is very common in a specific ethnic subgroup in that population can

show a spurious positive association with a specific trait that also occurs at a higher frequency in
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that particular ethnic group. The best way to control for admixture in association studies is to use

the genotypes of the parents of affected individuals to construct haplotypes of both the

transmitted and untransmitted chromosomes. The untransmitted chromosomes should provide an

internal unaffected control which is perfectly matched for ethnic ancestry. Neither the positive

nor negative results from studies done without dealing with the problems described above lend a

great deal of evidence for the involvement of TCRB in multiple sclerosis. The low significance

levels in the positive studies and the lack of sufficient resolution in all studies outlined in Table

1 point to the need for a more rigorous study using the better resources that are now available.

In this study, we have sought to overcome many of the problems inherent to association

studies and provide one of the most rigorous association studies done to date. This study also

represents the most thorough examination of the TCRB complex and multiple sclerosis. The

entire 685-kilobase genomic sequence of the TCRB complex is now available (Rowen et al.,

1996) and we have a dense set of microsatellite markers that cover the region (Charmley et al.,

1995). We have also collected a large sample of MS patients from Finland. As has been

described above, the Finnish population is one of the best populations for genetic studies, being a

relatively young and isolated population. The relatively young age of the Finnish population

allow the detection of linkage disequilibrium at relatively large distances, making it much more

likely that we would detect an association with an anonymous microsatellite marker located at

some distance from the actual mutation. In order to increase our ability to detect an association,

we have also constructed haplotypes with multiple closely spaced markers in order to

unambiguously resolve unique chromosomes. By using more informative markers, internal

controls, and a young and homogeneous population, our results conclusively show that TCRB is

not involved in multiple sclerosis in Finland and suggest that TCRB may not be as generally

involved in autoimmune disease as the HLA region.

Subjects, Materials, and Methods

Population Samples

The population sample consists of 81 unaffected parents and affected child trios from

Finland. Twenty-one of the trios are derived from multiplex MS families with 2-6 affected cases
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per pedigree. These families are identical to those previously used in Finnish genetic mapping

studies (Kuokkanen et al., 1996; Tienari et al., 1992; Tienari et al., 1993). These 21 pedigrees

were selected on the basis of multiple affected members according to Poser's diagnostic criteria

and included both nuclear families and extended pedigrees. The 21 trios taken from these

families were chosen to be unrelated to each other so as to count as independent samples for the

association study. Fourteen of these families originated from the province of Vaasa in Western

Finland where the prevalence of MS is twice as high as elsewhere in Finland and where the

familial occurrence of MS is increased up to 30% (Kinnunen et al., 1983; Wikstrom, 1975). The

remainder of the trios consists of singleton families whose origins are restricted to any one

location in Finland but are distributed throughout the whole country. These remaining trios

included both unaffected parents and one child with MS who satisfied Poser's criteria for

clinically definite or laboratory supported definite MS.

TCRB Sequence and Markers

Simple sequence repeats were discovered and characterized as described in Charmley et

al., 1995. Markers were tested for polymorphism in a small panel of Finnish chromosome.

Twelve of the microsatellite repeats discovered in the TCRB sequence were ultimately

appropriate for use in our Finnish MS sample. Allele frequencies were also determined in a

panel of CEPH chromosomes for allele frequency comparison in a more general European

population.

PCR and Genotyping

Genomic DNA (20 ng) prepared from peripheral blood lymphocytes was amplified in 10

gl PCR reactions using 2 gM labeled primers. A single primer in each reaction was end-labeled

with either 7-3 2dATP or fluorescent dye (Research Genetics). PCR reactions were assembled

using Packard MultiPROBE robotic pipetting stations, overlaid with 40 tl mineral oil, and run

16 microtiter-format plates at a time (1,536 reactions per run), on Intelligent Automation Systems

TC1600 thermocyclers. Thirty cycles of PCR were performed (94'C for 30 s, 57 0 C for 30 s, and

72'C for 60 s) and 0.5-1.0 pl of each reaction were loaded onto denaturing 6% polyacrylamide

gels and electrophoresed for up to 4 h in IX TBE. Gels were run using ABI 377 or AB1373A
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Sequencers (Perkin Elmer) for fluorescent detection; or on standard polyacrylamide gel

apparatuses, and exposed to autoradiographic film for radioactive detection. Radioactive gels

were manually scored in duplicate and fluorescent gels were processed using the ABI software

GENESCAN/GENOTYPER (Perkin Elmer).

Results

TCRB markers, genotyping and haplotype construction

Nearly 700 kb of contiguous genomic sequence from the TCRB complex is available

(genbank accession no. L36092) (Rowen et al., 1996). Possessing the complete genomic

sequence of the region provides a number of significant advantages. First, the entire sequence

can be searched for simple sequence repeats, which can then be characterized for their suitability

as genetic markers. We have previously reported the characterization of a large number of

markers from the TCRB region (Charmley et al., 1995). Second, with the complete sequence, the

exact physical distances between the markers can also be determined. Using this information, we

could choose a set of relatively evenly spaced markers at a density which we could be confident

would allow us to detect an association. As an initial screen, we used a set of 12 markers at an

average spacing of around 50 kb (Figure 2). The markers consisted of di-, tri-, and

tetranucleotide repeats with heterozygosities ranging from .26 to .86.

We studied a sample of 81 unrelated individuals affected with MS along with their

parents. Twenty-one of these trios are derived from multiplex families originating in the high-

risk Vaasa province in Western Finland, and the remaining trios originate from throughout

Finland where the risk of MS is similar to that of Europe as a whole. The majority of the

affected individuals follow a relapsing/remitting progression of the disease, but several also have

experienced a secondary progressive phase. Singleton families, which consist of unaffected

parent-affected child trios, represent the sample composition of choice for an association study.

Instead of examining the distribution of alleles of a single marker in affected and unaffected

individuals, we obtained the genotypes of the parents to create haplotypes consisting of multiple

markers. Each trio yields 4 unique chromosomes for any one marker or haplotype. The 81
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parents and child sets were genotyped by a radioactive PCR assay to yield 324 haplotyped

chromosomes, one half of which represents the affected, or transmitted, gametes, and the other

half consists of the untransmitted parental gametes.

Lack of Association of Multiple Sclerosis with TCRB markers and haplotypes

We employed the transmission disequilibrium test (TDT) to search for any excess or

deficiency in the segregation of certain alleles or haplotypes to the affected individuals as

compared to the untransmitted chromosomes. The TDT is a test for LD and linkage between a

marker and a disease susceptibility (Ewens and Spielman, 1995; Spielman et al., 1993). The

TDT is performed by examining the transmission of marker alleles from parents heterozygous for

the marker to affected offspring. In this study only one offspring is analyzed, but the test can be

applied to multiple offspring as well. In fact, the TDT possesses the advantage of not requiring

data on multiple affected family members or unaffected siblings. There must exist, however, an

association due to LD in order to detect linkage between a marker and disease locus. As

described before, the TDT is also a valid test of association and linkage even in the presence of

population admixture and subdivision. The frequencies of alleles of each single marker in

affected and unaffected chromosomes are shown in Table 2 and the TDT test is applied. When

we looked at alleles of single markers, there was only one allele with borderline significant

transmission disequilibrium in affected individuals. However, this was not reproduced in any of

the haplotype data described below.

Haplotypes consisting of multiple markers provide a more accurate basis for describing

unique chromosomes in a population. A single marker will contain alleles that are present on a

number of different chromosomes. As more markers are added to a haplotype the underlying

chromosomal structure will be resolved more clearly. The ultimate data is the complete genomic

sequence of a region, but it is not clear how many markers are needed to define all of the

haplotypes in the region and provide the best surrogate for the complete sequence. A standard

test of association was used for multiple-marker haplotypes. The untransmitted chromosomes

are treated as control chromosomes in a case-control study (with the additional advantage of

better matching of ethnic ancestry). The same result was obtained for comparing the frequencies
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of haplotypes of multiple adjacent loci in affected and unaffected chromosomes. Haplotypes of

different lengths were examined - for example, haplotypes of two, three or four adjacent

markers. Since up to twelve markers were examined, windows of haplotypes of each length had

to be considered. For example, for three-marker haplotypes, there are ten triplets as a sliding

window moves along a set of twelve markers. The frequencies for all haplotypes for each triplet

were examined in transmitted and untransmitted chromosomes. The data for the most frequent

triplet haplotypes are shown in Table 3. For the longer haplotypes, e.g. haplotypes of 8 to 12

markers in length, there are fewer possible adjacent sets of consecutive markers. However, there

were significantly more unique haplotypes in our data set for each of the longer haplotypes, and

therefore, the sample size for any particular haplotype was not very large. For all haplotype

lengths and windows, the frequencies of each haplotype in transmitted and untransmitted

chromosomes revealed no significant associations (data not shown). In fact the frequencies in

transmitted and untransmitted chromosomes were strikingly similar. This data along with the

TDT results suggest that TCRB does not play a significant role in susceptibility to MS in

Finland.

HLA association confirmed in Finnish MS sample

We also sought to confirm the previously established HLA associations in our patient

sample. We obtained DRB 1, DQA1, and DQB 1 genotypes for the patient sample. We see

highly significant transmission disequilibrium of the commonly seen MS associated haplotype

(Wansen et al., 1997). These HLA data provide a positive result, which lends support to the

negative result observed for TCRB.

Using molecular genotyping data can be used to subdivide the phenotype as well. It is a

frequent practice in autoimmune diseases to stratify the sample by HLA types. A common

problem in complex traits mapping is the definition of the phenotype. It is difficult to know at

what level a certain phenotype can be further subcategorized to create a more homogeneous

sample. Although this is a preferable situation, it may have a negative effect on obtaining a

significant result by decreasing the sample size. In our sample, the majority of MS cases exhibit

the relapsing/remitting form of the disease. If subdividing the phenotype in this way corresponds
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to a genetic subdivision as well, then it should increase the likelihood of detecting an existing

association in our sample. In order to maximize our chances of observing any association

between MS and the TCRB complex or an interaction between HLA and TCRB, we split the

TCRB genotypes by the major HLA subtypes. This HLA stratification had no effect significant

effect on the transmission disequilibrium result without the subdivision (data not shown).

Linkage Disequilibrium within the TCRB region

One concern is that the linkage disequilibrium would not extend far enough to detect a

significant association between the disease mutation and any of the markers. Indeed this is one

reason why a genome scan for linkage disequilibrium is not currently feasible even in the Finnish

population. One would need to genotype individuals with thousands of markers in a population

around 100 generations in age. In order to address this concern, we examined marker-to-marker

linkage disequilibrium.

We detected highly significant linkage disequilibrium between pairwise combinations of

alleles of different markers across entire region (Table 4). Based on the transmission

disequilibrium results above, this region is presumably not involved in MS in Finland.

Therefore, we could combine the data for all transmitted and untransmitted chromosomes and

treat it as a set of random unaffected chromosomes from the Finnish population. The p-values

for linkage disequilibrium underestimates the actual significance level, for the number of degrees

of freedom was set at the total number of combinations of alleles in pairwise comparisons of

markers even though not all possible allele combinations existed in our data set. This result

confirms that our collection of markers is sufficiently dense to study the entire TCRB region in

Finland. It is not clear that this will be true for other populations.

In addition to pairwise combinations of alleles, we could see linkage disequilibrium with

longer haplotypes. As in the association study, all windows of 3 to 12 markers were examined

for common haplotypes and LD. There is no reliable statistic for calculating LD in haplotypes of

three or more markers. However it is possible to calculate the effective number of distinct

chromosomes in the population. This number is simply the inverse of the kinship coefficient

which is given by the sum of the square of the allele (or haplotype) frequencies. When we
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examined one region with the five most closely spaced markers, markers N through J, we found

only 43 haplotypes of which only 3 major haplotypes account for over 50% of the chromosomes

(Table 5). These five markers span a distance of over 50 kilobases. More than half of these

haplotypes, 23, are present in only 1 copy and 7 are present in two copies. Only 12 remaining

haplotypes are present in more than 2 individuals. Of these 12 haplotypes, several can even be

derived by one recombination or mutation event from another common haplotype. Considering

all 43 haplotypes, their frequencies translate into approximate number of 5.2 effective founders

for the Finnish population for this genomic region. For a broad collection of chromosomes this

is a significantly smaller number than would be expected. When the entire region is examined a

much larger number of haplotypes is evident due, in part, to recombination, but significant

linkage disequilibrium is still evident (data not shown). Therefore, not only is LD extensive

enough in the population to detect an association with the existing density of markers, but this

result also illustrates that the general Finnish population displays a high level of homogeneity, at

least for this region of the genome.

Discussion

The involvement of TCRB in MS has long been the subject of debate. In this study we

provided the most conclusive evidence on this subject. We have definitively shown that TCRB

is not involved in MS in Finland. The frequency of MS in Finland is similar to that of the rest of

Europe, and the same predisposing HLA haplotype can be found in Finland as in numerous other

populations. So there is no reason to believe that the Finnish population differs significantly

from other populations. However, the particularly high incidence of MS in the Vaasa region of

Western Finland could be a cause for concern. We analyzed the genotypes for families from the

Vaasa region and the rest of the sample separately from each other. This subdivision did not

reveal a significant association in either set of data (data not shown). Therefore, a lack of

association in this special region of Finland doesn't seem to have diluted the overall sample. It is

also not likely that there are enough MS predisposing TCRB haplotypes in Finland to mask an

association. However, locus heterogeneity would preclude our ability to detect an association if

TCRB was only involved in a small percentage of MS cases in Finland, but we have shown that
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it is certainly not a major locus and there is no compelling data from other studies to state

otherwise.

There are a large number of studies claiming a positive association of multiple sclerosis

with various markers within the TCRB complex. There are numerous drawbacks to the design of

these studies, as well as the studies which claim to have seen no association, which are outlined

in Table 1. All of these studies used RFLP markers or other single base-pair polymorphisms

located in genes. Microsatellites are known to be more mutable than single nucleotide

polymorphisms, mutation rates being on the order of 10-3 to 10-4 per generation. However,

ancestral founder chromosomes in the Finnish population will be at most 100 generations old.

Therefore, the mutation rate of the microsatellite markers will not significantly affect our analysis

unless the chromosomes entered the population multiple times. Although RFLPs are less

mutable than microsatellites, they are also less informative. A small number of these markers do

not provide enough information to be able to resolve all the chromosomes in their data sets.

Even with multiple RFLPs, if the parents of affected individuals are not utilized then the true

haplotypes can not be discerned, and in essence only single marker tests are being performed.

Seboun et al. was the only study to use the untransmitted alleles of the parents as controls,

distinguishing these "family-normal" chromosomes from controls coming from unrelated healthy

individuals (Seboun et al., 1989). However, in this study haplotypes were not examined even

though the parents' genotypes were available. This same group later conducted a study using

three RFLPs and the proper internal controls in which they failed to confirm the positive

association. In all of the other positive associations, haplotypes were only constructed in the

least informative situations, when there were single, double or triple homozygotes for two or

three adjacent loci. When the parents of affected individuals are not available, the only way to

unambiguously assign phase is to look at the homozygotes. Beall et al., 1993, had the advantage

of utilizing six RFLPs across the variable region of TCRB, but only constructed haplotypes in

single or double homozygotes for a maximum of two adjacent loci (Beall et al., 1993).

Another major drawback in the design of these studies is the choice of both the affected

population and, more importantly, the control population. In populations that are too

heterogeneous and too ancient, even a large number of markers covering the TCRB complex may

not be enough to detect an association because recombination has occurred for a long enough
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time to degrade any detectable linkage disequilibrium between a disease mutation and the

markers. In older populations, it is not valid to make claims about the entire TCRB complex

based on two or three RFLPs. With the use of Finland in this study we sought to diminish the

problems of genetic heterogeneity and increase our chances of detecting an association due to the

high level of LD present in this population. In addition, the MS sample that has been collected

for this study primarily consists of patients with a relapsing/remitting form of the disease. This

narrowing of the phenotype in our sample is also an attempt to diminish the effects of

heterogeneity. In 12 out of 16 studies described in Table 1 the patient samples are either

comprised of a mix of relapsing/remitting and chronic progressive forms of the disease or the

phenotype of the patients is not described at all. Possessing an understanding of the phenotype is

an extremely important aspect of mapping disease genes, especially one as complex as MS.

The choice of an improper control population can lead to spurious associations due to

population admixture. Beall et al., 1989, used an unrelated Caucasian control group to compare

against a Caucasian patient sample (Beall et al., 1989), but there was no information provided

about the origin of those individuals. In a study that claimed to localize an MS mutation to a 175

kb region of TCRB, Beall et al., 1993, utilized 35% unrelated Caucasian CEPH parents, 45%

unrelated blood donors at the NIH, and 20% unrelated blood donors in the Seattle area as control

populations for a Caucasian affected sample (Beall et al., 1993). Martinez-Naves et al. used

Caucasian-Spaniards for both the MS sample and the control population, but there can still exist

population substratification in a group of individuals with a common ethnic ancestry (Martinez-

Naves et al., 1993). In studies which either claim or deny association, the use of inappropriate

control populations that may not be representative of the affected population is a serious concern

for the validity of the results. For various research groups using different study populations, or

even the same research group studying different samples, conflicting results are to be expected if

the results are not properly controlled for ethnic admixture.

In addition to using perfectly matched internal controls, we have demonstrated that we

can detect linkage disequilibrium over a distance that spans multiple markers, thus providing a

control for our ability to detect an association. We would have likely detected linkage

disequilibrium between the disease locus and one of the markers. This is due to the fact that one

can detect linkage disequilibrium at a much greater distance on a disease chromosome as
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opposed to a collection of normal chromosomes. A disease chromosome is descended from a

small number of ancestral chromosomes whereas a collection of normal chromosomes represent

a much larger number of meiotic events. Therefore, a set of disease chromosomes represents a

much smaller portion of the total chromosomes in a population and should have a greater level of

kinship between them. If there were many predisposing alleles of MS at the TCRB locus, it

would hinder our ability to identify an association. However, the strong HLA association

suggests that MS in Finland is not too heterogeneous, at least at one major locus, to preclude

detection of associations. More to the point, the effective number of founders for multiple

clusters of markers within TCRB is extremely low. The five-marker cluster described in Table 4

displays a strikingly high kinship coefficient. This is further evidence of the level of genetic

homogeneity in our study population. Since we can detect both significant association to HLA

and significant linkage disequilibrium between the TCRB markers, the negative result at TCRB

is not likely to reflect a problem with our study population or an artifact of the experimental

design.

The ability to see LD over a region as large as TCRB is a very interesting observation in

its own right. It was unclear from studies of rare Finnish monogenic disorders whether or not

long-range detection of LD would be possible in more common diseases or even in a collection

of chromosomes from the general Finnish population. This initial data set suggests that a small

number of relatively long haplotypes may exist around common disease mutations that don't

have a prohibitively large number of disease causing alleles.

Experimental autoimmune encephalomyelitis (EAE) in mice and rats is generally

considered to be a model for multiple sclerosis. In a recent study, Sundvall et al. carried out a

genome scan for linkage in EAE mice and found 2 major non-MHC susceptibility loci (Sundvall

et al., 1995). No evidence for involvement of TCR in EAE was found, confirming a previous

EAE study. Although EAE is only a rodent model for the human disease, we believe that this

result also lends support to our claim that TCRB is not involved in multiple sclerosis.

In summary, we hope to set new standards for conducting association studies. This

includes the study of an appropriate population, the use of proper internal controls, the use of

extensive genome sequence to discover a dense set of markers, and applying these markers to the

construction of multimarker haplotypes. The data we have presented for multiple sclerosis and
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TCRB illustrate the high significance and conclusive results that can be obtained by employing

these strategies. As more of the genome sequence becomes available, more markers will be

discovered, and more candidate regions can be analyzed in this manner for a large variety of

diseases and other traits.
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Discussion with Modern Perspective

Although these experiments were performed much before the rest of the work in this

thesis, the ideas and study design contained in this chapter still represents a paradigm of rigor in

the practice of association studies. Although the resources and standards of scale have changed

dramatically over time, the goals described in this study still remain today.

Use of full sequence information to discover markers has been the goal of both individual

efforts and large-scale public and private resource building in the intervening period since this

study was performed. The markers that are used are now largely SNPs, because microsatellites

are seen as too mutable to be useful for more broad populations and common diseases. Current

thought is focused on the fact that mutations that were common in a population would enter a

bottleneck in many copies unless the bottleneck was extremely small. It is argued that Finland's

bottleneck may not have had a large effect on LD around common variants in the population.

Interestingly that would mean that the results for LD and homogeneity that we observed in this

study would not just be applicable to Finland, but to the larger European and Caucasian

populations as well. While this further validates the results, it also raises interesting points about

demographic history and the underlying haplotype structure in the human genome. Since many

of the common chromosomes we were studying may have entered the population in multiple

copies, the relationship between these haplotypes may go back much further in time than initial

founding of the Finnish population. The highly mutable microsatellite markers would then have

a greater number of generations over which to mutate. However, since we detect highly

significant LD and an extreme degree of homogeneity for the TCRB region, especially among

certain clusters of markers, it appears as if this positive result could be conservative because of

the mutability of the markers.

Due to the prevailing thought on common variants entering bottlenecks, the utility of

Finland as an advantageous population for the mapping of complex traits has been questioned.

However, this doubt has been greatly exaggerated. Finland still has many advantages as a

homogeneous population. First, the number of founder chromosomes carrying a disease allele is

still likely to be small. Second, over a long period of time it has remained largely isolated to

migrations. Third, there is a great deal of population substructure such that some bottlenecks

within Finland are much more recent and may have been sufficiently small to restrict the
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repertoire of common disease haplotype. One of these subpopulations, Kainuu, is discussed in

the introduction.

The realization that the extreme LD and homogeneity observed in this study may apply to

the more general Caucasian population is quite interesting. Table 4 shows a plot of pairwise LD

that exhibits a similar block-like structure to regions studied in Chapter 5. In addition, the

distance over which at least one of these blocks extends, 50 kb, is similar to the distances

observed in many regions of the genome. The haplotype diversity of three major haplotypes and

many minor haplotypes shown in Table 5 is also similar to that seen in a general Caucasian

population. I believe that we were seeing the first evidence of haplotype blocks in this study, but

we were not yet aware of the generality of the observation. The diversity in this region in

Finland is probably less than in a general population, but we would not have predicted at the time

of this study that the results would necessarily reflect a broader Caucasian population.

Also apparent from this study was the idea that studying single candidate genes was not

the best way to perform association studies. Although TCRB was an extremely good candidate

gene, it was a daunting prospect to proceed one region at a time until a positive result was

obtained. The problem was that not enough polymorphism was available to perform truly

comprehensive studies. Large initiatives to collect more polymorphisms were therefore

undertaken.

The goals of this study as they were described are still the goals of modern association

studies. The high standard described above for the design of the experiments still represents the

best practices available. The use of many markers in creating haplotypes to define chromosomes

in associations and LD studies has only recently become a widely practiced procedure. Although

it is often difficult to collect a sufficient number of parents of affected individuals, the use of

untransmitted chromosomes to control for admixture is still the best way to ensure the validity of

results in association studies.
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Table 1 Summary of conflicting TCRB and MS association studies

Comprehensive synopsis of existing studies TCRB studies. Positive associations on

linkage results are shown in a), and negative results are listed in b). The specific markers that

were used are included as well as haplotyping status. If parents were not used then multiple

marker haplotypes could only be obtained for single or double homozygotes. Details of the MS

sample and control samples are also given. A relapsing/remitting course is abbreviated by R/R,

and a chronic progressive course is abbreviated as CP. For several studies the MS sample was

subdivided by a major HLA subtypes, and this stratified sample was further examined for TCRB

association.

Figure 1 Finland as a model genetic system

Details of the historical settlement patterns of Finland are outlined.

Figure 2 Microsatellite repeat markers in the TCRB region

The markers used in this studied are located throughout the more than 600 kilobases (kb)

of the TCR beta region. The repeated sequence is listed above the markers indicated in red, as

are the heterozygosities of these markers in a CEPH population sample.

Table 2 Transmission disequilibrium for TCRB markers

Transmission disequilibrium is listed for each of the alleles of the 12 markers. There are

an average of 8.5 alleles for each microsatellite marker. The numbers of transmitted and

untransmitted chromosomes are given, as are the chi-squared values for each allele and the

overall chi-squared for each marker.

Table 3 Three-marker haplotypes in transmitted and untransmitted chromosomes

Haplotypes for each window of three markers were constructed for affected and

unaffected chromosomes. The marker names are listed in the first column and the alleles of these

markers for each common haplotype. In this example common is defined as greater than or equal

to three occurrences of the haplotype.
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Table 4 Linkage disequilibrium for pairs of markers

The log of the p-value is given for each pairwise comparison of markers. The highest

negative numbers are therefore the most significant. There is a major block of markers that are in

very significant LD between markers D and G.

Table 5 Low haplotype diversity reveals a small number of effective founders in the

Finnish population

Haplotypes for the seventh window of 5 markers are listed. The two major haplotypes are

44647, and 79434, which together comprise more than 50% of the total chromosomes. The

kinship coefficient (CK) is provided for each haplotype, the total of all haplotypes, the 2 most

frequent haplotypes and the 12 most frequent haplotypes. The effective number of founders is

listed for the all haplotypes combined, 5.23, the 2 most frequent haplotypes, 5.59, and the 12

most frequent haplotypes, 5.27.
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Table 1 a) Summary of conflicting TCRB and MS association studies: Positive Results

+ +

I constant
region marker
and 1 variable
region marker

No - even
though they had
the parents'
genotypes

R/R

17 familes
with one
affected child
and 34
multiplex
families

Untransmitted
Chromosomes NO

Only for double 97 unrelated

or triple Caucasian

Martinez-Naves et Vb8 RFLP; omozygotes: both CP Spaniards 93 unrelated
al. 1993 + N/A Vbl1 RFLP; Cb maximum of and R/R from Northern Caucasian Spaniards NO

RFLP three adjacent Spain - 11 with

loci CP MS and 86
with R/R MS

Markers from Only for single or

Beall et al. double

Charmley et al. 1989 + an homozygotes: Same sample unrelated CEPH See Beall et al.
1991 (Hood) + N/A maximum of two CP as Beall et al. individuals 1989

marker' Vblo 5 adjacent loc - 1989
mr er controls were
RFLP fully haplotyped

Only for double

Beall et al. 1989/ Vb8 RFLP: or triple 100 Caucasians; an
Biddison et al. + N/A Vbl 1 RFLP; Cb mr izygoe s: CP Caucasians additional 43 DR2+ patients DR2+
1989 (Hood) RFLP mheaximmafcauasan Caucasians~three adjacent

loci

197 Caucasians: 35%
6 RFLP's across Only for single or unrelated CEPH; 45% 51 DR2+/ 32

Beall et al. 1993 600 b double unrelated blood DR2-, normal
(Hood) I + N/A 60 bof homozygotes: 95% CPD 83 Caucasiandors(I)20 invdulnt(Hood) variable maiu ftodonors (NIH); 20% individuals not

region aximum of blood donors from HLA-typed
adjacent loci Seattle

Seboun 1989



Table 1b) Summary of conflicting TCRB and MS associations : Negative results

N/A Same as Beall
et al. 1989

Only for double or
triple
homozygotes:
maximum of
three adjacent
loci

37 /R/R patients;
20
monosymptomal
tic optic neuritis 99 unselected,

R/R and ON patients. All unrelated healthy
patients from Danes
University
Hospital, Lund,
Sweden

178% of MS patients
DR2+; 60% of ON
patients DR2+;
normal Individuals
not HLA-typed

100 unrelated

Only for double or !Swedish By DR2; DR4,
Only patients: 23 CP DQw8(for CP);triple ad7 / 0 neae ~ 8frC)

Hillert et al. Vb8 RFLP; Vb1 1 homozygotes: both CP and and 77 R/R - 100 unrelated DRwl 7, DQw2(for
1991 -RFLP; Cb RFLP maximumsome of R/R had healthy persons - R/R); normalRFthrCbeRFLP maximum n of R/R a secondary origin not given individuals also HLAthree adjacent chronic Idvdasas L

loci prgsstyped

phase

77 Norwegian
2 Vb coding patients see 200 Norwegian

Hansen 1992 N/A region NO not reportedp N
polymophismsSpurkiand, A., et healthy individuals? Npolymorphiss ms al. 1991

Only for single, - -__----_
double or triple 67 randomly

Vandevyver N/A Vb8 RFLP; Vb1 homozygotes: op 71 unrelated selected healthy
1994 RFLP; Cb RFLP maximum of Belgian patients Individuals of Euro-

three adjacent Caucaslan descent

28 unrelated
Caucasian 70 normal unrelated

Oksenberg et 2 RFLP's not reported patlents from
al188- N/A mapdNO not reported: Caucasian NOal. 1988 mapped Neurology dvdus'Cincsat IndividualsClnlcs at

Stanford

48 pairs of
borderlin monozygotic
e for Vb Only for single or and dizygotic

and 1 Cb RFLP and 1 double twins - at least Same control group
Briant 1993 Vb/Cb N/A Vb RFLP homozygotes: not reported one of each as for Beall et al, NO

haplotyp maximum of two pair affected: 1989
e; - for Cb adjacent loci 63 additional

alone unrelated
patients

C____t -l. ~3 RFLP's - one gmUntransmitted
Clulla etnat.nt region Leiiaechromosomes. And D2/D2

1988 - N/A chaplotypes of 3? not reported 27 patients 10DR2+/ DR2-
(Seboun) region control families?

1 CA-repeat b22 multiplex
Peltonen Lab N A nd 3 both CP and; Random Finnish

- N/A an3NO families from NO
1995 'minisequencing R/R individuals

markers-__ -_ makes-------------Vas
48 patients seen

Wei, N 14 TCRBV-gene both CP and at the Virginia Healthy unrelated DR2+/ DR2- for
Charmley et - N/ 4CRBVgn NO bhCP Mason Clinic: employees from the :both MS patients

polymorphisms NOR/R t Sptetal. 1995 33 R/R; 9 CP; 6 medical center and controls
unknown

96 individuals
'from 14

Lynch t al. /A 2 RFLP's from J YES not reported mulilplex familes N/A NO
1991 Nand C region - 5 members

abnormal MRI

Fugger et al.
1990
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Table 2) Transmission disequilibrium for TCRB markers

Allele Trans Untrans Chi-s Allele Trans Untran Chi-sq
2 2 0.333 2 1 _4 1.800
3 1 0 1.000 3 13 10 0.391
4 5 2 1.286 4 33 46 2.139
5 8 9 0.059 5 _ 1 0 1.000
6 32 46 2.513 6 _ 11 8 0.474
7 51 38 1.899 7 37 28 1.246
801.000 8 1 1 0.000

Allele Tns Untran Chi-sq
1 7 5 0.333
2 0 1 .000
5 4 4 0.000
8 4 1 1.800
12 19 22 0.220
15 9 12 0.429
16 2 0 2.000

18 16 14 0.133
19 16 12 0.571
20 4 6 0.400
22 31 33 0.063
23 0 2 2.OO0

26 2 2 0.000

Allele Trans Untran Chi-s
2 3_ 4 0.143
3 2 3 0200
4 31 23 1.185
5 8 24 8.000
6 9 3 3.000
7 4 1 1.800
8 7 6 0.077

Allele Trans Untran Chi-s
3 0 1 1.000

5 2 1 0.333

9 ~ ~ 2 3 i 0.0
13 22 17 0.641
15 3 6 1.000
17 2 1 0.333
23 26 26 0.000
25 42 39 0.111

0 0 1 1000
1 1__ 1 0.000
3 6 9 0600
5 21 21 0.000
S 7 2 2.778

88 3.600
9 9_ 6 0.600
10 35 36 0014
11 23 20 0.209
12 0 1 1.000
13 2 1 0.333

MIMIC I 11a ullual l rq

1 14 4 5.556
2 5 5 0.000
5 8 16 2.667
6 0 1 1000
7 0 1 1.000
7 0 1 00

3 6 4 0.400
4 34 25 1.373
5 10 6 1.000

6 26 41 3.358
7 1 1 0.000

Allele Trans Untran Chi-s
2 2 3 0.200
3 34 24 1.724
4 28 38 1.525
5 13 12 0.040

aee I rans untran uni-sq
1 1.000

2 2 4 0.667
3 9 8 0.059

41.684

8 0.474
6 4 11 3.267
7 31 34 0.138
9 11.000
10 3 3 0.000

5 0 1 1.000
21.286

8 1 0 1.000
9 4 2 0.667
0 3 5 0.500

11 4 7 0.818
12 4 1_ 1.800

13 11 12 0.043
4 16 2.667

15 19 17 0.111
16 21 25 0.348

4 0.143
18 1 4 1.800

19 2 3 0.200
20 8 6 0.286
21 3 0 3.000
22 13 13 0.000
25 1 0 1.000
26 32 21 2.283

alee Trans Untran Chi-sq
2 | 2 1 0.333
3 | 1 0 1.000
4 25 38 2.683

6 12 12 0.000
7 0 1 1.000
9 32 20 2.769



Table 3)
Three-marker haplotypes in transmitted and untransmitted chromosomes

(SNL2-M-A)
U CC4 C0 0 U.e

7124 20 15 5 0.7
7184 15 11 4 0.6
7194 15 5 10 5

TRIPLE 2 12413 10 10 0 0
(M-A-1) 12423 5 5 0 0

15425 4 7 -3 0.8
18425 12 13 -1 0
19425 12 5 7 2.9
22423 10 11 -1 0
22425 21 18 3 02

TRIPLE 3 41311 4 5 -1 0.1
(A-I-C) 4135 13 11 2 0.2

42310 5 5 0 0
4233 7 6 1 0.1
4235 7 5 2 0.3
42510 41 42 -1 0

TRIPLE 4 13115 7 5 2 0.3
(I-C-6.3) 1355 11 12 -1 0

23105 4 5 -1 0.1
2355 6 5 1 0.1
2395 5 4 1 0.1
25105 53 47 6 0.4
25115 6 4 2 0.4

____ 7115 4 3 1 0.1
TRIPLE 5 1053 5 5 0 0
(C-6.3-N) 1054 37 32 5 0.4

1057 14 12 2 0.2
1154 8 11 -3 0.5
1157 12 6 6 2
554 12 18 -6 1.2
957 7 5 2 0.3

TRIPLE 6 534 11 6 5 1.5
(6.3-N-D) 544 64 74 -10 0.7

564 5 8 -3 07
576 11 11 0 0
579 26 20 6 0.8

TRIPLE 7 346 11 6 5 1.5
(N-D-E) 446 64 76 -12 1

646 __ 5 _8 -3 0.7
694 7 ___2 5 2.8
763 3 3 0 0
764 4 3 1 0.1
765 5 6 1 0.1

_____ 794 26 25 1 0
TRIPLE 8 464 78 84 -6 0.2
(D-E-F) 645 4 4 0 0
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Table 4) Linkage disequilibrium for pairs of markers

SNL2 M A I C v6.3 N D E F J G
SNL2 -25 -10 -1 -16 -4 -1 -1 -6 -2 -1 -2

M ** -14 -15 -10 -3 -2 -5 -1 -5 -14 -5
A ** -4 -5 -1 -2 -1 -1 -1 -1 -5

** -36 -1 -20 -1 -1 -3 -3 -6
C *** -13 -12 -5 -7 -5 -13 -5

v6.3 -1 -4 -4 -2 -12 -4
N *** -81 -35 -39 -34 -33
D *** -58 -101 -49 -35
E * -48 -36 -35
F -71 -39
J *** -39
G



Table 5) Low haplotype diversity reveals a small number of effective founders
in the Finnish population
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Understanding the pattern of linkage disequilibrium (LD) in the human genome is

important both for successful implementation of disease gene mapping approaches

and for inferences about human demographic histories. Previous studies have

examined LD between loci within single genes or confined genomic regions, which

may not be representative of the genome; between loci separated by large distances,

where little LD is seen; or in population groups that differ from one study to the

next. We measured LD in a large set of locus pairs distributed throughout the

genome, with loci within each pair separated by short distances (on average 124

base pairs). Given current models of the history of the human population, nearly all

pairs of loci at such short distances would be expected to show complete LD as a

consequence of lack of recombination in the short interval. Contrary to this

expectation, a significant fraction of pairs showed incomplete LD. A standard

model of recombination applied to this data leads to an estimate of effective human

population size N = 110,000. This estimate is an order of magnitude higher than

most estimates based on nucleotide diversity. The most likely explanation of this

discrepancy is that gene conversion increases the apparent rate of recombination

between nearby loci.
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INTRODUCTION

With the completion of a reference human genome sequence in sight (International

Human Genome Sequencing Consortium 2001), attention is shifting to sequence

variation. Most of this variation is in the form of single nucleotide polymorphisms

(SNPs). Large numbers of SNPs throughout the human genome have now been

discovered and mapped (The International SNP Map Working Group 2001). SNP

discovery efforts have been carried out with the belief that these polymorphisms will

either turn out to be the causative mutations in human complex disease or can be used as

markers to map such mutations by LD (Collins et al. 1997). The success of LD mapping

approaches based on a genome-wide map of single nucleotide polymorphisms will

depend in large part on the extent of LD between loci. LD can be influenced by a number

of factors. These include forces that act on individual genomic regions (such as natural

selection and the rates of mutation and recombination) as well as forces that have affected

the entire genome (effective population size, population expansions and bottlenecks,

population subdivision, and gene flow). Thus patterns of LD are expected to vary from

one region of the genome to another as well as among populations.

Previous studies have demonstrated a non-uniform distribution of LD on a chromosomal

scale, using estimates of LD based on microsatellite CEPH-Genethon data (Huttley et al.

1999), as well as population differences in the extent of LD (Goddard et al. 2000, Eaves

et al. 2000, Taillon-Miller et al. 2000, Kidd et al. 2000). Most current estimates of LD

are derived from disparate populations or single genomic regions (Clark et al. 1998,
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Tishkoff et al. 2000, Kidd et al. 2000, Fullerton et al. 2000, Nickerson et al. 2000), and

are still too few to provide general insights into the patterns and distribution of LD,

although data from larger populations and regions are now beginning to emerge (e.g.

Dunning et al. 2000, Abecasis et al. 2001). Variation in LD among studies is illustrated

by a summary of 5 large single gene studies (Pzreworski et al. 2000), in which 3 show

complete LD over at least 2.5kb, while 2 show rapid decline of LD. Thus, even as dense

SNPs maps are becoming available, key questions still remain concerning the distribution

of LD between SNPs throughout the genome.

We set out to examine LD in a genome-wide collection of locus pairs. For practical

reasons, we chose pairs separated by short distances. SNPs are typically detected by

comparing the sequences of a short unique stretch of DNA among individuals (such

stretches of DNA are commonly known as sequence-tagged-sites or STSs). To examine

LD between SNPs, we drew on three large-scale SNP discovery efforts to assemble a

collection of 103 STSs that each contained multiple SNPs (a total of 325 SNPs). The

STSs are distributed throughout the genome (including chromosomes 1-19, 22 and X).

We sequenced these STSs in a globally representative sample of 47 individuals (94

chromosomes) and measured LD between SNPs on the same STS. We report that

significantly more SNP pairs show incomplete LD than expected from accepted values of

effective human population size and recombination rate, and discuss possible

explanations for this observation.

SUBJECTS, MATERIAL, AND METHODS
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Samples and Loci

The study sample was comprised of 10 European individuals, 19 individuals from

Asia/Pacific, 4 from the Americas, and 14 from Central and North East Africa. Many of

these samples overlap with those described in Cargill et al. (1999). One common

chimpanzee (Pan troglodytes) was also sequenced.

All STS regions were chosen with prior knowledge that they contained at least 2 SNPs.

These STS regions, and the SNPs within them, were ascertained in three separate studies.

41 STSs (Group 1) were chosen from the STSs surveyed in Wang et al. (1998). One

third of the STSs in that survey were derived from random genomic sequence and two-

thirds from the 3'-ends of expressed sequence tags (3'-ESTs), primarily the untranslated

regions of genes. These STSs have a size range of 58-430 bp (average of 232 bp). 28

STSs (Group 2) were derived from the genes sequenced by Cargill et al. (1999), and are

located primarily within coding sequence. These regions are defined by a primer pair

designed to amplify primarily coding sequence from genomic DNA, and range in size

from 175-725 bp (average of 436 bp). The remaining 34 regions (Group 3) were derived

from a Reduced Representation Shotgun (RRS) library employed by the SNP Consortium

(TSC) (Altshuler et al. 2000). These are random genomic regions with a size range of

160-540 bp (average of 354 bp).

Genotyping
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All markers were genotyped by ABI sequencing of each STS. Sequences were base-

called, assembled, and polymorphic sites were identified by the PolyPhred program with

default settings (Nickerson et al. 1997). Results were visually inspected and verified by

two observers. Sequencing was performed in the forward direction only; however,

extensive confirmatory re-sequencing and data-validation procedures were followed. All

SNPs with the minor allele seen only once or twice in the sample, as well as all newly

discovered SNPs, were re-sequenced three times to confirm genotypes. Additionally, on

average, 22% of all individuals were fully re-sequenced at least 2 times, and genotypes

revalidated, for each STS region. We discarded from further analyses those SNPs for

which the minor allele was seen only once in our sample (35 SNPs), as well as 2

insertion/deletions.

Analysis of Data

Given the current views on the history of the human population, pairs of SNPs spaced at

very short intervals are expected to exist in complete LD. That is, one would expect to

observe only three of the four possible haplotypes. The fourth haplotype could arise

through breakdown of LD by recombination, recurrent mutation, or gene conversion. We

sought to determine the frequency with which all four haplotypes could be observed for

nearby loci.
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LD is often measured by one of several coefficients that reflect departures of two-locus

haplotype frequencies from those expected if the loci were independent (Devlin and

Risch 1995, Jorde 2000). These measures are not ideal for the present study, because

they are not sensitive to small departures from complete LD that might occur at very

short distances, and because they are sensitive to allele frequency. To quantify the

breakdown of LD, we used a measure, RM, which counts the minimum number of

recombination events in the history of the sample that are necessary to explain the

observed data (Hudson and Kaplan 1985). This measure has previously been used to

estimate the rate of recombination in the apolipoprotein AI-CIII-AIV gene cluster

(Antonarakis et al. 1988). A recombination event is inferred when all four haplotypes are

observed for a pair of loci. For a single STS, RM is the number of non-overlapping SNP

pairs that show all four haplotypes. When tabulating such events, we conservatively

considered only locus pairs for which all four haplotypes were unambiguously observed

in the data (that is, not hidden in double heterozygotes). For those locus pairs considered

most likely to have a hidden fourth haplotype present, haplotypes were resolved

empirically using Allele Specific PCR (-10% of STSs). There were no instances in

which an additional haplotype was uncovered through Allele Specific PCR.

The inference of a recombination event from the observation of four haplotypes is valid

only under the infinite sites model (Kimura 1969), because recurrent mutation can also

result in the presence of all four haplotypes. Although most SNPs are thought to arise

from unique mutational events, some sites (including CpG dinucleotides and some

repetitive sequences) are believed to be highly mutable and subject to recurrent mutation
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(Templeton et al. 2000). To obtain a conservative estimate of RM, we removed all sites

that fall into either CpG or mononucleotide run >5 bp categories (85 SNPs or -30%)

from the data set. Including these sites would have raised the observed RM from 7 to 19.

Coalescent Simulations

Under the standard neutral model (Przeworski et al. 2000), the expected number of

recombination events observed in a sample is determined by the parameter 4Nr, where N

is the effective population size and r is the recombination rate per nucleotide per

generation. We used the coalescent approach (Hudson 1983) to simulate the history of

our sample for different values of 4Nr. We then calculated the mean and the distribution

of Rm.

For each value of 4Nr, we carried out two sets of simulations. In the first set (type I

simulations), random genealogies of our sample were generated for each STS using the

coalescent model with recombination (Hudson 1983). A simulated genealogy was

accepted if, at the positions where SNPs are observed on the corresponding STS, the trees

contained branches such that mutations on those branches would match the number of

observations of each allele in the sample. For the accepted genealogies, mutations were

placed on these branches, and the resulting genotype observations were added to the

simulated data set. If several choices of a branch were available, a single branch was

randomly selected with probability proportional to its length. For each value of 4Nr,

1000 genealogies were generated for each STS. This set of simulations exactly matched
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the SNP number, allele frequencies and SNP spacing of each STS. The software used to

carry out these simulations is available on our web site.

A concern with this set of simulations is that for each STS, the number of SNPs and their

allele frequencies and positions were assigned a priori and placed on randomly generated

genealogies. In fact, given the size of our sample and levels of human nucleotide

diversity, most genomic regions of the size considered here would not be expected to

contain multiple SNPs. By choosing regions which do contain multiple SNPs, we are

likely to enrich for regions of the genome that have older genealogies with more

opportunity for mutation. Such deep genealogies would also allow more opportunity for

recombination, potentially biasing the real data set to higher RM values than predicted by

our simulation.

To address this potential bias, we carried out a second set of simulations (type II). These

simulations were carried out using the program mksamples distributed by Richard

Hudson through his web site (Hudson, 1983). For each value of 4Nr, we generated

random genealogies and placed mutations on these genealogies according to a Poisson

process with the rate set by the observed nucleotide diversity in humans (4Ng = 8x10-).

As in the real data set, we then discarded all STSs that did not contain at least two SNPs

with both alleles observed at least twice in the simulated sample. Most genealogies were

rejected by these criteria. Only those genealogies with 2, 3, or 4 SNPs and with all SNP

alleles observed at least twice were retained for further analysis. We then selected a

subset of these genealogies with multiple SNPs that matched the average SNP number,
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SNP spacing, and SNP allele frequency distribution of our data set. Specifically, for

STSs with 2 SNPs, we generated 107 genealogies for segments of 285 bp each, and then

selected those with exactly 2 SNPs separated by at least 45 bp (average spacing 125 bp,

same as in the real data set). We then binned these simulated STSs according to the

geometric average of the two minor allele frequencies. The geometric average was

chosen because it is the square root of the frequency of the rarest haplotype under linkage

equilibrium. A similar procedure was followed for STSs with 3 and 4 SNPs, except that

for STSs with 3 SNPs segment length was 365 bp, the largest distance between two SNPs

was set to a minimum of 50 bp, and the smallest distance was set to a minimum of 10 bp.

For STSs with 4 SNPs, segment length was 420 bp, the largest distance between two

SNPs was set to a maximum of 300 bp, and the smallest distance was set to a minimum

of 10 bp. The average distance between SNPs was 130 bp and 121 bp, compared to 132

and 108 bp for the real data, on STSs with 3 and 4 SNPs, respectively. The arithmetic

mean of the geometric average of minor allele frequencies for each SNP pair was used to

define the frequency bins. We calculated the distribution of RM by randomly selecting

simulated STSs from the binned set such that the number of STSs with 2, 3, or more

SNPs, as well as the number in each frequency bin, matched the real data set. The allele

frequency distributions of the real and simulated data sets are given in Table 1. The

nucleotide diversity for both sets was 2.5x10-3. As expected, this is much higher than for

the genome as a whole, because we selected for regions of high polymorphism. We then

combined the RM values for the 68 simulated STSs. This sampling was repeated 1000

times to obtain the distribution of Rm. This set of simulations, together with the ones
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including gene conversion (see below) required generating a total of 750 million

genealogies, and produced results very similar to those obtained from type I simulations.

To assess the accuracy of matching between the real and simulated data sets, and also to

understand the magnitude of the bias introduced by use of random genealogies vs. those

conditioned on polymorphism, we carried out type I simulations for simulated data sets

generated by type II simulations for values of 4Nr between 4x10-4 and 9.6x 10-3. We

found that type I simulations produced estimates of RM that were around 10% lower than

the actual values in the simulated (type II) data, indicating that only a small bias in

observed recombination results from greater genealogy depth of regions with higher

polymorphism. For example, for 4Nr = 4.8x10-3 the type I simulation underestimated the

actual value by 11 % (expected RM values for type I and type II simulations were 6.7 and

7.5 for the 68 STSs). Because of the similarity of results from the two types of

simulations, we conservatively use the results of type 1I simulations in Figure 1 and the

text.

To simulate the effect of variation in recombination rate, we assumed that the rate is

increased by a factor of 1/a for a fraction a of the genome, while the rest of the genome

does not recombine. Note that the overall rate of recombination per genome is kept fixed

at its known value by this assumption. We assigned STSs to groups with recombination

rate r/a or 0 with probabilities a and I-a, respectively. We then computed the expected

number of recombination events. The simulations were carried out for a range of I/A =

1.5 to 20.
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Simulations with gene conversion were carried out with mksamples, which implements

the model of Wiuf and Hein (2000). We used parameter tracklen = 500 for the average

conversion tract length in bp, and carried out type II simulations as described above with

the ratiof of conversion to recombination events ranging from 0 to 12.

RESULTS

Our final data set consists of 68 STS regions with more than 1 SNP, of which 38 contain

2 SNPs, 19 contain 3 SNPs, 10 contain 4 SNPs, and one contains 5 SNPs (a total of 178

SNPs). Of the 165 overlapping pairs of SNPs on the same STS, 12 unambiguously show

all four haplotypes. When the overlaps between pairs on the same STS are taken into

account, at least seven obligate recombination events on 6 STSs are needed to explain the

observed data (that is, RM = 7). Every event is supported by at least 2 unambiguous

observations of each of the four haplotypes. Observations of the rarest haplotype are

distributed across samples of different geographic origin. The actual number of

recombination events in the history of the sample is likely much higher than 7, because

RM is known to provide an underestimate (Hudson and Kaplan 1985).

We next sought to estimate population parameters consistent with the observation of RM

= 7. Under the standard neutral model (Przeworski et al. 2000), the expected number of

recombination events observed in a sample is determined by the parameter 4Nr, where N

is the effective population size and r is the recombination rate per nucleotide per
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generation. The average recombination rate in humans, 1 cM per Mb, corresponds to r =

10-8, and together with the frequently cited value of N = 10,000 (e.g. Harpending et al.

1998, Harris and Hey 1999) yields 4Nr = 4x10-4. We used the coalescent approach

(Hudson 1983) to simulate the history of our sample for different values of 4Nr between

4xlO-4 and 9.6x10-3 and calculated the mean and the distribution of Rm. With 4Nr =

4x10-4, the expected value of Rm is <1, 98% of the replicates give Rm * 2, and the highest

value observed in 1000 simulated replicates of the data is RM = 5 (this value is observed

once). A mean value of RM = 7 is obtained around 4Nr = 4.4x 10- 3 (Figure 1). We can

confine 4Nr to the range of 2.4x10- 3-8.8x10- 3 with 95% confidence (Figure 1).

DISCUSSION

Our estimate of 4Nr = 4.4x 10 3, together with a recombination rate r = 10- 8, leads to a

recombination-based estimate of effective human population size N = 110,000. This

estimate is 11-fold higher than the frequently cited value of N = 10,000 (e.g. Harpending

et al. 1998, Harris and Hey 1999). If r = 10-8, then N = 10,000 is clearly excluded by our

data. Estimates of effective population size based on sequence diversity rely on the

nucleotide mutation rate, which in humans is estimated to be of order 2x10-8 per base pair

per generation (Drake et al. 1998, Nachman et al. 1998). For a typical nucleotide

diversity of ~8x10 -4(Przeworski et al. 2000, Wang et al. 1998, Cargill et al. 1999,

Halshuka et al. 1999, The International SNP Map Working Group 2001), the estimate N

= 110,000 would imply a mutation rate of -2x10~9, an order of magnitude too low.

Based on estimates derived from diversity of HLA, mitochondria, and the Y
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chromosome, Ayala (1995) argued that the effective long-term human population size is

closer to 100,000 than 10,000, which would be consistent with our recombination-based

estimate. However, most other recent estimates of N are consistent with a lower value of

10,000. Why are we seeing significantly more apparent recombination events than would

be predicted from the generally accepted values of N and r?

While a larger ancestral effective population size is one explanation for our observation

of a high RM, it is not the only one. There are several possible reasons for the discrepancy

between observed and predicted values of RM, some of which we think are unlikely. Our

analysis would overestimate the frequency of historical recombination if some of what

we consider obligate recombination events were, despite the exclusion of sites known to

be highly mutable, the result of recurrent mutation. In principle, two tests could be used

to discriminate between recombination and recurrent mutation. First, the probability of

recombination increases with distance between two SNPs, while the probability of

recurrent mutation does not. The 7 events occur on STSs that are somewhat longer than

average (369 bp vs. 330 bp), but this difference is not statistically significant. Second,

when three nearby sites are considered, observation of all 4 haplotypes at sites 1 and 2

and at sites 2 and 3 can be explained by a single recurrent mutation at the middle site, but

would require the unlikely occurrence of two recombination events. None of the 4 STSs

that contain three or more SNPs and show all 4 haplotypes for at least one pair of sites a

fall into this category. Two can be explained with either a single recurrent mutation or a

single recombination, one can be explained with a single recombination but would

require recurrent mutation at two or more sites, and one requires two events of either
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type. Once again, these data are not sufficient to provide statistically significant evidence

against recurrent mutation, but they are consistent with a recombination-only explanation.

An additional concern is that in choosing regions containing two or more SNPs, we might

have chosen regions that have a higher mutation rate (although the studies reporting these

SNPs did not find an unexpectedly high fraction of STSs with multiple SNPs (Wang et al.

1998, Cargill et al. 1999, Altshuler at al. 2000)). We examined the human-chimpanzee

divergence rates for our regions. 84% of all STSs were successfully amplified and

sequenced in the chimpanzee, and overall Homo-Pan sequence divergence was 1%.

While the mean Homo-Pan divergence was lower for Group 2 STSs, which lie primarily

in coding regions, this difference was not significant, suggesting no overall mutation rate

differences between the groups. Most importantly, the divergence rate is similar to that

reported for the genome as a whole (Nachman et al. 1998, Hacia et al. 1999).

Another potential explanation for our data is that recombination across the genome is

highly non-uniform, and that our STSs with obligate recombination events fall into high-

recombination regions. An extreme version of this model would postulate that the

genome consists of non-recombining blocks separated by regions of high recombination.

Because the overall rate of recombination per genome is well-established, our results

would then suggest that the high-recombination regions constitute -10% of the genome.

We carried out simulations to estimate the effect of such variation in recombination rate

on our estimate of 4Nr. The results showed that for a given 4Nr, the expected value of
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RM is lower when recombination rate is variable, and thus an even higher value of 4Nr

would be required to explain the observed data.

As described, the SNP markers in the study were derived from three different studies,

each of which differed in the total number and the relative population diversity of the

samples in which the SNPs were originally discovered. The bias that results from this

different ascertainment of SNPs can influence allele frequency and demographic

inference. Among the three source groups we surveyed, bias is greatest in groups 1 and

3, where a much smaller sample was used for initial SNP discovery, and least in group 2,

because of considerable overlap between the initial discovery sample and the sample used

in the present study. We might expect the groups with a smaller discovery sample to

contain more common, older SNPs, which are more likely to have experienced

recombination events. We therefore examined whether RM values differed among

groups. Of the 7 obligate recombination events, 1 was on an STS from group 1, 2 on

STSs from group 2, and 4 on STSs from group 3. These numbers were not significantly

different from expectation given the total amount of sequence from each source (6613 bp,

5657 bp, and 10184 bp, respectively), suggesting that we do not see a systematic bias in

our measurement of Rm. The specific effects of ascertainment are complex, and are

considered for these data in greater detail in another manuscript (Wakeley et al. in

preparation).

We believe that the most likely explanation for our observed excess of historical

recombination is gene conversion. There is growing recognition that gene conversion
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can be a factor in shaping fine-structure patterns of LD. A high rate of conversion events

in HLA-DPB 1 was reported by Zangenberg et al. (1995). Analyses by Andolfatto and

Nordborg (1998), Wiuf and Hein (2000) and Wiuf (2000) demonstrate that at intragenic

distances, gene conversion, rather than crossing over, is likely to be the dominant force

that breaks up sites, and might account for the demonstrated lack of intralocus

associations found in Drosophila melanogaster. Gene conversion increases the rate of

exchange for closely linked sites, but has negligible effects for more distant sites-as

inter-site distance increases, gene conversion events that affect one of the sites become

rare compared to crossovers between the sites. Indeed, gene conversion should

contribute significantly to the apparent rate of recombination only when the distance

between two sites is not appreciably greater than the length of a gene conversion tract

(Andofatto and Nordborg 1998).

A rough idea of the effects of gene conversion can be obtained from the following highly

simplified model (see also Andofatto and Nordborg 1998, Wiuf and Hein 2000, Wiuf

2000). Assume that H Holliday junctions are formed for each reciprocal crossing over

event in a genome, and that each junction is accompanied by a tract of conversion of

fixed length L. It is then easy to show that the apparent rate of recombination between

sites separated by distances d < L is 2Hdr. For sites separated by distances d > L, the

apparent rate of recombination is dr+Lr(2H-1), which is of order dr for d >> L (as would

be expected without gene conversion). Note that the apparent rate for d < L is

independent of L. The length L of gene conversion tracts is generally thought to be in the

range of 350-1000 bp, and thus at the distances between loci considered in this paper, the
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apparent rate of recombination should be enhanced by a factor of 2H. The value of H is

not known in humans, but tends to fall in the range of 1-5 for organisms (Saccharomyces

cerevisiae, Neurospora crassa, Drosophila melanogaster) in which it has been measured

(Foss et al. 1993). A value of H=5 should lower our estimate of 4Nr tenfold, bringing it

in line with expectation from the generally accepted values of N and r. We tested this

prediction by running simulations incorporating the gene conversion model of Wiuf and

Hein (2000) with 4Nr = 4x10-4. The results indicate that a ratio of conversion events to

recombination events between 3 and 10 is consistent with our data, with a ratio of 6

providing the best fit.

A recent review of the literature found RM = 55 in a total of 71,824 bp of sequence from

15 independent regions-a rate of historical recombination events even higher than our

observation of RM = 7 in 22,454 bp (Przeworski et al. 2000). The difference could reflect

the fact that the analysis of Przeworski et al. included longer regions and did not exclude

highly mutable sites. Przeworski and Wall (2001) re-analyzed publicly available

polymorphism data for nine loci and found evidence for more recombination than

expected from estimates of recombination rates derived from an integration of genetic

and physical maps. A model incorporating gene conversion showed a better fit to the

data than a model of crossing-over only, but was not sufficient to completely explain the

data. These authors considered values H= 1 and H=2; a higher value of H could

potentially explain their observations.
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A final possibility is that a high value of RM might also reflect the effect of population

subdivision and/or admixture. A realistic demographic model for humans is likely to be

complex, and population structure has been documented for humans, particularly in

African populations (Tishkoff et al. 2000, Wakeley et al. in preparation). A high value of

RM is unlikely under population structure alone, as haplotypes in different subpopulations

should have a low chance of recombining with one another (Przeworski and Wall, 2001).

However, it could result from recent admixture of formerly subdivided populations,

combined with some amount of recombination or gene conversion. Such an example is

provided by the dpp locus in Drosophila (Richter et al. 1997), where a lack of LD at short

distances, together with a clade structure of haplotypes, indicated that the population

surveyed was a mixture of several divergent haplotypes that had recently recombined,

probably through gene conversion, although insufficiently to bring the population to

linkage equilibrium.

This study provides a genome-wide look at LD over short distances. We point out that

factors such as gene conversion make it difficult to extrapolate properties of LD from

short to long distances and probably from one region to another. A more complete

characterization of LD in the human genome will thus require a better understanding of

molecular processes such as mutation, recombination and conversion, as well as direct

genome-wide measurements covering a large range of distances.
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TABLE 1. SNP minor allele frequency distributions for the real and simulated data sets

Frequency range Real Data Simulated Data
0-0.1 30% 31%

0.1-0.2 14% 16%
0.2-0.3 21% 16%
0.3-0.4 14% 16%
0.4-0.5 21% 21%
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FIGURE LEGENDS

Figure 1 Expected number of obligate recombination events (RM) as a function of

population recombination parameter 4Nr. Dashed line indicates the observed value of RM

= 7. Each solid circle is an average over 1000 simulated replicates of the data. Vertical

bars show the values that fall between 2.5% and 97.5% of the simulated distribution
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Haplotype-based association studies have been proposed as a powerful approach

to disease gene mapping, based on linkage disequilibrium (LD) between causal mutations

and the ancestral haplotypes on which they arose. Implementing such studies, however,

requires information about the general properties (size and diversity) of ancestral

haplotypes across the human genome, how these characteristics vary across populations,

and the extent to which the local haplotype framework captures the common variation at

each region. We report the systematic characterization of haplotype patterns of 51

regions that collectively span *0.4% of the human genome, and compare the results

across samples from Africa, Europe and Asia. First, we show that the genome can be

objectively parsed into "haplotype blocks" based on patterns of historical recombination

across each region. The blocks cover most of the genome and are sizeable, averaging

* 11 kb in an African (Yoruban) and an African-American sample, and *22 kb in a

European and an Asian sample. Within each such block, haplotype diversity is very low:

nearly all chromosomes (-90%) match, on average, one of three to five common

ancestral haplotypes. Second, we find that both the boundaries of blocks and the specific

haplotypes observed are remarkably similar across the population samples examined.

Finally, we demonstrate that the majority of all sequence variants track tightly with a

haplotype framework that can be defined with only a small number of markers per block.

These results provide a foundation for the design of haplotype-based association studies

to test common human genetic variation for a role in human disease.
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Human genome sequence variation plays a powerful but as yet poorly

characterized role in the etiology of common medical conditions, influencing risk of

disease, clinical course, and response to therapy. As the vast majority of heterozygosity

in the human population is attributable to common variants (those with frequencies >1%),

and since the evolutionary selection models for common human diseases (which

determine the allele frequencies of causal alleles) are not yet known, one promising

approach is to test the universe of common genetic variation for association to medical

conditions(1). Moreover, with approximately four million (2-4) of the estimated ten

million (5) common single nucleotide polymorphisms (SNPs) already in databases, it is

increasingly practical to undertake systematic studies of common genetic variation across

a gene or chromosomal region.

In designing and interpreting such studies, it will be necessary to understand the

correlations among variant alleles that are observed in the population (termed "linkage

disequilibrium"). These correlations arise because each mutation occurs on a given

chromosomal haplotype; barring significant mutation or recombination since the most

recent common ancestors of the current population, each variant allele will be frozen on

the ancestral haplotype on which it arose. Haplotype-based methods have already played

a central role in the identification of genes for rare Mendelian diseases (6), and recently,

have been applied to the study of common, complex disorders (7).

Many previous studies have examined allelic associations across one or a few

gene regions (8-13), concluding that linkage disequilibrium is extremely variable both

within and among loci and populations. It was not possible from these studies to draw
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general conclusions about the properties of haplotypes in the human genome (14). Recent

reports examining a higher density of markers (15-17), however, have revealed a

surprisingly simple pattern: blocks of variable length over which only a few common

haplotypes are observed, punctuated by a limited number of sites at which it was clear

that recombination among these common haplotypes had occurred in the history of the

sample. In two regions of the human genome (9, 16), furthermore, it has been

demonstrated that dramatic variation in local rates of meiotic recombination determine

patterns of linkage disequilibrium, with "hotspots" of recombination coinciding with

block boundaries, and "coldspots" representing the regions of low haplotype diversity in

between. These studies suggested a model for human haplotype structure (18), but left

many critical questions unanswered. First, how much of the human genome exists in

such blocks, and what is the size and diversity of haplotypes within blocks? Second, how

do these characteristics vary across population samples? Third, can these patterns be

parsed using a genome-wide map of common SNPs (2), or will they require direct

resequencing (10)? Fourth, and finally, how completely does such a haplotype

framework capture common sequence variation within each region? The answers to

these questions will determine the design and utility of haplotype-based methods for

disease gene discovery, and were the motivation for the current study.

A survey of haplotype blocks across the genome and across populations

To survey haplotype structure, we selected 54 autosomal regions, each with an

average size of 250,000 bp, spanning in total 13.4 Mb (-0.4%) of human genome

sequence. Regions were evenly spaced across the genome, selected at random subject
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only to the availability of contiguous genomic sequence and an average density (in a core

region of 150kb) of one candidate TSC SNP every 2kb (19). Genotyping was performed

(20) by primer extension of multiplex products and detection by MALDI-TOF mass

spectroscopy (21) in 275 individuals sampled from four population groups: 30 parent-

offspring trios from Nigeria (Yoruba), 93 members of 12 multigenerational pedigrees of

European ancestry (Utah CEPH), 42 unrelated individuals of Japanese and Chinese

origin, and 50 unrelated African American samples(22).

We designed assays to 4,532 SNPs (23), of which 3,738 (82%) were successfully

genotyped (24)(25). Three of the 54 regions were withheld from further analysis due to

inconsistencies in genome assembly and/or evidence that there was a closely related

paralogous region making locus-specific PCR difficult (26). In the remaining 51 regions,

accuracy of genotype calls was empirically assessed as 99.6%. (27).

There have been varied estimates of the proportion of candidate TSC SNPs that

are found to be polymorphic when tested in independent populations. In the large and

diverse sample examined here, we find that 89% of the TSC SNPs assayed are

polymorphic in at least one of the four population samples, with the proportion

polymorphic in each individual sample varying from 70% (Asian) to 86% (African

American) (Figure la). Although the majority of variants (59%) were observed in all four

populations, there are dramatic differences in the allele frequencies of individual SNPs

across samples (figure lb-f), consistent with prior estimates of population differentiation

and origin (28).
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The size and diversity of haplotype blocks

In order to characterize haplotype blocks across different regions and population

samples, it was necessary to create an objective and robust method to define the blocks

(29). In the absence of recombination in the history of a sample, observed haplotype

diversity is determined by only three factors: the number of ancestral copies represented

in the sample, mutation and gene conversion events since those common ancestors, and

laboratory errors (assignment of genotypes or map positions). In contrast, where

recombination has occurred among the common chromsomes in the history of the sample

(termed "historical recombination"), haplotype diversity is increased by the juxtaposition

of adjacent ancestral segments. Thus, regions with little evidence for recombination

among the common alleles represent the "quantum elements" from which chromosomal

diversity is assembled, and form a natural and biological basis for objectively defining

haplotype blocks.

The history of recombination between a pair of SNPs can be estimated using the

pairwise measure D' (15, 30). In practice, however, the estimate of D' for any given pair

of SNPs is highly dependent on sample size, with significant scatter and upwards

deviation when small numbers of samples or rare markers are examined. Since our goal

was a definition that could be generally applied (that is, not tailored to the specific

number of samples and marker characteristics employed), we calculated confidence

bounds on D' for each pair of markers (31) and focused on these rather than relying on

the maximum likelihood point estimate of D'. For the purposes of defining regions with

low levels of historical recombination, we define pairs to be in "strong LD" if the one-
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sided upper 95% confidence bound is > 0.98 (that is, consistent with no historical

recombination) and the lower bound > 0.7. Conversely, we term "strong evidence of

historical recombination" when the upper confidence bound is <0.9 (that is, the data is

incompatible with a very low rate of historical recombination). We refer to pairs as

"informative" for historical recombination if they fall into one of these two categories. In

our study (given the number of chromosomes examined), an average of 87% of all pairs

of markers with minor allele frequency > 0.2 were found to be informative. We believe

that this method will be robust to variation in the frequencies of the SNPs examined and

the sample size examined, since it relies on those pairs for which narrow confidence

intervals (that is, precise estimates) have been obtained.

Applying these definitions, we find that a small fraction of very tightly linked

informative SNP pairs (separated by distances <1kb) show strong evidence of historical

recombination (figure 2a): 14-18% in the African American and Yoruban samples, and 3-

6% in the European and Asian samples. In the African and African American samples,

the proportion of pairs displaying evidence for historical recombination rises rapidly with

distance, increasing to 50% at a separation of -8kb. In the European and Asian samples,

in contrast, the fraction of pairs showing strong evidence for recombination rises to 50%

at 22kb. As noted previously (12), a difference in the history of recombination among

populations is likely attributable to differences in demographic history, since the

biological determinants of LD (rates of recombination, mutation, gene conversion) are

expected to be constant across groups. These data show for the first time that LD extends

to a similar and long extent in Asian as well as European samples.
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As our goal was to examine haplotype blocks, we examined the local patterns of

D' values across each region (figure 2d-g). Specifically, we defined a haplotype block as

a region over which <5% of comparisons among informative SNP pairs show strong

evidence of historical recombination. Where many markers were sampled, we simply

counted the proportion of pairs with strong evidence of historical recombination,

requiring it to be below 5%. Over much of our survey, however, we observed regions in

which all of the informative markers showed strong evidence of linkage disequilibrium,

but the number of comparisons was insufficient to conclude (simply by counting) that the

proportion of such pairs was >95%. By systematically examining the entire dataset,

however, we were able to define criteria for accurately identifying scaffolds of two or

three markers within which <5% of informative interior pairs show strong evidence of

historical recombination (figure 2b, 2c). These criteria (which differed for each

population sample (32)) allow us to define blocks even where the marker density is low.

Armed with these criteria, we examined the dataset for haplotype blocks: regions

over which <5% of informative pairs show strong evidence of historical recombination.

Considering each population sample separately, we identified a total of 928 blocks.

Within these blocks, measures of pairwise linkage disequilibrium did not decline

appreciably with distance (supplemental figure la-c), confirming that these blocks

represent regions over which little historical recombination is observed. The span of the

blocks averaged 9 kb in the Yoruban and African American samples, and 18kb in the

European and Asian samples. The size of each block varied dramatically, however: from

<1kb to 94 kb in the African American and Yoruban samples and from <1kb to 173kb in

the European and Asian samples. While most of the blocks were small (figure 3a), most
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of the sequence spanned by blocks was in large blocks (figure 3b). Specifically, 50% of

the sequence in blocks was captured in blocks of 22kb or larger in the Yoruban and

African American samples, and in blocks of 44kb or larger in the European and Asian

samples.

To extrapolate from these measures to the genome as a whole, it was necessary to

disentangle the characteristics of blocks from the spacing of markers used to detect them.

Our map consisted of randomly spaced markers (based on their occurrence on the public

map), with an average of one marker (with frequency > 0.1) every 7.8 kb across the

regions surveyed. The incomplete information in our map leads to two biases. First, in

regions in which we had few markers, we are less likely to detect small blocks.

Conversely, edge effects cause systematic underestimation of block sizes: a block will

typically extend some distance beyond the randomly spaced markers that happen to fall

within (and thus, in our survey, define) its boundaries. To estimate the true distribution

of block sizes, we performed computer simulations in which block sizes were

exponentially distributed (with a specified average size), and markers were randomly

spaced (with a mean spacing equal of one every 7.8 kb, the density of high frequency

markers (>0.1) in our survey). These simulations provided a good fit to the observed data

when the mean size of blocks was set to 11 kb in the Yoruban and African American

samples, and 22 kb in the European and Asian samples (Table 1) (33). The model further

predicts that the proportion of the human genome spanned by blocks of 10kb or larger is

approximately 65% in the Yoruban and African American samples, and 85% in the

European and Asian samples.
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Having identified blocks according to the criteria above, we were able to examine

haplotype diversity with minimal inflation due to historical recombination among the

different ancestral segments represented. We note that this block definition-unlike one

previously proposed (17)- does not rely upon low haplotype diversity to define blocks.

That is, a region could have scant recombination in the genealogy of the samples

observed, and yet contain many different common haplotype patterns. Nevertheless, we

observe strikingly low diversity of haplotypes as a general feature of regions identified as

blocks, with a mean of three to five common (>5%) haplotypes observed in each of the

population samples (figure 3c) (34) (35). In addition, we find that these haplotypes can

be fully defined with as few as 6-8 randomly chosen common markers. That is, we find

that haplotype diversity reaches a plateau where 6-8 markers have been typed, with little

evidence for additional common haplotypes where up to 17 markers are included (figure

3c). This demonstrates that low haplotype diversity is not simply an artifact of having

examined only a small number of markers, but is a true feature of regions with low rates

of historical recombination(36) (37). Haplotype diversity was greatest in the Yoruban

and African-American samples, with an average of 5.0 common haplotypes observed.

Lower diversity was observed in the European samples (4.2 common haplotypes), and the

smallest number of common haplotypes (3.5) observed in the Asian samples. Critically,

-90% of all chromosomes match one of these few common haplotypes even where many

markers are examined (figure 3d). (38),(39)
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Comparison of block boundaries and haplotypes across population samples

The data above demonstrate that most of the human genome consists of sizeable

regions over which little evidence for historical recombination is observed, and within

which an average of three to five common haplotypes account for 90% of all

chromosomes in each population. We next compared these results across the different

population samples, examining the location of block boundaries and the identities of the

specific haplotypes observed.

To compare block boundaries, we examined pairs of SNPs in sets of two

populations. In each population, we asked whether the SNPs were assigned to a single

block, or whether they showed evidence of historical recombination. A SNP pair was

termed concordant if the assignment was the same in both populations: that is, identified

within a single block, or conversely, showing strong evidence of historical

recombination. A SNP pair was termed discordant if in the two populations the

assignments disagreed (40). The data revealed that the vast majority of SNP pairs (77% -

95%, depending on the population comparison) were concordant across population

samples (figure 4a-f). Moreover, where discordance across populations was observed, it

was nearly always due to pairs found to display strong evidence of historical

recombination in the Yoruban and African American samples, but found in a single block

in the European and Asian samples (figure 4a-f). There was great similarity in patterns of

historical recombination between the European and Asian samples, with 88% of pairs

concordant between these two samples.
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We next compared the specific haplotypes observed across the European, Asian,

and Yoruban (African) samples. We examined regions spanned by a single block in all

samples and, to ensure that haplotypes were well defined, considered only those blocks in

which six or more polymorphic markers were obtained (41). Within these blocks, we

found that each population sample from contained 3.1 - 4.9 haplotypes that displayed a

frequency >5%. The union of these sets, however, contained only 5.3 haplotypes. That

is, the specific haplotypes observed in each group were remarkably similar, with 51%

(2.7) identified in all three populations, and 72% in two of the three groups. Of the 28%

of haplotypes found in a single population sample, furthermore, 90% were found in the

Yoruban sample. These data show in a genome-wide data set that three-quarters of

haplotypes (>72%) observed in a block are shared across African and non-African

samples, with the vast majority of haplotypes found in a single group identified in the

Yoruban sample. The similarity in haplotype identities across the European and Asian

samples is striking, with an average of only 0.1 haplotypes per block that were unique to

either population sample.

The comparison across populations of SNP polymorphism (figure 1) and of

recombinant forms and haplotypes (figure 4) all share a common theme. In each case, a

greater diversity (of SNPs, of recombinant chromosomes, and of haplotypes) is observed

in the African samples, with reduced and highly correlated diversity in the European and

Asian samples. These data are strongly supportive of a single "out of Africa" origin (42)

for both the European and Asian samples that involved a significant bottleneck, with only

a subset of the diversity (of SNPs, of haplotypes, and of recombinant chromosomes) in

Africa found in the two non-African populations(1 1, 12, 43). Since bottlenecks
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preferentially effect lower-frequency alleles, this model predicts that the alleles

(haplotypes and recombinant chromosomes) present in the African but not the non-

African samples would have lower frequencies in Africa than would alleles that are pan-

ethnic. We find evidence in support of this hypothesis for both haplotypes and historical

recombination data(44).

The strength of correlation between individual variants and haplotype blocks

A major attraction of haplotype based gene mapping is the idea that one can select

haplotype tag SNPs ("htSNPs") (10, 17, 45) which capture the common haplotype

strucure, and which then can be used to test variation across each region for association to

phenotype. No previous study has characterized the extent to which the local haplotype

structure conveys information about the common variants contained within each block. In

fact, a number of reports (13, 45, 46) have suggested that many SNPs fail to conform to

the underlying haplotype structure, and would be overlooked by haplotype based

approaches.

To examine this question empirically, we defined a framework of haplotype

blocks using a randomly-selected subset of our data (requiring a minimum of 6 markers

per block). We then examined the correlation coefficient (r2) between the remaining

SNPs in these blocks and the haplotypes defined by the initial subset of SNPs. Since r2

values are inversely proportional to the increase in sample-size required in an association

study (compared to directly testing each SNP individually), the value of r2 between the
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haplotype framework and these sets of additional SNPs provides a measure of the

statistical power and completeness of a haplotype-based association study.

We find that haplotype blocks defined by a few common markers efficiently

capture the variation attributable to other markers within their physical span. We

measured the maximal r2 value for each additional SNP (with minor allele frequency >

0.05) when compared to 6 markers used to define the block. The average of these (mean

maximal) r2 values was 0.67 to 0.87. That is, for the average marker, only a small

increase in sample size (15-50%) would be needed when using a haplotype-based study

rather than a direct association approach. Moreover, we find that within a block, a large

majority (77-93%) of all untested markers showed r2 values greater than 0.5 to the

framework haplotypes defined by six markers. This suggests that a minimum of 77% (in

the African American samples) and as many as 93% (in the Asian sample) of all other

common SNPs within such blocks could be tested with equal or greater statistical power

by doubling the sample size of the association study(47). These results directly

demonstrate that haplotype blocks can be used to study association to the vast majority of

variants within each region with little loss of statistical power.

Discussion

We set out to define human haplotype patterns by typing a dense collection of

SNPs across a representative fraction of the human genome, genotyping each in a large

number of samples of African, European and Asian ancestry. Our data indicate that

haplotype blocks should be considered an objective feature of the human genome
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defined based on the patterns of historical recombination across the human genome.

This is in contrast to the interpretation of a study of Chromosome 21 which argued

haplotype blocks do not have objective boundaries(17) (48). We show that most of the

human genome is composed of such blocks, and estimate that they are typically sizable,

averaging 12kb in African samples and 22kb in European and Asian samples. Within

each block, a very small number of common haplotypes (three to five) typically capture

-90% of all chromosomes in each population. Both the boundaries of blocks and the

specific haplotypes observed are shared to a remarkable extent across populations, with

the main variation being a subset of alleles (haplotypes and recombinant forms) that are

only observed in the Yoruban and African American samples. Finally, blocks defined

with a small number of common markers do a quite complete job of capturing the

common variation across each locus.

Our results provide a methodological and quantitative foundation for the

construction of a haplotype map of the human genome using common SNP markers. Our

results show that haplotype blocks can be reliably identified with a modest number of

common markers within their span; that is, without complete resequencing of regions of

interest. To have confidence that a region is a block, however, requires study in a

sufficient number of chromosomes to confidently parse the patterns of historical

recombination that underlie common haplotype patterns. Moreover, given the highly

variable distribution of block sizes, and the substantial fraction of the genome that exists

in large blocks, a hierarchical genotyping strategy will be most efficient. Starting with a

lower density of markers (one highly polymorphic marker every 10kb) will capture large

blocks; additional polymorphisms can be added where the block pattern and haplotypes
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are not yet clearly defined. Our data also clearly indicate that where blocks are small, a

greater density of SNPs than are currently available on the public SNP map will clearly

be needed. Given the thousand-fold increase in known SNPs over the last three years (2,

49), however, and the availability of additional SNP databases (4), it should be practical

to achieve the required marker density across the entire human genome in the near future.

Detailed knowledge of human haplotype structure will provide rich information about

human history and genome evolution, and provide a foundation for population-based

association studies to assess the bulk of human genome sequence variation for a

contribution to disease.
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Figure Legends

Fig. 1. Allele frequency distribution of TSC SNPs across populations. (A) Normalized

allele frequency of candidate SNPs. The distribution is normalized to a constant number

of chromosomes (n=64 randomly sampled) from the European, African-American, Asian,

and Yoroban samples. (B-E) Plots of allele frequency scatter for pairs of populations.

The corresponding FsT value is indicated on each plot. (B) Yoruban as compared to

European; (C) Asian as compared to European; (D) Yoruban as compared to Asian and

(E) Yoroban as compared to African-American. (F) Allele frequencies are correlated

between the European and Asian samples when each are compared to the Yoruban

sample, supporting a shared "Out of Africa" origin (42).

Fig. 2. Assessment of pairwise linkage disequilibrium across populations. (A)

Proportion of informative SNP pairs that display strong evidence for recombination based

on confidence intervals on D'. Between 9,860 and 13,980 pairs were examined in each

sample. (B,C) Scaffold analysis of Yoruban and African American (B), and European

and Asian (C) samples. The y-axis indicates the fraction of internal informative marker

pairs displaying strong evidence for recombination when the two-marker criteria, three-

marker criteria (32), or no criteria at all are applied to a span of markers. The x-axis

indicates the distance between the outermost marker pair; the maximal distance allowed

to meet the criteria was determined as described (32). (D-G) Diagram of pairwise D'

values for all pairs of markers within region 40A for each population sample:

(D)Yoruban; (E) African American; (F) European; (G) Asian. Block diagrams only

include SNPs with frequency 20% in any given population. Black squares indicate
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strong LD (as defined in text); white squares, strong evidence for recombination; gray

squares all other uninformative comparisons.

Fig. 3. Block characteristics across populations. (A) Size (kb) distribution of all

haplotype blocks found in all populations. (B) Proportion of genome sequence spanned

by a block, which has been identified in a block of various size. (D) Summary of

haplotype diversity across all blocks. The number of common (-5%) haplotypes per

blocks (C) and fraction of all chromosomes accounted for by these haplotypes (D) is

plotted as a function of the number of markers typed in each block.

Fig. 4. Comparison of historical recombination across population samples. (A-F)

Concordance of block assignments for adjacent SNP pairs, compared across populations.

In each plot, the light bars represent the fraction of concordant SNP pairs, and the dark

bars the proportion of discordant SNP pairs. Population samples are abbreviated as EU,

European sample; AS, Asian sample; AA, African American sample; YR, Yoruban

sample.
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Table legends

Table 1. Observed and predicted proportion of sequence found in haplotype blocks.

Model is based on the best fit to the observed data, and assumes randomly spaced

markers with an average density of one every 7.8 kb, and block span an exponentially

distributed random variable with a mean size in European sample of 22 kb and of 11 kb

in the Yoruban sample. In the model, block boundaries of 2 kb in length are assumed

(16).

Supplemental Table 1. Physical location and SNP coverage of clusters. Initial mapping

of clusters was made to HG5 (September 00 draft genome sequence). All SNPs were

remapped to confirm the relative spacing and intermarker distance using multiple releases

of draft genome sequence (HG7, HG8, NCBI draft genome). Several of the original

clusters (01, 02, 08, 13, 23, 28, 35, 37, 46, 52) were found to contain sub-regions that

were stable internally, but had unstable mapping relative to other parts of the cluster. As

such regions could give inaccurate measure of linkage disequilibrium, we subdivided the

original (primary) cluster to subclusters containing stretches of SNPS with stable order,

orientation and intermarker distance. bFor each population, the percentage of successful

SNP assays is less than the cumulative total of all successful SNP assays (93%). This is

because each population sample was assayed in an independent experiment.

Supplemental Figure 1. (A-C) Measures of allelic association of marker pairs versus

distance within haplotype blocks, as assessed by the mean value of the correlation
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coefficient (r2) (A); and the mean value of D'(B). (C) Number of pairwise comparisons

of markers within blocks, binned by the measure D' between the marker pair. (D)

Haplotype frequencies within blocks as estimated by the EM algorithm. The plot

represents a comparison of the haplotype frequency based on phased data from full

pedigrees versus unphased data from the same individuals, without taking into account

family information.
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Table 1 : Model versus oberseved distribution of block sizes

African sample Non-African sample

observed % predicted % observed % predicted %
ofspanned of spanned of spanned of spanned

block size sequence sequence sequence sequence

0-5 12.4 6.3 4.4 1.8

5-10 15.3 15.1 7.4 5.2

10-20 20 31.5 14.9 15.2

20-30 12.8 21.8 16.6 16.6

30-50 22.2 19.1 18 26.9

>50 17.4 6.3 38.7 34.2
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Introduction

Notwithstanding tremendous effort, massive accumulation of resources, and significant

advances in technology, the basic determinants of common disease have continued to elude

discovery. Linkage disequilibrium (LD) mapping remains a method that holds a great deal of

promise for the mapping and cloning of complex trait mutations. In recent years, a large number

of studies have contributed to a dramatic increase in the understanding of the patterns of LD and

haplotype diversity in the human genome. A significant accumulation of studies looking in and

around genes have demonstrated that pairwise LD is extremely variable across all distances

(Abecasis et al., 2001; Ardlie et al., 2002; Bonnen et al., 2000; Clark, 1999; Dunning et al., 2000;

Kidd et al., 2000; Reich et al., 2001; Rieder et al., 1999; Stephens et al., 2001; Weiss and Clark,

2002). Even at extremely short distances, pairs of markers fail to show complete LD (Ardlie et

al., 2001; Frisse et al., 2001). Although the explanation for this phenomenon is likely to be gene

conversion and not meiotic crossover events, it illustrates that this variability in pairwise LD is

likely to affect detection of associations for all markers regardless of proximity to a causative

mutation. The high level of variation in pairwise LD measures suggests that single markers in

LD with a disease mutation will not be sufficient for detection of significant associations for

most common diseases.

The power to detect associations relies on the individual characteristics of each marker.

Even markers in close proximity to one another often possess different frequencies and

population histories. The simple explanation of this variability is that pairwise estimates of LD

do not fully describe the underlying haplotype structure. A specific SNP pair is likely to exist on

multiple copies of longer haplotypes. The relevant unit of genome structure in the human
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population is not an individual SNP, SNP pair, or even a gene. Dense collections of SNPs and

haplotypes consisting of larger numbers of markers would provide more information about the

fundamental structure of a genomic region.

A number of recent studies using dense sets of markers in specific genomic regions

demonstrate that LD is not a monotonic function of distance between markers (Daly et al., 2001;

Goldstein, 2001; Jeffreys et al., 2001; Johnson et al., 2001; Patil et al., 2001; Rioux et al., 2001;

Taillon-Miller et al., 2000). The extent of LD does not exhibit a simple relationship with any

one specific parameter due to the extremely variable local gene genealogies and unique

population histories. The results of these studies suggested a new model for the haplotype

structure in humans. The genome appears to be subdivided into blocks of extremely limited

haplotype diversity. Within these blocks, LD tends to be strong and significant over long

stretches of genomic sequence. Interspersed between these blocks are regions exhibiting little or

no LD across their length. The lack of LD in these interspersed regions has been postulated to be

due to clustered crossover events occurring at recombination hotspots. However, a single

recombination event that happened early in the history of a population or other population

processes cannot be completely ruled out as the basis for these observations. The exact nature of

these apparent hotspots and their generality throughout the genome must be investigated in more

depth.

The advent of an extremely dense SNP map throughout the genome has allowed for a

study of the generality of the high-resolution haplotype structure found in individual genomic

regions (Sachidanandam et al., 2001). The current number of discovered SNPs totals more than

2 million of the approximately 10 million expected common SNPs that exist throughout the

genome. The number of SNPs with known exact locations is increasing rapidly as the amount of
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finished genome sequence accumulates. Chapter 4 describes a study in which we took advantage

of the dense SNP map to confirm the generality of this block-like haplotype structure (Gabriel et

al., 2002). Haplotype patterns in 51 regions were systematically characterized in samples from

Europe, Africa and Asia. The same phenomenon of haplotype blocks based on patterns of

historical recombination was observed across these regions. Haplotype blocks averaged 3-5

common haplotypes across an average block span of 22 kilobases. Haplotype diversity was

slightly greater and block size shorter in individuals with recent African ancestry. Even though

pairs of markers show a great range of variability in general, this is not true for pairwise

comparisons within blocks. Therefore, the same block-like structure emerges when pairwise

comparisons are examined in a dense set of markers. These blocks correspond to the regions of

limited haplotype diversity. Pairs of markers that span a hotspot show a low level of LD even if

they are in very close proximity to one another. It is evident why many studies exhibited

variable LD across genes. Block boundaries can fall within a gene, making blocks a more

fundamental unit of inheritance in the human population.

The study described in this chapter focuses on genomic regions on the X chromosome,

which contain polymorphic Alu insertions in a population of CEPH males. By utilizing the

hemizygosity of males for the X chromosome, it is possible to collect unambiguous haplotypes

over long stretches. One problem with constructing haplotypes using mother, father, child trios,

or even larger families, is that there will be some cases where phase cannot be assigned due to

multiple heterozygous genotypes. Therefore it is very difficult to construct haplotypes consisting

of many markers. The use of regions surrounding recent polymorphic Alu insertion events

provides a way to track specific recombination events. The combination of these two design

features, X chromosomes in males and polymorphic Alu insertions allow us to address two main
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issues, the patterns of LD and haplotype structure on the X chromosome and the distribution of

recombination events.

The X chromosome possesses a unique population history. Studies of polymorphism on

the X chromosome reveal a much lower nucleotide diversity than the autosomes (Kaessmann et

al., 1999; Nachman et al., 1998; Sachidanandam et al., 2001). One factor that can explain the

lower rate of polymorphism on the X chromosome is the lower effective population size (Ne),

which 3/4 that of the autosomes since males are hemizygous. Another factor that may contribute

is a lower mutation rate (!.). The mutation rate is higher in male than in female meiosis, with

the ratio of male to female mutation rate being approximately 1.7 to 1 (Bohossian et al., 2000) .

In addition, only 1/3 of the X chromosomes undergo male meiosis. Both of these variables,

effective population size and mutation rate, describe the population genetic parameter 0=4Neg.

Taking these factors into consideration, the observed nucleotide heterozygosity (R) on the X

chromosome is not that far from what might be expected. The observed value of t, an estimator

of the neutral theory population parameter 0, is 4.69x10-4 or 61% of the average value for the

autosomes (Sachidanandam et al., 2001). It is unclear that a lower polymorphism rate on the X

chromosome indicates a greater level of LD than on the autosomes. If polymorphism rate

correlates with a shared segment of the genome in the population, a greater extent of LD may be

expected on the X chromosome. Long stretches of either high or low sequence diversity were

found in a genome wide assessment of human sequence variation in which the distribution of

millions of SNPs were analyzed (Reich et al., 2002). The primary determinant of this pattern

was shown to be similar gene history and the authors concluded that recombination hotspots

contribute significantly to this pattern. Given this observation, it might also be expected that

longer LD should exist on the X. Selection pressures on the X chromosome may also suggest
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longer tracts of haplotypes and lower haplotype diversity. The description of the general nature

of haplotype blocks in the genome contained in Chapter 4 did not include an analysis of the X

chromosome. In order to compare the X chromosome to the already existing autosomal data,

this chapter describes the patterns of LD and haplotype diversity for six X chromosome regions,

each region spanning more than 200 kb.

Another aspect of the haplotype structure that was not addressed in Chapter 4 is the

distribution of recombination events and the nature of the presumed recombination hotspots. In

particular it is unclear to what extent crossovers are clustered at these hotspots (Petes, 2001;

Shiroishi et al., 1995). A random collection of chromosomes from a population will represent a

large extent of the genealogical history. Therefore, only "historical" recombination hotspots can

be resolved. Specific recombination events between two chromosomes cannot be resolved in

this manner. Although the blocks of LD are most likely caused by repeated crossover events at

specific hotspots, other events could be responsible such as selection, population substructure, or

a lucky crossover event early in the history of a population. The insertion of an Alu repeat onto

one specific haplotype in a population provides a unique event in the history of that

chromosome. Any differences in haplotypes from that point on in history must be due to

mutation events or, more predominantly, recombination events. Therefore, it is possible to limit

the section of the genealogical history that is being examined, especially if the insertion occurred

relatively late in the history of the population.

The vast majority of Alu elements that exist in the human genome were inserted prior to

the expansion of the human population, and are therefore found in all humans. However, there

are several younger subfamilies that comprise the majority of polymorphic Alu insertion sites in

the human population (Carroll et al., 2001; Roy et al., 2000). The recent introduction of these
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subfamilies into the human genome makes them useful for studies within or between human

population. There is an inverse correlation between the age of the Alu subfamily and the

percentage of polymorphic elements it contains. The Ya5 and Yb8, and Yc 1/2 subfamilies have

the highest rate of polymorphism and the highest activity with respect to retrotransposition

population (Roy-Engel et al., 2001). In this study we chose regions surrounding high frequency

polymorphic Alu insertions belonging to these subfamilies. By choosing these most recent Alu

insertions, it is possible to increase the chance of finding an insertion polymorphism that

occurred within the recent history of our population sample. In achieving this, we could examine

a much more restricted portion of the genealogical history, label a specific haplotype

permanently and unambiguously, and visualize specific recombination events in the region

surrounding the insertion.

Specific recombination events surrounding mutations that arose on a single ancestral

chromosome have been seen in a number of rare monogenic diseases (Hastbacka et al., 1992;

Hoglund et al., 1995; Richter et al., 1999). However, these are only rare events in very special

populations. We wanted to explore the possibility of using recent Alu insertions as a tool to look

at actual recombination events in the general population for a set of non affected chromosomes.

We assume that haplotype blocks are showing us that recombination has occurred between

blocks, but we don't know how much has occurred. It would be advantageous to find a way to

quantify the amount of recombination that is actually occurring. Our aim is to demonstrate that

recombination is causing hotspots by clustering of crossover events to specific intervals in

regions containing recent Alu insertions.

Materials and Methods
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Individuals

Males from the CEPH pedigrees were used in this analysis. We chose the males from the

total set that would provide the maximum number of independent X chromosomes to genotype.

We used 154 males, which for the most part consisted of trios of father, paternal grandfather, and

maternal grandfather, none of whom share a common X chromosome. A number of CEPH

families are related through a number of individuals. Males who were related from these

families were eliminated from the study. A significant number of the CEPH males used in this

study are the same or come from the same families as those used in the large haplotype study in

Chapter 4.

Polymorphic Alu insertions

The polymorphic Alu insertions were discovered as described in (Roy-Engel et al., 2001)

(Carroll et al., 2001). A relatively small number of the polymorphic insertions were discovered

on the X chromosome. An even fewer number existed at a high enough frequency in the

Caucasian population to be useful. The insertions were genotyped in a panel of CEPH reference

DNAs in order to determine allele frequencies if they were polymorphic at all in the CEPH

population. Several insertions that had been found to have a high allele frequency in Caucasians

were found to be monomorphic in our CEPH population. In addition, insertions which were

contained in regions not possessing a high density of discovered SNPs were also excluded from

the study. The Alu insertions were amplified under the conditions described in (Roy-Engel et al.,

2001) and genotyped on 3% agarose gels.
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Marker Selection

SNPs were selected from dbSNP, a comprehensive database of discovered SNPs and

their coordinates in the genome sequence. Markers were selected from dbSNP 300 kb regions

surrounding the Alu insertions, 150 kb on either side. A total of 442 markers were ordered. A

number of markers were eliminated from the study as their positions in the genome sequence

were shifted substantially in subsequent releases of the golden path (genome sequence).

Approximately equal numbers of SNPs were found by The SNP Consortium (TSC) and

discovered in BAC overlap sequence. Primers and probes were designed in multiplex format

(average 4.3-fold multiplexing) using SpectroDESIGNER software (Sequenom, San Diego, CA).

Markers were eliminated from use in the LD study if they were monomorphic (approx. 23%),

contained greater than 1 heterozygote in the male samples (11.3%), or were missing more than

30% of the genotypes (18.1%).

SNP Genotyping

Multiplex PCR was performed in five microliter volumes containing 0.1 units of Taq

polymerase (Amplitaq Gold, Applied Biosystems), 5 ng genomic DNA, 2.5 pmol of each PCR

primer, and 2.5 [Imol of dNTP. Thermocycling was at 95 C for 15 minutes followed by 45

cycles of 95 C for 20 s, 56 C for 30s, 72 C for 30 s. Unincorporated dNTPs were deactivated

using 0.3U of Shrimp Alkaline Phosphatase (Roche) followed by primer extension using 5.4

pmol of each primer extension probe, 50 tmole of the appropriate dNTP/ddNTP combination,

and 0.5 units of Thermosequenase (Amersham Pharmacia). Reactions were cycled at 94 C for 2

minutes, followed by 40 cycles of 94 degrees for 5 s, 50 degrees for 5 s, 72 degrees for 5 s.

Following addition of a cation exchange resin to remove residual salt from the reactions, 7
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nanoliters of the purified primer extension reaction was loaded onto a matrix pad (3-

hydroxypicoloinic acid) of a SpectroCHIP (Sequenom, San Diego, CA). SpectroCHIPs were

analyzed using a Bruker Biflex III MALDI-TOF mass spectrometer (SpectroREADER,

Sequenom, San Diego, CA) and spectra processed using SpectroTYPER (Sequenom). 10

individuals were genotyped on two separate source plate, and were therefore genotyped twice.

The error rate for these samples was extremely low. There were only 3 discrepant genotypes out

of 3251 genotype calls.

Statistical Analysis

Computation of D', analysis of haplotype blocks and haplotype diversity are as described

in Chapter 4 (Gabriel et al., 2002).

Results

A survey of LD in six regions on the X chromosome

In order to characterize LD, haplotype structure, and patterns of recombination on the X

chromosome, we selected six regions designed to flank polymorphic Alu insertions by 150 kb on

either side. SNPs were selected within these regions from dbSNP and included TSC SNPs as

well as SNPs discovered in BAC overlaps (as described in the Materials and Methods). We

chose a male CEPH population sample consisting of 154 individuals possessing independent X

chromosomes. Many of these individuals were the same as used in Chapter 4. Determining SNP

genotypes is an easier and robust process when all individuals are hemizygous for all markers. A

total of 410 markers were genotyped, but a large number of markers were not included in the
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analysis due to monomorphism or extremely low allele frequency, detected heterozygotes, or

high assay failure rate. In many cases markers were lost over the course of the experiment due to

changes in the golden path coordinates of the human genome sequence. In all, over 60,000

genotypes were obtained covering approximately 1.4 Megabases of total sequence and 198 of

410 total SNPs were informative and possessed high quality assays.

The exact sizes of the regions and the total number of SNPs found for each region are

listed in Table 1. An average of 33 SNPs covered an average of around 225 kb. Thus, the

average SNP density is therefore one SNP approximately every 7 kb. Although this represents

less than half the density of the autosomal study described in Chapter 4, based on the results of

the autosomal study, this SNP density was determined to be sufficient. In Chapter 4, if fewer

SNPs were used, the same number of blocks would have been identified. Furthermore, we

expected longer tracts of LD on the X chromosome, due to the lower polymorphism and

recombination rates.

Of the six regions we chose to study, only four of the regions contained a polymorphic

Alu insertion. However, when considering recombination events surrounding an insertion event,

each side of the insertion sites can be considered to be independent. Therefore a total of 8

independent insertion "sides" were available for study. However, only six were included because

two of the sides did not contain a sufficient number of SNPs to yield any informative results.

The numbers of SNPs on each side of these 4 insertions are listed in Table 1. The number of

SNPs per independent side ranges from 6 to 31 with an average of approximately 19 SNPs per

side. The allele frequencies for the Alu insertions are also listed in Table 1. Two of the

insertions, Ya5NBC37 and Ya5DP5, possessed allele frequencies of 36.2% and 23.4%,
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respectively. Since these frequencies were under 50%, they were the most likely to be the most

recent insertions of the set.

Distribution of SNP allele frequencies and monomorphism on the X chromosome

We examined the distribution of allele frequencies for the SNPs in the 6 regions (Figure

1). The addition of the low frequency and monomorphic markers brought the total number of

markers to 252. Recent unpublished results show a significantly greater level of monomorphism

on the X chromosome as opposed to the autosomes. This disparity between autosomes and the X

chromosome was more substantial in Caucasians and Asians as opposed to African and African-

American populations. The rate of monomorphism was closer to 40% on the X chromosome in

Caucasians, whereas it was 22% for the autosomes (D. Altshuler pers comm.). In this study, we

did not observe this disparity. The observed frequency of X chromosome monomorphism in this

data set was 25%, indistinguishable from the autosomal frequency. In addition, the rate of lower

frequency SNPs seems to be suppressed in this sample. The bins containing allele frequencies

up to 20% are much lower on the X chromosome than in the autosomal data (Figure 1).

Accordingly the higher frequency bins contain many more SNPs. This observation may be due

to random fluctuations across the X chromosome. Although the autosomal data consisted only

of TSC SNPs and not BAC-overlap SNPs, this should not be the cause of an upward bias in

allele frequencies in our study. Only SNPs with an allele frequency of greater than 20% were

used in both the X chromosome and autosome studies, so this should not affect any of the LD or

recombination analyses. We are simply observing a greater proportion of the high frequency

SNPs that exist in these X chromosome regions. Finally, we searched for runs of at least 4

monomorphic SNPs in these regions. This analysis showed similar results for the X
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chromosome and the autosomes as well. 1.4% of the X chromosome sequence is contained in

such runs, as compared to 1.8% in autosomes.

Pairwise linkage disequilibrium and block structure on the X chromosome

To study the historical recombination in the X chromosome, we measured LD between

marker pairs in our dense collection of SNPs. We measured LD using the normalized measure

D' which represents historical recombination in a pair of polymorphisms. The distribution of

mean D' values for pairs of SNPs spaced at varying distances is shown in Figure 2a. Low D'

values indicate a substantial amount of recombination between the pairs and a high D' is

evidence for a small amount of recombination in the history of the alleles. For this analysis, only

high frequency SNPs were examined (minor allele frequency >0.2). A total of 2,043 total

pairwise comparisons were made, and the decline in LD closely resembles that of the autosomes,

as shown in Chapter 4. Figure 2b shows the fraction of pairs showing strong LD. We used the

same definition in Chapter 4 for the threshold of "strong LD" and we observe little difference

between the X chromosome and the autosomes in the decline of LD with distance.

We also examined D' values across each of the 6 regions on the X chromosome. An

example of a table of D' values is shown for region 2 (Ya5DP5) in Figure 6b. The regions with

the highest level of LD are shown as red squares and low levels of LD are shown as white

squares. A block-like structure similar to that found on the autosomes exists on the X

chromosome. A total of 24 blocks were found in the 6 regions, with 136 out of a total of 174

markers analyzed found to exist within these blocks. The number of blocks found per region and

percent of sequence found in blocks is shown in Table 1. The average amount of sequence

found in blocks was 38.3% for the six X chromosome regions as opposed to 40.5% for the
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autosomes. The average block size was 21 kb as compared to 22 kb for the autosomes. This

initial set of data on pairs of markers strongly suggests that the level of LD on the X

chromosome is not significantly different than the autosomes.

Haplotype diversity on the X chromosome

We next examined the haplotype diversity within the defined blocks of LD. Only

common haplotypes, those with a frequency of >5%, were considered. As in Chapter 4, we

could not be sure that the density of markers that we used could fully describe the complete

haplotype diversity. Therefore, we plotted the mean number of common haplotypes in each

block as a function of the number of markers tested. The mean number of common haplotypes

levels out at six to eight SNPs typed in a block (Figure 3a). In other words, the maximum

number of haplotypes are observed with as few as 6 to 8 markers. Again, the X chromosome

appears to level out at a similar rate to the autosomes. However, slightly lower haplotype

diversity is observed for Caucasians on the X chromosome as opposed to autosomes. The X

chromosome in Caucasian samples appear to have a similar haplotype diversity to an Asian

population on the autosomes. There are 4.1 common haplotypes in the Caucasian sample as

opposed to 3.7 in Asians and 4.9 in Africans (data not shown) on the autosomes. On the other

hand, the CEPH autosomes and X chromosome are indistinguishable when comparing the

fraction of chromosomes against the number of markers defining a block (Figure 3b). In order

to further characterize the haplotype diversity on the X chromosome, we looked at the haplotype

frequency distribution. Figure 4 shows the haplotype heterozygosity for the X chromosome

blocks and autosomal block plotted for increasing numbers of markers in a block. The

heterzygosity is not significantly different between the X and the autosomes.
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Apart from a slightly lower haplotype diversity on the X chromosome, we were not able

to discern any major differences in LD from the autosomes. One of the main differences

between the two studies is that only 6 regions were described on the X chromosome as opposed

to 51 regions for the autosomes. In addition, the autosomal data possessed a greater SNP

density. However, a lower SNP density on the X chromosome would only underestimate the

haplotype diversity and would not explain why we did not observe a greater extent of LD on the

X chromosome. The LD data and the haplotype structure observed for the X chromosome

further supports a role for recombination hotspots creating a block-like structure. In addition, all

the data illustrate that the X chromosome and autosomes exhibit a similar level of LD. Although

this result may be surprising, on further reflection this observation may be expected in a model

where clustered recombination events are the primary determinant of the haplotype block

structure of the genome. This point will be addressed further in the Discussion.

Reduced haplotype diversity and distinct recombination events surrounding recent polymorphic

Alu insertions

In order to more closely examine the nature of the recombination hotspots, we subdivided

the haplotypes by the presence or absence of the Alu insertion. We looked primarily at the two

regions which had an insertion frequency under 50%. These regions were likely to have the

most recent insertion events because these frequencies are lower than the others. Since the left

and right sides of the Alu can be considered independent, these two regions represent 4 entities

with respect to examination of specific recombination events. An Alu will insert onto a single

chromosomal haplotype. After that point in history, all inserted chromosomes are derived from

that ancestral haplotype since an Alu insertion is a permanent event. Since retrotransposition of
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Alu repeats is an extremely rare event, it is not likely to occur twice in the same population. As

an example, Figure 5 shows the reduced haplotype diversity of inserted chromosomes for the

left side of the Alu insertion in region Ya5NBC37. The frequency of this Alu insertion in our

population sample is 36.2%. We used 29 common SNPs to define the haplotypes and only 8

total haplotypes exist over a span of more than 150kb on the inserted chromosomes. The

uninserted chromosomes are comprised of 27 different haplotypes, the most frequent of which is

only 12.1% and is not present in any of the inserted chromosomes. All 8 haplotypes on the

inserted chromosomes can be derived from a single recombination event between the ancestral

inserted haplotype and a common uninserted haplotype. The recombinant haplotypes vary in

frequency from 1 to 12 occurrences. Each of the recombinants is likely to only have occurred

once at various points in the genealogical history and then expanded to varying degrees. There

are an average of 6.5 recombinant chromosomes for all 4 independent sides in the inserted

chromosomes and an average of 23 haplotypes in the uninserted chromosomes. The haplotype

diversity and haplotype patterns strongly suggest that we are witnessing single recombination

events at different distances from an Alu repeat that inserted fairly late in the history of our

population sample.

In order to examine the distribution of recombination events, we defined the minimum

determinable intervals surrounding each recombination event. Ancestral and recombinant

haplotypes are shown in Figure 6a for both independent sides of Alu Ya5DP5. The exact

boundaries of the location of the recombination event could not always be isolated to one SNP.

The first point at which the recombinant chromosome diverges from the ancestral haplotype

corresponds to the distal limit of the recombination interval. The proximal limit of the

recombination interval was determined by comparing the recombinant haplotype to common

171



uninserted haplotypes. The interval from the distal limit of the recombinant chromosome all the

way to the insertion is identical to the ancestral inserted haplotype, and is referred to as the

proximal portion of a recombinant chromosome. The point of divergence between this proximal

portion of a recombinant chromosome and the corresponding haplotype in a common uninserted

chromosomes represents the proximal limit of the recombination interval. Specific

recombination events appear to coincide with the hotspots of historical recombination

determined by the breaks between blocks in the table of D' values (Figure 6b). The intervals

containing recombination events are shown as colored boxes surrounding a variable number of

SNPs. Haplotype blocks are labeled in red, and D' values and LOD scores are provided for each

SNP pair. Interestingly, it appears as if the Alu repeat inserted into a recombination hotspot.

Three clusters of crossover events can be seen. Two are immediately on each side of the Alu

insertion, and one is closer to the distal end of the left side of the insertion. These three clusters

roughly align with two recombination hotspots determined from the collection of uninserted

chromosomes. Therefore, we have shown that breakpoints between haplotype blocks appear to

be a result of multiple recombination events as opposed to early crossover events or other aspects

of population history.

Discussion

Similar levels of LD and haplotype diversity on the X chromosome and autosomes may

support a recombination hotspot model

The primary goal of this study was to examine in more detail the nature of recombination

hotspots as well as describe the patterns of LD on the X chromosome. Using half the SNP
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density in the X chromosome study as compared to the autosomal study described in Chapter 4,

we identified a similar block structure and recombination hotspots. Surprisingly, we found no

direct evidence that the extent of LD is different on the X chromosome than the autosomes at the

level of pairwise comparisons of markers and at the level of haplotype blocks. This observation

can actually be seen as further evidence supporting a model of recombination hotspots in the

human genome being the primary determinant of haplotype structure. The X chromosome is

known to have a lower polymorphism rate, a lower rate of recombination, and a smaller effective

population size. However, recombination may be saturated at recombination hotspots on the

autosomes. Therefore, a lower rate of recombination on the X chromosome may be enough to

break down haplotype structure to the same extent as the autosomes. If crossover events were

not clustered, but instead occurred randomly across the chromosome, then it would be more

likely that the lower rate of recombination would create longer tracts of LD on the X

chromosome. The lower effective population size may have had some effect of lower the

haplotype diversity on the X as seen in Figure 3a. Since we observe a lower haplotype diversity

but a similar extent of LD, the determinants of these two properties may not be completely

overlapping.

From a survey of the distribution of SNPs throughout the genome, Reich et al. concluded

that a pattern of extended segments of low and high polymorphism rate is primarily caused by

patterns of long stretches of similar gene history (Reich et al., 2002). They also concluded that

this pattern is best explained by recombination hotspots. From these conclusions, it may be

expected that the X, possessing a lower polymorphism rate, would have longer stretches of LD

due to a more similar gene history. However, there are so many factors that affect the gene

history of the X, and the effect seen by Reich et al. is not strong enough to definitively show that
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this is necessary characteristic of the X chromosome. Only six regions were included in this

study, so the effect we observed may be due to fluctuation along the X chromosome. We also

cannot rule out that the selection of regions containing Alu insertions had an effect on the results.

Alu insertions may be more likely to occur at recombination hotspots or may cause specific

regions to assume the properties of a hotspot. It will be necessary to look at a larger number of

regions as well as the population distribution of LD and haplotype diversity on the X

chromosome.

Specific crossover events surrounding recent polymorphic Alu insertions appear to

coincide with breaks in haplotype blocks

Haplotype data has been collected from a significant number of genomic regions, and a

general picture of haplotype structure has been formed. The genome appears to be segregated

into blocks of high LD and low haplotype diversity separated by recombination hotspots. These

breaks between blocks are not necessarily due to clustering of crossover events. None of the

studies of haplotype structure can discern a difference between historical recombination hotspots,

early recombination events, or population history. The evidence certainly favors a model of

clustering of crossover events, but cannot definitively demonstrate actual crossover events. In

this data set we observed a similar block-like structure as the previous studies. However the

presence of recent Alu insertions in our regions allowed us to further examine the root causes of

these hotspots. By observing the haplotypes and their frequencies, we were able to determine

that we were most likely examining a limited section of the genealogical history. We observed

lower haplotype diversity on inserted chromosomes and visualized individual recombination
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events. These results indicated, in at least in two examples, that multiple crossover events

occurred in several sites that coincided with the sites of historical recombination hotspots.

It may be possible to generalize this method of analysis to other regions not containing

Alus. A common haplotype may be used as an "event" after which recombination events occur

around that haplotype. The "event" would be the last mutation that created that haplotype. This

method may not have the same level of resolution as this Alu insertion study, but it is worth

investigating since there are not a large number of these recent polymorphic Alu insertions in the

genome.

In summary, the lack of a higher extent of LD on the X chromosome combined with the

correlation of hotspots with multiple specific recombination events provide new evidence in

support of a recombination hotspot model. The level of LD on the X chromosome also raises

new questions about the effects of saturation at recombination hotspots and the effects of the

unique population history of the X chromosome.
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Table 1 Summary of X chromosome regions and SNPs. The details of six genomic regions on

the X chromosome are provided. Average SNP density for each region is calculated from the

number of SNPs and the total sequence spanned by those SNPs. Only SNPs that passed the

quality tests outlined in the Materials and Methods are included. The data on haplotype blocks is

also listed. The number of blocks and the proportion of the sequence that exists in blocks are

shown for each region. The frequencies of the Alu insertions are also provided.

Figure 1 SNP allele frequency distribution for X chromosome markers. 252 total SNPs were

examined in 154 chromosomes from a population of CEPH males. Monomorphic markers were

included.

Figure 2 Linkage disequilibrium among pairs of markers on the X chromosome. (A) Mean D'

for marker pairs spaced at varying distance. 2,043 total pairwise comparisons were made. (B)

Proportion of informative SNP pairs that display evidence for strong LD based on confidence

intervals on D'.

Figure 3 Haplotype blocks on the X chromosome compared to autosomes. (A) Haplotype

diversity for X chromosome blocks in CEPH samples and autosomal blocks in CEPH and Asian

samples. The number of common (>5%) haplotypes per block. (B) The fraction of all

chromosomes accounted for by these common haplotypes is plotted as a function of the number

of markers typed in each block.

Figure 4 Haplotype heterozygosity on the X chromosome compared to autosomes. Haplotype

heterozygosity for X chromosome and autosome blocks plotted as a function of the number of

markers typed in each block.
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Figure 5 Haplotype frequencies of inserted and uninserted chromosomes. The left side of the

region containing the Ya5NBC37 Alu insertion is described as an example of reduced haplotype

diversity in chromosomes with a recent insertion event. The ancestral and all recombinant

chromosomes are listed for the insertion chromosomes with their frequencies in our population

sample. Only 8 total chromosomes exist for the inserted chromosomes as opposed to 27 for the

uninserted chromosomes. The ancestral chromosome and regions derived from the ancestral

chromosome are shown in red. The blocks of color surrounding other portions of the

chromosomes are provided to illustrate all the differences between the recombinant

chromosomes. However, each one of these recombinants can be explained by a single

recombination event between the ancestral insertion chromosome and a common uninserted

haplotype. The most frequent uninserted haplotype is shown in blue letters and only has a

frequency of 12.1%.

Figure 6 Observed crossover events coincide with historical recombination hotspots. The region

containing the Ya5DP5 Alu insertion is described (A) The ancestral and recombinant haplotypes

for each side of the Alu insertion are listed. The minimal interval that could be determined for

each recombination event is shown as different colored boxes. All the SNPs are lined up

between (A) and (B). The table of D' values for all pairwise comparisons is shown in (B). Each

D' value is shown with its corresponding LOD score. The highest values of D' are shown as red

boxes. As the D' value gets lower, the boxes are shown as less red. White boxes represent

strong evidence for recombination between the markers. Haplotype blocks are indicated as red

lines. Green arrows point to hotspots of historical recombination. Black arrows point from the

clustered recombination events to their corresponding historical recombination hotspots.
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Table 1

YAONbUJ/
YA5DP5

YA5NBC98
YC21 RG99
YB8NBC8
YA5NBC313

23.4
72.9
72.1

Monomorphic
MonomorphIc

2
3
4

5
6

34
34
36
20
37

19
14
16
20
31

6
15
20
10
0
6

246568
227017
282042
207380
129664
277016

6.68
8.30
5.76
6.48
7.49

3
6
6

-4
3
2

I U1404O

66483
168467
53731
53731
61328

Total 198 1369687 6.92 24 525231 i 38.3

29.3
59.7
25.9
54.7
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Figure 1

SNP Allele Frequency Distribution
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Figure 4

Comparison of Haplotype Frequencies
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Figure 5

Reduced Haplotype Diversity in Insertion Chromosomes

Left Side of Region Ya5NBC37

Ancestral insertion haplotype

AMu Haplotype
insertion Frequencies
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Most Frequent Uninserted Haplotype*
TGGT T CCCAGCGCCAAT CT ACT AT T CAGT
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*1 of 27 different uninserted haplotypes
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CHAPTER 6

Perspectives and Future Directions



Looking back

The content of this thesis includes experiments that were performed as many as

seven years ago. These experiments were greatly influenced by other studies published

and the resources available during the same time periods. The development of ideas

surrounding patterns of LD and applications of LD have in many ways imprinted

themselves on the structure of this thesis. The chapters were laid out primarily in

chronological order, and the changes in ideas that occur between the chapters mimics the

changes that occurred in the field in general over the same period of time. The field has

drastically changed in the last 10 years. There has been a recent explosion in the number

of publications about LD. Only in the last year or two has the scientific community at

large begun to exploit the advantages afforded by haplotype data. We knew about the

advantages of using haplotypes to examine LD in the first experiments that I performed

in this lab, Chapter 2. At the time we saw hints of the patterns of LD that have just

recently been fully described. We saw haplotype blocks and limited haplotype diversity

within those blocks in the Finnish TCRB data. However, at the time we were not aware

of the generality of the results. Although we were aware of the proper way to perform

LD studies a long time ago, for a long while it was not possible to perform these studies

in large scale due to the lack of polymorphisms and high-throughput genotyping

technologies.

The role of resources

As described in the introduction to this thesis, in many ways the research on LD

has been guided by the availability of resources. Furthermore, the promise of LD as a

mapping tool has contributed to the debate for the creation of large-scale community

resources. When microsatellite maps were created, mapping rare monogenic diseases in

various isolated founder populations had the most success. During that time I used a

denser set of microsatellites provided by the full sequence of the TCRB region. I used

this to try to discover an association between a complex trait, multiple sclerosis, and a

candidate region. The association study turned out to be negative, but we learned a lot

about haplotypes and linkage disequilibrium. TCRB was the subject of debate at the time
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and an excellent candidate gene. Accordingly, we also learned that examining single

candidate genes one at a time probably was not going to be the most successful method

for uncovering causative factors in complex diseases.

The idea that common mutations were most likely going to play an important role

in the risk of common diseases became a focus of attention. There was a realization that

most large patient samples were ascertained for broad populations and that common

variants were not likely to be affected by moderately sized population bottlenecks.

Therefore, the focus turned to older globally diverse or broad Caucasian population

samples. SNPs became viewed as the preferable markers to work with due to a greater

abundance in the genome, a lower mutation rate more amenable to an older population,

and a presumably easier method of genotyping. However, only a small number of SNPs

had been discovered, so efforts turned to methods for discovering single nucleotide

differences. Methods such as resequencing on chips, DHPLC, and brute force

sequencing were the major focus at the time. A low resolution SNP genetic map of the

genome was created for linkage mapping studies, but was not designed to have a

sufficient density for linkage disequilibrium studies. However, high-throughput

sequencing was an available technology. Large-scale sequencing efforts were taking

place to find all common polymorphisms in huge sets of candidate genes for complex

traits. At this time, I chose to sequence a 12-kilobase portion of the X chromosome in

100 Caucasian samples in order to examine LD in a nondescript genomic region and gain

haplotype information, as described in Appendix I. The region turned out to be a

veritable SNP desert. This study foreshadowed the extremely variable levels of SNP

density in general and a low polymorphism rate on the X chromosome, especially in

Caucasian samples. In addition, the sequencing study reiterated the limitations of

studying single regions. The variability of LD in the genome dictated looking at a more

distributed and representative sample of the genome.

Pairwise LD statistics were examined for a number of single gene regions.

Extremely variable levels of LD existed even at extremely short distances. We decided

to see if this variability extended out to many regions of the genome. Although there was

not a dense SNP map at the time, we utilized a fortuitous resource that consisted of

multiple SNPs on small STSs used in the creation of the SNP genetic map. We examined
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many SNP pairs distributed throughout the genome, described in Chapter 3. We found

extremely variable and surprisingly incomplete LD even at these very short distances

where one might expect complete LD. Taken alone, this result painted a gloomy picture

and showed that even on the very limiting case LD was going to be variable.

We started to realize that an LD curve of pairwise comparisons was possibly not

the most informative data. Since the range for any one distance was so large for different

regions, applying that information to any single disease region would be extremely

difficult. What we really wanted to do is to revisit the multimarker haplotypes that

provide so much more detailed information about the structure of the genome. Haplotype

structure was examined for a few specific regions implicated in disease. Large scale SNP

discovery efforts were making progress. A dense SNP map resource made it possible to

select many regions which contained enough SNPs to examine haplotype structure in

those regions. In both the single disease regions and a large number of random regions of

the genome, a block-like structure began to emerge. Limited haplotype diversity was

evident as well. Apparent hotspots of recombination separated these blocks of limited

common haplotype diversity. These studies provided a new framework from which to

view linkage disequilibrium and the structure of the human genome and the human

population.

The role of population geneticists and demographic history

This thesis has not closely addressed the topic of human demographic history.

However, this aspect of human genetics is intimately associated with linkage

disequilibrium. More specifically, the two topics are the application of LD to mapping

human disease genes and the dissection of the history and genetic composition of the

human population. Although the focus is somewhat different, these two subjects cannot

be easily separated. It is difficult to understand the history of the human population

without discerning the shared segments of the genome. Likewise, it is impossible to

understand structure of LD in a population sample for which there is no demographic

information. Unfortunately, this reality is responsible for the fact that many experiments

were designed often had multiple goals. These goals were often intertwined and created

results that were confusing and not generally applicable. Population geneticists spent a
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great deal of their energies collecting and characterizing extremely well-defined

populations but generally did not have the resources to perform large-scale

polymorphism discovery or genotyping. Human disease gene mappers studied specific

regions in great detail and collected relatively large numbers of markers in these regions,

but mostly studied these regions in limited patient populations. It was difficult for both

groups to make general claims about the characteristics of LD. Only when researchers

began to sequence genomic regions in many individuals from a globally diverse or a

general Caucasian population sample did our understanding of the behavior of LD begin

to accelerate. These regions were largely candidate genes for complex diseases studied in

individuals who did not carry the trait, but regions were also studied that had interesting

characteristics due to selection or interesting population histories. It is difficult to collect

a globally diverse set of DNA samples which consists of trios or larger families. For this

reason, a large number of the haplotype studies that aim to characterize human population

history utilized the X chromosome in males. Population geneticists have continued to

advocate the importance of expanding LD studies to a wider range of populations. With

the accumulation of resources, more attention should become focused on the

investigation of LD in a diverse panel of individuals and tracing the pathways of human

demographic history.

Where we are now

The experiments contained in this thesis have contributed to a field of study that

has developed relatively slowly but is currently on the threshold of enormous explosion.

A large body of work from many research groups has brought the study of LD, haplotype

structure, and population variation in the human genome to a new level. The remaining

portion of this chapter is devoted to summarizing the major finding and current state of

the field as well as how these finding branch out into future directions.

Pairwise Linkage disequilbrium

Many years of experiments have brought us to the conclusion that pairwise

measures of LD have a more limited utility in describing specific underlying haplotype
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structure in the genome than originally thought. Pairwise LD is extremely variable

within and between genomic regions of any size and is very dependent on allele

frequencies and the individual population histories of the markers. However, a large

number of measurements of pairwise LD for different sized regions have been useful for

determining average levels of LD across the genome and between populations. The

average pairwise LD does show a decrease with distance as far out as 60kb, much further

than it was initially believed to be. At the other end of the spectrum, LD is much lower

than one would expect at extremely short distances where one would expect almost

complete LD. Gene conversion is the most likely explanation for this observation. So

the initial predictions, largely created by simulations and population models, differed

substantially at both extremes of detectable LD. As described in Chapter 4, observing

pairwise LD in a dense set of markers also helped to elucidate that a large part of the

genome exists in blocks of LD. However, longer haplotypes were necessary to resolve

the limits and diversity of those blocks.

Haplotype blocks and recombination hotspots

A large number of studies have now suggested the general haplotype structure

consists of segments with little historical meiotic recombination within. These blocks,

defined by clusters of common SNPs, are to be separated by regions where there are very

low levels of LD. These regions appear to be hotspots for meiotic recombination, and are

not as likely to be due to random genealogical processes or recombination events that

occurred very early in the history of the population. Haplotype blocks are around 22 kb

in length on average in Caucasians and 4-6 common haplotypes typically comprise more

than 90% of all haplotype diversity with in a block. In addition, the X chromosome does

not appear to have a longer extent of LD as may be expected. However, this observation

is not inconsistent with a model of recombination hotspots being the primary determinant

of haplotype structure in human genome.

Population information

The variation in LD between populations has only been loosely described. Broad

categories such as Caucasians, Asians, and individuals with recent African ancestry have
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been applied to population samples. Haplotype block boundaries are highly similar

between populations. Most of the specific common haplotypes are also shared among

populations, although the frequencies of these haplotypes tend to differ. Haplotype

blocks appear to be slightly smaller and more diverse on average in African or African-

American samples. A much more fine resolution of these population differences will be

achieved with the genotyping of a larger number of individuals from a more diverse

population sample. In addition, the data on haplotype blocks are inconsistent with a

constant-sized or expanding population with a uniform recombination rate. These are

attributes of many population models. More data of this type will help to solidify the

assumptions in human population history.

Abundant resources

The haplotype structure in the genome could only be resolved through genotyping

of a dense set of SNPs in a large number of regions. The three main resources that have

developed rapidly in recent years are large-scale SNP discovery, genome sequencing, and

high-throughput genotyping technologies. Over 2 million SNPs have been discovered

and are rapidly being mapped as the complete human genome sequence is constructed.

We now have the ability to genotype approximately 50,000 genotypes a day, and that

number will be readily increased by scaling up as well as new technologies. These

advances will continue to propel our understanding haplotype structure and population

history.

The Road Ahead

Haplotype blocks and a LD/haplotype map of the human genome

A great deal of progress has been made in our understanding of the patterns of

linkage disequilibrium. However, as is normal for a major discovery and a paradigm

shift in a field, more questions have been raised than answered. A few key issues remain.

One of the major issues is how to define a haplotype block. LD can occasionally fall off

within a block. A block definition is not only important in terms of describing the

biology of haplotype structure, but also on a practical level on the relationship between
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SNPs and which SNPs would be best to use in disease mapping studies. How frequent in

the population does the block have to be and how are will the boundaries be defined.

Defining the boundaries can obviously be resolved by using an even more dense set of

SNPs. Currently, there are specific thresholds used to determine whether a region is a

"block" or not. But I don't believe that a binary categorization is the proper solution.

Just in the way that there is variation in LD for pairs of markers, there will be variation

between properties of haplotype blocks. I believe there should be a block scoring system

instead of a specific cutoff for being a block. A variable rating would better describe the

underlying biology. A value of one would be a perfect block with no within-block

recombination and a value of zero would be a perfect hotspot, no haplotypes extending

past the hotspot. There would be a mean block rating for all the blocks combined, and

then cutoffs could be determined based on the rating. I believe that would be the most

useful information for researchers who want to use the information to map disease genes.

However, this reveals the issue that the best definition may depend on the application.

A haplotype map of the whole genome would prove to be a valuable resource for

both the study of human complex traits and human demographic history. Such a resource

would require genotyping at least a million SNPs and cataloging the variability of block

structure, extent of LD, and haplotype diversity for most of the genome. For disease

studies, it would be useful to have the haplotype structure of a region implicated in the

disease already assessed before fine-mapping in a patient population. An initial survey of

haplotype diversity can give clues about whether or not the characteristics of the region

are consistent with those of the disease. A more in-depth examination of haplotype block

would also reveal whether or not the boundaries correlate with boundaries of genes. Are

shared ancestral segments of the genome the most fundamental unit? Is there a functional

difference between very small blocks and extremely long blocks? This may simply

represent random genealogical processes, but blocks may also represent a unit of

selection. The prospect of addressing all these questions makes it apparent that

expanding the scope of haplotype data to the entire genome is an important next stage.

SNPs as haplotype surrogates for simplifying complex traits mapping
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In addition to the advantage of pre-characterized genomic regions, a haplotype

map of the genome can also significantly reduce the amount of work that an individual

researcher would have to do to map a complex trait. The simplicity of haplotype

variation in the blocks will significantly increase the power of association studies, thus

reducing required sample sizes. Different sets of SNPs within a "perfect" block are

essentially equivalent representatives of that portion of the genome. Therefore it is

possible to use only the minimum number of SNPs that uniquely define a block as a

surrogate for the total haplotype information in a genomic region. This "haplotype

tagging" method may increase the likelihood that whole genome searches for LD could

be performed. A great deal of time was spent in the field debating about the density of

markers necessary to cover the genome adequately for LD mapping. Using haplotype

tags will not only reduce the number of markers needed, but more importantly will help

ensure that the proper SNPs are used to comprehensively test all independent regions of

the genome.

Understanding the structure of human populations and forces that shape LD

As the sequence of the human genome is completed and a large fraction of the

common variation in human population is discovered, the most logical next step is to

resolve the subsequent levels of population variation. Examining haplotype structure in

broad population categories for the whole genome is the most feasible. This may prove

to be very close to a sufficient resource in terms of many of the goals for understanding

human disease. However, many other questions can be addressed by also focusing on

fine scale demographic history and population differences. The issue of isolated founder

populations can also be revisited. Do isolated founder populations hold the advantage of

greater homogeneity for common haplotypes? This debate has not been entirely settled.

By describing the haplotype variation for many different populations, it may eventually

be possible to use information from disease studies and specific haplotype information

from a population to immediately gain insight on whether or not a particular set of

mutations plays a role in the disease etiology in that particular population

The subject of Chapter 5 included experiments on recombination distribution.

Using the resources that have been created, we can perform further experiments to
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elucidate the forces that have created the observed patterns of diversity, such as

population substructure, recombination hotspots, and gene conversion. In Chapter 5, we

used recent Alu insertion events as a method to more closely examine the history of

recombination. It may be possible to generalize this method by looking at very well

defined common haplotype blocks as a unique event in the history of a population. It

may be possible to discern specific recombination events using this method.

Analysis tools

Finally, perhaps most importantly, methods for analysis need to advance in step

with the accumulation of data. Methods need to be developed to perform the most

efficient tests of association between haplotypes and a disease. By using haplotype

blocks instead of individual markers in a specific region with association or transmission

disequilibrium tests it is possible to obtain a more accurate picture of the breakdown of

LD around a mutation. However, for a systematic search across the genome, it will be

necessary to perform the minimum number of statistical tests in order to increase the

likelihood of observing any significant result. It will also be necessary to create tools that

will identify the best SNPs to use as haplotype tags. Analysis tools for identifying blocks

and discerning the proper thresholds to use also need to be developed.

Our understanding of LD has both expanded and defined the limits of genetic

mapping. In a way, the study of LD has come full circle. The earliest experiments were

performed to understand for LD its own sake. Only later was it explored and exploited as

a tool for mapping disease mutations. Currently, we have come back to designing

experiments simply to understand how the patterns arose. However the patterns of LD

are utilized in the future, it will continue to gain attention as an invaluable field of study

for medical genetics.
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Nucleotide Diversity on the X Chromosomes
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Contributions: I was responsible for the conception of the idea for this study, the
experimental design, all of the data collection, and all of the data processing and analysis.



Overview and Study Design

The initial goal of this study was to use the X chromosome as a way to examine

the extent of linkage disequilibrium. In addition, we sought to exploit the hemizygosity

of males to isolate unambiguous haplotypes. It was unclear whether or not a region 12 kb

in size would represent the limit of detectable LD in general population. Currently we

know from a variety of studies that LD can be seen at much further distances in human

population, especially in the Caucasian population. At the time that this experiment was

performed very few studies existed which examined nucleotide diversity and the

properties of linkage disequilibrium over large contiguous segments of the genome, only

one of which examined the X chromosome (Clark et al., 1998; Kaessmann et al., 1999;

Rieder et al., 1999). The surprising result of very high nucleotide diversity and low

disequilibrium from the lipoprotein lipase (LPL) study indicated that the 9.7 kb of

sequence of the LPL gene may be an outlier as opposed to representing the norm for a

gene or a genomic region, and further investigation was necessary. There existed many

questions that pertained to study design. How should the markers be spaced? Should

only high frequency polymorphisms be examined? What is the size of the genomic

regions that should be analyzed? Since the diversity in the LPL gene was so high and the

level of LD so low even over very short distances, it did not yield much information to

help elucidate any strategy for designing LD studies. Based on this, we decided to

duplicate the scale of the LPL study on a genomic locus on the X chromosome.

The X chromosome was chosen for the reason that haplotype information can be

obtained by simply sequencing in males, who are hemizygous for the X, and alleviates

the problems inherent in scoring heterozygous sites in sequence data. In order to isolate a

number of polymorphisms with which to study LD, we chose to sequence both strands of

a contiguous 12 kb region in 100 Caucasian males, 20 of which were Finnish for

comparison with an isolated founder population. The region was amplified as twenty-

four overlapping 700 base-pair fragments in each individual and then dye-primer

sequencing was performed in both directions. A genomic segment was selected which

was devoid of genes, the idea being that there would be less chance for selection in this

region, which would could add a confounding factor to analysis. In addition, the region
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had a typical GC content of 42% and a typical density of repeats. There is only one other

study of extended regions on X chromosome and the purpose of that study was not to

look at LD but to address issues pertaining to human population origins and history

(Kaessmann et al., 1999).

In population genetic models, the key parameter affecting the balance between

mutation and random genetic drift is 3Neg, for the X chromosome (4Nep for the rest of

the nuclear genome). Ne is the effective population size and g is the mutation rate per

nucleotide. Under the neutral theory and infinite sites model, this parameter represents

the rate at which these processes of mutation and drift generate and maintain variation in

genomic DNA sequence in the absence of the effect of natural selection (Kimura, 1983).

The parameter 3Neg is related, under equilbrium, to two commonly used measures of

nucleotide variation, 0 and 7r. 0 is based on the proportion of segregating sites in a

sample per nucleotide, and 7r is the average heterozygosity per site, which is based on the

average number of nucleotide differences between two sequences randomly drawn from a

sample - the probability that a site will be heterozygous in an individual in a randomly

mating population. The values of 0 and n are expected to be equal in a population under

the infinite sites model. A formal comparison of these two measures, the statistic D, was

introduced by Tajima (Tajima, 1989). If the value of the "Tajima's D" statistic is

significant, then the null hypothesis of neutrality can be rejected.

Results and Discussion

The results of resequencing the 12 kb region over 100 indivduals were striking.

We found only 9 variant sites, with the highest allele frequency being .07, and with most

variant alleles present in only one individual (Table 1). Based on current estimated

values of 0 in humans and the fact that the X chromosome has of the effective

population size of the rest of the genome, we would have expected to see on the order of

19 polymorphisms. The corresponding value of nucleotide variation for this region was

0=1.57x0O4 , one-third of other estimates of 0 in the human genome (Cargill et al., 1999;

Halushka et al., 1999; Li and Sadler, 1991; Wang et al., 1998) and on the very low end of

existing X chromosome estimates (Nachman et al., 1998). More surprisingly, the
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estimate of heterozygosity for this region was extremely low - both in absolute terms and

relative to 0. Specifically, ic=3.52x10-5, around one fifth of the value of 0 (Table 2).

Taking into account the effective population size of the X chromosome, the value of n is

almost an order of magnitude smaller than the current estimate for the human genome.

The extreme difference between 7r and 0 yielded a Tajima's D = -1.91, which is

significant enough to reject the assumption of neutrality. So, a region that was initially

chosen because it seemed unlikely to be the target of selective pressure appears to be

inconsistent with the neutral hypothesis.

With such a paltry collection of polymorphisms in the region, it is impossible to

examine LD. Low diversity does not necessarily imply a high level of LD. The results

suggest that a better strategy would be to screen many more regions. Several regions

could then be examined in great detail. We need to identify regions of sufficient diversity

before it is possible to perform a detailed study of LD in those specific regions.

Performing detailed studies region by region until one with the proper characteristics

surfaces is an extremely cumbersome and inefficient scheme to follow.

The results of this initial study of an X chromosome region prompted us to

consider whether or not that region was odd, or was that the norm for the X. In addition,

do the estimates of nucleotide variability for the X chromosome differ from other regions

of the genome? A number of subsequent studies of the X chromosome have shown an

extremely low level of polymorphism on the X chromosome consistent with our results.

It is interesting that the original goal of this to see if the LPL gene was an extreme case of

high nucleotide diversity and low LD, but in fact we identified a region on the other end

of spectrum. This highlights the extreme variation from region to region that has now

been seen in a large number of studies.
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Table 1 Summary of discovered polymorphisms
The PCR assays which were sequenced are listed as the GE numbers. The SNP

type and location within the assay are listed. F represents a Finnish individual and C
represents an individual described as Caucasian. Some repeat polymorphisms are listed
that were discovered in the assays. SNPs that were additionally discovered by the
method of DHPLC are marked by an X.

Table 2 Calculation of the observed heterozygosity per base pair (iC)
The allele frequencies and nucleotide heterozygosities are calculated for each

assay. The bottom number represents the overall calculation for all the sequence which is
the sum divided by the total amount of sequence in base pairs.
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Table 1 Summary of Discovered Polymorphisms

ASSAY SNPs VARIANT INDIVIDUALS COMMENTS DHPLC discovered SNP
GE1389 724 G/A F1R, F11FR, F16FR, C31R, C32FR, C33F, C54FR XXX
GE1390 none

GE1391 711 C/A C61 FR

GE1393 none

GE1394 576 T/G C31FR
GE1395 none CA repeat -polymorphic
GE1396 none X
GE1397 484 T/A C61R X
GE1398 655 G/C C62FR

GE1399 none

GE1400 none

GE1401 none

GE1402 none CA repeat - no read-through
GE1403 none x
GE1405 699 A/* C56FR
GE1406 none

GE1407 none x
GE1408 none

GE1409 none

GE1410 none X
GE1411 none

GE1412 none

GE1413 162 G/A C51F
GE1414 324 G/A C9FR, C10FR, C43FR, C58R, C59FR PolyT - no read-through

490 G/A C5FR, C39FR
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Table 2 Calculation of Nucleotide Heterozygosity

Allele
Polymorphism frequency

GE1389 0.07
GE1391 0.01
GE1394 0.01
GE1397 0.01
GE1398 0.01
GE1405 0.01
GE1413 0.01

GE1414a 0.05
GE1414b 0.02

Nucleotide
heterozygosity

0.13
0.02
0.02
0.02
0.02
0.02
0.02
0.10
0.04
0.39

7[ = 3.52E-05
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Appendix II

Supplemental Data to Chapter 3

Distribution of Pairwise Linkage Disequilibrium and

Sampling Issues

Authors and contributions are the same as for Chapter 3.



Distribution of Pairwise Linkage Disequilibrium

This appendix serves to provide additional data that was not included in the

publication represented by Chapter 3. Chapter 3 focused mainly on observed and

expected obligate recombination events, or Rm. To briefly review, we studied 103 STSs

that contained 325 SNPs in a globally diverse population sample. These SNPs were very

closely linked, with the average distance between SNPs being 124 base pairs. Traditional

measurements of LD reflect departures of two-locus haplotype frequencies from unlinked

expectations were not included in the publication because they are not sensitive to

detecting small departures from complete LD and are sensitive to allele frequency. This

Appendix presents the LD distribution and some of the consequences that allele

frequencies have on LD statistics.

We initially examined the distribution of pairwise linkage disequilbirum using d2

as a measurement of LD. This distribution is shown in (Figure 1). Given the views on

the history of the the human population, pairs of SNPs spaced at very short intervals are

expected to exist in complete LD. However, various published results exhibit a large

range of LD even at very short distances. In this sample of loci distributed throughout

the genome, we observed a large range of LD. It is evident that many of the values

indicate near-complete LD, but even at these short distances, some markers behave as if

unlinked. In this analysis, we only included markers with a minor allele frequency >0.25.

The rationale for this subdivision of the data lies in what was observed when we looked

at comparisons between unlinked markers.

Allele Frequency Affects Measurement of Linkage Diseiuilibrium

We wanted to observe the behavior of this LD statistic in the limiting case where

we would expect no LD due to physical linkage. We used the exact same SNPs as the

linked data, except the SNPs are compared between the different loci instead of within

loci, so there many more possible pairwise comparisons. Figure 2 illustrates actual and

simulated data plotted adjacent to each other. Simulations were performed using the

actual allele frequencies of the markers but with varying numbers of simulated

chromosomes. In our study we collected data for 92 chromosomes. The blue curve

represents simulated data for a sample size equivalent to what we used in the actual data.
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It is evident that a large number of aberrantly high values of d2 are present in a sample

size of 92 as opposed to a larger sample size of 1000 represented by the green

distribution. The red curve demonstrates the effect of including only markers with higher

minor allele frequencies. By looking at markers with a minor allele frequency greater

than 0.25, one can largely avoid the sampling problems due to small numbers. The actual

data is plotted in the black curve. These data also include markers with a minor allele

frequency greater than 0.25. There is a similar effect, but there are still a number of

observations showing higher levels of LD. This may be due to a small amount of

admixture. The significant number of observations with d2 between 0.1 and 0.25 in

unlinked markers suggests that care should be taken when evaluating those levels of LD

as significant in linked data sets, especially when employing small sample sizes or rare

alleles. We observe this effect of allele frequency in both the unlinked and the linked

data (Figure 3). In the case of unlinked markers, the inacccuracy produces an

overestimate of d2 for low allele frequencies, and in the case of linked markers the value

of d2 tends to be underestimated as lower allele frequencies are included.
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Figure 1 Distribution of Pairwise Linkage Disequilibrium
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Figure 2 d2 Provides a Biased Estimate of Linkage Disequilibrium due

to Small Sample Size
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Figure 3 Linkage Disequilibrium as a Function of Allele Frequency

Mean d2

All alleles

MAF> .1

MAF >.2

MAF > .3

Linked Pairs

.35 ±

.55 ±

.65 ±

.74 ±

.39

.39

.34

.29

Unlinked Pairs

.040 ±.083

.028 ±.039

.027 ±.036

.026 ±.035
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Summary

A method of historical inference that accounts for ascertainment bias is developed and

applied to single nucleotide polymorphism (SNP) data in humans. The data consist of 95

short fragments of the genome which were selected from three recent SNP surveys to

contain at least two polymorphisms in their respective ascertainment samples, and which

were then fully resequenced in 47 globally-distributed individuals. Ascertainment bias is

the deviation, from what would be observed in a random sample, caused by discovering

polymorphisms in small samples or by selecting loci based on levels or patterns of

polymorphism. The three SNP surveys from which the present data were derived differ in

their protocols for ascertainment and in the size of the samples used for discovery. We

implemented a Monte Carlo maximum likelihood method to fit a subdivided population

model which includes a possible change in effective size at some time in the past.

Incorrectly assuming that ascertainment bias does not exist causes errors in inference,

affecting both estimates of migration rates and historical changes in size. Migration rates

are overestimated when ascertainment bias is ignored. However, the direction of error in

inferences about changes in effective population size (whether the population is inferred to

be shrinking or growing) depends on whether the numbers of SNPs per fragment or the

SNP allele frequencies are analyzed. We use the acronym SDL for SNP-Discovered Locus

in recognition of the genomic discovery-context of SNPs. When ascertainment bias is

modeled fully, both the numbers SNPs per SDL and their allele frequencies support a

scenario of growth in effective size in the context of a subdivided population. If subdivision

is ignored, however, the hypothesis of constant effective population size cannot be rejected.

An important conclusion of this work is that SNP data are useful in demographic or other

studies only to the extent that their ascertainment can be modeled.
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Introduction

Single nucleotide polymorphisms, or SNPs, are the markers of choice for studies of both

linkage and historical demography. This is due to the relative abundance of SNPs in the

human genome compared with other types of polymorphisms, the efficiency with which

they can be assayed, and the ease with which they can be analyzed using the tools of

population genetics. It is typically assumed that each SNP is the result of a single

mutation event and that different SNPs segregate independently of one another. These

assumptions are probably correct much of the time. Then, it is the allele frequencies at

SNPs and the distribution of the polymorphisms among sub-populations which can tell us

about demographic history. However, SNPs are discovered, and later genotyped, using

primer pairs which amplify short fragments of the genome rather than single sites. We refer

to these SNP-Discovered Loci as SDLs. Some proportion of SDLs will be found to contain

multiple SNPs, especially as the sample sizes from human populations increase. This

represents an opportunity to garner more information from polymorphism data, namely

the numbers of SNPs per SDL and their joint frequencies in a sample.

The SDL context of SNPs also has important implications for correcting

ascertainment bias. The data analyzed below are derived from SDLs discovered in three

recent SNP surveys: Wang et al. (1998), Cargill et al. (1999), and Altshuler et al. (2000).

The first two reported SDLs which had at least one SNP segregating in a relatively small,

geographically-restricted sample and a relatively large, globally-distributed sample,

respectively. The third study found polymorphisms in a relatively small,

globally-distributed sample, but also introduced a new SNP-discovery protocol, called

reduced representation shotgun sequencing, in which it is necessary to impose an upper

bound on the number of SNPs per SDL. A large fraction of the 1.42 million SNPs in the

high-density SNP map reported recently were discovered using a modified version of this

method (The International SNP Map Working Group 2001). In some applications it will be
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necessary to model this discovery process. In addition, all of the SDLs studied here contain

multiple SNPs because they were originally chosen for a study of genome-wide patterns of

linkage disequilibrium (Ardlie et al. 2001) to have at least two SNPs segregating in their

respective ascertainment samples. We show that there is substantial information about

population history both in the numbers of SNPs per SDL and in the allele frequencies of

SNPs. However, the mark of ascertainment bias is different for these two kinds of data. In

order to correct properly for ascertainment bias, it is necessary to know the full pattern of

polymorphism discovered at an SDL, even if only a single SNP is typed in a later study.

We are concerned with two aspects of human historical demography: population

subdivision and changes in effective size over time. Although the human population may

be less structured than that of chimpanzees and other close relatives (Kaessmann et al.

1999), it is clear that subdivision has played a role in shaping human polymorphism. There

is less agreement about the pattern of changes in the human effective population size

(Hawks et al. 2000). The early reports of mitochondrial DNA diversity seemed to indicate

a recent large increase in effective size (Cann et al. 1987; Vigilant et al. 1991). When

nuclear data became available, the first few data sets appeared to contradict this, showing

instead a pattern consistent with a decrease in effective size rather than an increase (Hey

1997). This conclusion was based in part on deviations from the expected frequency

distribution of polymorphic sites. Deviations in the frequency spectrum are summarized by

Tajima's (1989) statistic, D, which tends to be negative when the effective size of a

population increases and positive in when it decreases. A recent survey of available nuclear

loci (Przeworski et al. 2000) showed a broad range of D values and concluded that neither

a constant effective size nor long-term exponential growth could explain the pattern. Two

more recent reports suggests a stronger signature of growth (Stephens et al. 2001; Yu et al.

2001). While humans have certainly increased in number and we might expect to find

genetic evidence of this, it is important to keep in mind that census size is not the only
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determinant of effective size. In a subdivided population, changes in the rate and pattern

of migration can mimic, or obscure, a signature of growth because the effective size of a

population is inversely proportional to the migration rate (Wright 1943; Nei & Takahata

1993) and depends on the pattern of migration across the population (Wakeley 2001).

Before describing our model and the effects of ascertainment bias on historical

inference, some background for a simpler model is helpful. Expectations about patterns of

polymorphism are typically based on the coalescent (Kingman 1982; Hudson 1983a; Tajima

1983), a stochastic model which describes the genealogical history of a sample of DNA

sequences. In this model, it is assumed that a sample of size n is taken without

replacement and, importantly, without regard to variation in the population. It is also

assumed that the population has been of constant effective size over time and not subject

to current or historical subdivision. Variation at the genetic locus under study is assumed

not to be affected by selection, either directly, or indirectly through linkage to other loci.

The standard model also assumes that there is no intra-locus recombination. If these

assumptions hold for a sample of DNA sequences from some population, the genealogy of

the sample will be a randomly-bifurcating tree with exactly n - 1 coalescent nodes like the

one shown in figure 1. Further, the time during which there were exactly k lineages is

exponentially distributed with mean

2
E(tk) - k(k - 1) (1)

(Watterson 1975; Kingman 1982). These times, tk, are measured in units of 2Ne

generations, where N, is the inbreeding effective size of the population. Equation (1) show

that the expected value of tk is larger when k is smaller, i.e. for the more ancient coalescent

intervals in the genealogy. The relative branch lengths in the genealogy in figure 1 are

those expected from (1).

All the standard predictions of the coalescent, for example in Tavare (1984), follow

IIII
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from the two basic results described above: the random-bifurcating structure of genealogies

and the exponentially-distributed times to common ancestor events. However, predictions

about what should be observed in a sample of genetic data are different depending on the

mutation process at the locus under consideration. When the rates of mutation and

recombination per site are very low, the infinite sites mutation model without intra-locus

recombination is appropriate (Watterson 1975). We use this model below, and exclude the

SDLs which show direct evidence of either multiple mutations, recombination, or gene

conversion (Ardlie et al. 2001). Under the infinite sites model, there is a one-to-one

correspondence between mutations and polymorphic sites in a sample. Considering the

genealogy, this means that a polymorphic site which is segregating at frequency i/n in the

sample must be the result of a mutation that occurred on a branch of the genealogy which

partitions the tips of the tree into two sets, one of size i and one of size n - i. The number

of mutations that occur on a branch of length T is Poisson distributed with mean T10/2,

where 1 is the length in bp of the locus or SDL, 9 is equal to 4Nu, and u is the neutral

mutation rate per bp per generation.

Inferences about the demographic history of populations are often made by comparing

observed data, such as SNP data, to the following prediction of the standard coalescent

model with infinite-sites mutation: the expected number of segregating sites at which one

base is present in i copies and the other is present in n - i copies in a sample is equal to

1 
(2E = l( -+ . /(1 +64,n ) (2)

(Tajima 1989; Fu 1995). Because the ancestral state is typically unknown, i ranges from

one to [n/2], where [n/2] is the largest integer less than or equal to n/2. Thus, E(qi) is the

sum of two terms, the expectation for a mutant site pattern, i, and for its complement,

n - i. To avoid counting the same pattern twice, it must be corrected for the case i = n - i

using Kronecker's 6, which is equal to one if i = n - i, and zero otherwise. Equation (2)
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specifies that singleton polymorphisms (i = 1) should be the most abundant, and that the

numbers of other kinds of polymorphisms should fall off in a characteristic manner as i

increases. If the polymorphic site frequencies in a dataset deviate significantly from this

prediction, one or more of the assumptions of the model must be incorrect. Tajima's (1989)

D, and the statistics proposed by Fu and Li (1993), will detect deviations in two directions:

either too few low-frequency sites, or too many. Figure 2 plots the distributions of Tajimas

D among SDLs for the three datasets studied here, and shows that D tends to be positive

in two of them. This is the result of an excess of middle-frequency polymorphisms, which

we show below is due to ascertainment bias in these two datasets.

Every SDL and SNP has an associated ascertainment sample, the sample in which it

was originally discovered. In fact, this is true of any genetic marker. Subsequent

genotyping of SNPs is done with different, typically much larger, data samples which may

or may not overlap with the ascertainment sample. There are three kinds of samples in this

context: samples which are included in the ascertainment study but not in a later data set,

samples which are included in both the ascertainment study and a later data set, and

samples which are included in a later data set but were not part of the original discovery

study. We will refer to the numbers of these ascertainment-only samples, overlap samples,

and data-only samples as nA, no, and nD, respectively. In total, the ascertainment sample

is of size nA + no and the data sample is of size nD + no. Because the chance that a SNP

will be segregating in a small ascertainment sample is higher for middle-frequency

polymorphisms than it is for low-frequency polymorphisms, the counts of the two bases

segregating in later data samples will tend more toward the middle frequencies than the

expectation for random sample given by equation (2). This effect will be exacerbated if a

frequency cutoff is used before a SNP is recognized in the ascertainment sample. The bias

in frequencies which results from initial screening in a small sample has been described

before in other contexts (Ewens et al. 1981; Sherry et al. 1997), and its importance for

"i- I&I I - I- a = I " / . I -- - I - _- -1-- -__ --- __- - - - - -64
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human SNPs has recently been emphasized (Nielsen 2000; Kuhner et al. 2000).

Here we describe two further aspects of ascertainment bias: the consequences of

choosing uncharacteristically polymorphic loci and the effects of ascertainment bias on the

distribution of the number of SNPs per SDL. We are concerned with these phenomena

because the data considered here were selected to have at least two SNPs per SDL in the

ascertainment sample (Ardlie et al. 2001) and because some of our analyses depend on the

distribution of the number of SNPs per SDL. Figures 3 and 4 display simulation results of

ascertainment bias under the standard coalescent model. In both figure 3 and figure 4,

1 = 400 bp long SDLs were simulated with 0 = 0.0005 per bp, and a data sample size of

nD= 10 was assumed. Using Watterson's (1975) result, which is equivalent to the sum of

(2) over all i, we find that the expected number of SNPs per SDL, S, is equal to 0.566.

Figure 3 shows that the SNP allele frequencies are skewed toward the middle frequencies

both (a) when SDLs are required to have SNPs segregating in small ascertainment samples,

and (b) when SDLs are selected to contain multiple SNPs. The effect is stronger in the

former case than in the latter, but should not be ignored in either case.

The effect shown in figure 3(a) is fairly well known, and follows directly from sampling

considerations. It has important consequences for the distribution of mutations over the

genealogy of the sample. Mutations which occur during the most recent coalescent interval,

tn, can only be singletons, but mutations which occur on the deeper branches in the

genealogy can be segregating at higher frequencies. Thus, by preferentially gathering

middle frequency SNPs, more-or-less directly as in figure 3(a), we are also selecting older

mutations. The reason this effect is also seen in 3(b), when SDLs are chosen to be highly

polymorphic, is that much of the variation in the total length of the genealogy, and thus in

the number of SNPs per SDL, is attributable to variation in the length of the longest and

most ancient coalescent interval, t2 . Mutations which occur during this interval can be

segregating at any frequency in the sample, and thus tend more toward the middle
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frequencies than recent mutations.

Figure 4 shows the effects of these same ascertainment processes on one aspect of the

distribution of the number of SNPs per SDL: the coefficient of variation of S. Both (a)

using smaller ascertainment samples for discovery, and (b) imposing a cutoff for the

number of SNPs per SDL cause the coefficient of variation to be smaller than would be

observed in a random sample. Imposing a lower bound on S causes this directly, but it is

less obvious why the same thing occurs when higher-frequency polymorphisms are selected.

Again, the answer is in the placement of the mutations on the genealogy. Using the

exponential distribution with mean (1) and considering the Poisson(l9/2) mutation

process, it is easy to show that the coefficient of variation of the number of segregating

sites at a locus which descend from mutations which occurred during coalescent interval,

tk, is equal to (v/k - 1 + 0)/9, and is thus smaller for more ancient mutations. It is

important to separately consider the effects of ascertainment on the numbers of SNPs per

SDL and on the allele frequencies because the consequences for historical inference are

different for the two types of data. For example, extreme population growth is known to

make sample genealogies star-shaped (Slatkin & Hudson 1991). This results in an excess of

singleton polymorphisms due to long external branches, but it also decreases variation in S

because most genealogies will tend to be the same size. The effects of milder growth are in

this same direction. Population decline reverses these effects, producing an excess of

middle-frequency polymorphisms and increasing variation in S among loci. If

ascertainment bias is ignored, an analysis of frequency spectra would point towards a

shrinking population while an analysis of numbers of SNPs would indicate an expanding

population, even though the truth may be that the population has not changed in size.

Materials and Methods

Ascertainment of SDLs

NOW - 1, _61 m 11, ._11_1 - , 1 ___ _ _
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Ardlie et al. (2001) analyzed 106 SDLs chosen from three recent SNP surveys (Wang

et al. 1998; Cargill et al. 1999; Altshuler et al. 2000). These were selected on the basis of

their having at least two SNPs segregating in the samples used for discovery, and were then

fully resequenced in a sample of forty-seven globally-distributed individuals. Consult Ardlie

et al. (2001) for a description of these samples. We refer here to the SDLs derived from

Wang et al. (1998), Cargill et al. (1999), and Altshuler et al. (2000), as datasets 1, 2, and

3, respectively. Individuals were partitioned into demes, or subpopulations, mostly on the

basis of geographic origin, but with some attention to ethnic identity within localities.

Table 1 lists these demes and gives the data-only, overlap, and ascertainment-only sample

sizes for each dataset. Sample sizes are numbers of chromosomes rather than diploid

individuals. The number of chromosomes listed for the CEPH Utah pedigree in dataset 1

(Wang et al. 1998) is odd because the ascertainment sample in that study included a

maternal grandmother and her son from family number 1331 (GM07340 and GM07057).

The 106 SDLs studied in Ardlie et al. (2001) included forty-one from the study of

Wang et al. (1998), twenty-nine from Cargill et al. (1999), and thirty-six from Altshuler et

al. (2000). We excluded four of these SDLs, all from dataset 3, because they were found to

have fewer than two SNPs in the ascertainment sample when they were resequenced, and

thus did not fit our model of ascertainment bias. In addition, seventeen SDLs were

removed - seven from dataset 1, four from dataset 2, and six from dataset 3 - because they

showed direct evidence of either recombination or gene conversion (6 SDLs) or of multiple

mutations (11 SDLs) (Ardlie et al. 2001). Finally, we excluded one SDL from dataset 3

because it mapped to the X chromosome, and thus has a different effective population size

and possibly a different migration pattern than the autosomal SDLs. We also ran all of the

analyses with these SDLs included and the results were the same. In sum, our dataset 1

contains thirty-four SDLs and datasets 2 and 3 each contain twenty-five SDLs, all of which

appear to fit both our model for ascertainment and the infinite-sites mutation model
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without recombination or gene conversion.

The SDLs in dataset 3, which were discovered using the method described in Altshuler

et al. (2000), must be treated differently than those in datasets 1 and 2. In this case, the

ascertainment sample for each SDL is not identical to the nA + no samples listed in table

1, but rather is a random sample of these taken with replacement. The sizes of these

random samples are the "clique sizes" of Altshuler et al. (2000). However, they are not the

final ones reported in that paper because the SDLs studied here and in Ardlie et al. (2001)

were selected prior to the completion of that study. These clique sizes differ among SDLs,

and range from two to six with a mean of three. In order to exclude multi-copy sequences,

Altshuler et al. (2000) imposed an upper bound of no more than one SNP per one-hundred

bp in a SDL. Thus, in addition to the lower bound of two SNPs, which is true for all three

datasets, when analyze dataset 3 we must include an upper bound on the number of SNPs

per SDL in the ascertainment sample and take into account the subsampling of the

ascertainment sample to form cliques.

A Model of Historical Demography

We used the subdivided population model recently described by Wakeley (2001). This

is a generalized version of Wright's (1931) island model, in which the sizes of demes (N),

the contributions of each deme to the migrant pool (a), and in the fraction of each deme

that is replaced by migrants every generation (m) vary across the population. It is

assumed that the number of demes in the population is large relative to the size of the

sample under study. Simulation results indicate that the number of demes need only be

three or four times the sample size for the large-number-of-demes approximations to hold

(Wakeley 1998). The parameters which determine the pattern of genetic variation in a

sample are M = 2Nm for each sampled deme and 0 = 4Neu, where N, is the effective size

of the entire population and u is the neutral mutation rate at a locus. The effective size of

the population depends on the total number of demes, and the distributions of N, a, and
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m among demes. It is important to note that 0 in this model is the expected number of

nucleotide differences for a pair of sequences from different demes. This is a consequence of

their being a large number of demes; a randomly chosen pair will almost never be from the

same deme.

As in Wakeley (1999) we allow for the possibility of a single, abrupt change in effective

size at some time in the past. This could be the result of a change in the total population

size, but it could also be caused by changes in the relative sizes of demes, in the relative

contributions to the migrant pool, or in the backward migration rates (Wakeley 2001). The

large-number-of-demes model is characterized by a short, recent "scattering" phase and a

longer, more ancient "collecting" phase (Wakeley 1999). The scattering phase is a

stochastic sample-size adjustment which accounts for the tendency of samples from the

same deme to be more closely related than samples from different demes. The collecting

phase is a Kingman-type coalescent process with effective size Ne. The ancestry of a

sample can be described analytically, but is easily simulated and we take this route in

modeling ascertainment bias. Genealogies are simulated as follows. First, the scattering

phase is performed for each deme's sample using the "Chinese-restaurant" process (Arratia

et al. 1992). This is one of several stochastic processes known to produce Ewens' (1972)

distribution, which is the appropriate model for the numbers of descendants of the lineages

from each deme which enter the collecting phase (Wakeley 1999). Then, conditional on

this, the collecting phase for the remaining lineages is a coalescent process, but with a

change in effective size at some time in the past. Observed data will depend on Mi,

1 < i < d, which are the values of 2Nm for each of the d sampled demes, as well as on 0.

They will also depend on Q = NeA/Ne, the ratio of the ancestral effective size to the

current effective size, and on T = t/(2Ne), the time in the past at which the change in

effective population size occurred, measured in units of 2Ne generations.

Methods of Ancestral Inference
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The data have the following structure at each SDL. There are some number of

data-only SNPs, SD, and some number of overlap SNPs, So. The other possible type of

SNP, ones which were segregating in the ascertainment sample but not in the data sample,

SA, are not directly observed. However, we do have some information about these which we

must take into account when we condition on ascertainment. Namely, the sum SA + So

must be greater than or equal to two for the SDL to have been selected (Ardlie et al.

2001). For datasets 1 and 2, SA + So > 2 must be true for the ascertainment sample of

nA + no chromosomes listed in table 1. For dataset 3, it must be true in a randomly-chosen

ascertainment sample of some smaller size ("clique size"; see above). In addition, for

dataset 3 we must also impose the upper bound: SA + So < Z, where Z = [1/100], i.e. that

there is no more than one SNP per one hundred bp (Altshuler et al. 2000).

The three categories of SNPs - SD, So, and SA- are mutually exclusive. Thus,

under the infinite sites model, they are generated via mutation on non-overlapping sets of

branches in the genealogy of the sample. Figure 1 shows one possible realization of such a

genealogy with nD = no = nA= 3, and distinguishes the three possible kinds of branches.

Let TD be the sum of all the solid branches, To be the sum of all the short-dashed

branches, and TA be the sum of all the long-dashed branches in the genealogy. Every

branch in the genealogy must fall into one of these three categories. Given these values, the

numbers of polymorphisms, SD, So, and SA, are mutually-independent and

Poisson-distributed with parameters TDO/2, ToO/2, and TAO/2, respectively. Our analyses

depend on this because we calculate likelihoods and other quantities by conditioning on the

genealogy of the sample, and averaging values over many simulated genealogies.

In addition to SD and So (and SA), the full data include the joints frequencies of

SNPs among demes and the linkage patterns between SNPs within each SDL. We would
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like to use this information to make inferences about the parameters of the model:

Q = {,Q,T,M} (3)

where M = {M1 , M 2, ... , M2o}. We are most interested in inferences about Q and T, and

treat M and 0 as nuisance parameters. Ideally, we would like to base our inferences upon

Pr{DatajQ, asc}, the likelihood of the full data, given the ascertainment scheme. However,

this is computationally infeasible. Instead, we first obtain moment-based estimates of

M = {VI1 , M 2 , ... , M2o} for each of the three datasets based on the the numbers of

polymorphisms segregating within each deme. We then use the distribution of the numbers

of data-only and overlap SNPs per SDL to make inferences about 0. This step gives

information about Q and T as well, because 0 is estimated over a grid of (Q, T) values by

maximizing Pr{SD, So0, Q, T, Al, asc}. Lastly, fixing both Al and 0 from these analyses,

we use Pr{X 10, Q, T, M, asc} to make inferences about Q and T, where X is a vector of

the frequencies of the less-frequent bases segregating at each SNP on each SDL. We ignore

the pattern of linkage between SNPs. As described below, all of these inferences are made

conditional on the ascertainment scheme. These procedures are still computationally

intensive. It takes several days on a fast workstation to perform all of the analyses

described below.

Estimating migration parameters

We estimate the set of demic migration parameters by fitting the expected numbers of

SNPs per SDL segregating in each deme to the observed values, conditional on

ascertainment. Let SDk and SOk be the numbers of segregating sites in deme k for some

SDL, and let S'k> be the number of SNPs discovered on that SDL which are not

segregating in deme k. Thus, Sjk> includes the ascertainment-only SNPs, SA, and the

overlap SNPs that are not polymorphic in the data sample from deme k. The expected
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number of SNPs segregating in the data sample from deme k, given the parameters of the

model, and the ascertainment scheme is

E[SDk + SOk I Z > SIk> + Sok > 2,0, M] (4)

where Z = oc for datasets 1 and 2, and Z = [1/100] for dataset 3. Appendix A describes

how we compute (4), first by conditioning on the genealogy of the sample then

"integrating" over genealogies using simulations. We solve numerically for Al and 0 by

minimizing the difference between (4) and the observed values of SDk and SOk. We later

discard this estimates of 0 in favor of the maximum likelihood estimate described below.

However, these moment-based and maximum likelihood estimates of 0 were very similar for

all three datasets.

The reason Q and T do not appear in equation (4) is that we estimate M only for the

case of no change in effective size, Q = 1. The parameter T is meaningless in this case.

This was done for computational reasons, namely that it is too computationally expensive

to estimate Al for every value of Q and T. This introduces some error in the results: the

likelihood is accurately estimated for Q = 1, but will be underestimated for other values of

Q (and T). Thus, the direction of error is conservative with respect to the null hypothesis

of no change in effective population size.

Estimating 0

Once we have estimated the set of demic migration parameters, M, these are fixed for

the rest of the analysis. We calculate the likelihood based on the numbers of SNPs per

SDL, conditional on these and on ascertainment:

Ls(0,Q,T) = P(SD,SOIZ > SA± So > 2,0,Q,T,) ((5)
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Appendix B describes how this quantity is computed. We use (6) to optimize for 9 over a

grid of paired values of Q and T. The justification for doing this is that most of the

information regarding 9 is in the number of SNPs per SDL, not in their unrooted allele

frequencies (Fu 1994). Thus, our likelihood function, (9) below, is probably close to the

true likelihood based on all the data. The values of 9 obtained in this step are then fixed,

together with the M from before, in computing the likelihood of Q and T using the

frequency data.

Joint ML surface estimation for Q and T

If we take 9 to mean the estimates of 9 over the grid of Q and T, then the above

analysis yields

Ls(QT) = P(SD, SoIZ > SA+So 2,0,QT, M) (6)

This is the joint likelihood for Q and T based on the distribution of the numbers of SNPs

per SDL. We can combine this information with the following likelihood analysis of the

SNP frequencies, because the results are independent.

Let the count of the less frequent base at data-only SNP i be X(, and the count of

the less frequent base at overlap SNP i be X(. The frequency data at a SDL can be

summarized as

X = {X ,... ,X X, X... , Xso) (7)

Again, we do not keep track of linkage patterns between SNPs, partly because these are

genotypic data, but mostly to reduce the computational burden of the calculating the

likelihood. The frequency-based likelihood is computed conditional upon the numbers of



17

SNPs at a SDL:

Lx(Q,T) = P(XISD, So, Z > So + SA 2,Q,T) (8)

Appendix C describes how this is done. We consider the two likelihoods, (6) and (8), to be

independent and calculate the overall likelihood of the data as

L(Q,T) = Lx(Q,T)Ls(Q,T) (9)

In fact, Lx(Q, T) and Ls(Q, T) are not strictly independent because they are both

conditional on the estimates of M and because Lx (Q, T) is conditional on the estimates of

0 from the optimization of Ls(Q, T).

We also performed all of these analyses without conditioning on ascertainment. This

was done by fixing all the lower bounds above at zero and the upper bounds at infinity, by

making the ascertainment samples identical to the data samples, and by lumping all

polymorphisms into one class: S = SD + So + SA. The next section describes the various

effects that ignoring ascertainment bias can have on historical inference. In addition, we

ran the analyses under the assumption of no population subdivision by setting every

migration parameter equal to 104, and compared these results to the more general model.

Results

Our first result is not surprising: 0 is overestimated if ascertainment bias is ignored. The

values of 0 before correcting for ascertainment bias are 0.00224, 0.00122, and 0.0021 for

datasets 1, 2, and 3. The corrected values are 0.0010, 0.0008, and 0.0019. For ease of

interpretation, these are the values obtained when Q = 1, that is when the population has

been of constant effective size. Thus, they are not the global maximum likelihood estimates
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for the full model, although they do not differ much from them. It is important again to

note that under the demographic model used here, and with Q = 1, these are equivalent to

the expected number of differences per site when two sequences from separate demes are

compared. This is different than the average number of pairwise differences in a sample,

which would include both within-deme and between-deme comparisons, and would thus be

smaller.

Estimates of Migration Parameters

Figure 5 shows that demic migration parameters can be substantially overestimated

when ascertainment bias is ignored. The results pictured are those for dataset 2, but the

results for datasets 1 and 3 are similar. When SDLs are chosen to be highly polymorphic,

the ones obtained are more likely to contain migrants or to be descended from migrants

than a random sample. These values of A will remain fixed in most of the analyses below,

the exception being the analysis assuming a panmictic population.

Analysis of the Number of SNPs per SDL

Figure 6 plots the likelihood surface for Q and T based on the distributions of the

numbers of data-only and overlap SNPs per SDL for each of the three datasets both (a)

ignoring ascertainment bias, and (b) modeling ascertainment. The lightest area, bounded

by the first contour is the approximate joint 95% confidence region for Q and T, i.e. three

log-likelihood units from the maximum. Comparing figure 6(a) to 6(b) shows that ignoring

ascertainment bias prevents some very unlikely values of Q and T from being rejected, the

ones in the lower left which are consistent with a recent increase in effective population

size. Figure 6 also shows that the differences between ignoring and modeling ascertainment

bias are similar for all three datasets when numbers of SNPs are analyzed.

Because the results in figure 6 are so similar for all three datasets, we combined them

in figure 7. When the data are analyzed together and ascertainment bias is ignored (a), a
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model of constant effective population size (Q = 1) is rejected in favor of one in which the

effective size has increased. Correcting for ascertainment bias (b) shows that this result is

spurious, and instead reveals a valley in the likelihood surface over much of the same area

as the peak in (a). Thus, in the analysis of only the numbers of SNPs per SDL, we cannot

reject the hypothesis of no change in effective size (Q = 1). The difference between

figures 7(a) and 7(b) can be understood by referring back to figure 4, which showed that

ascertainment bias decreases variation in the number of SNPs per SDL, thus creating a

false signal of population growth.

Analysis of SNP Allele Frequencies

Figure 8 plots the likelihood surface for Q and T based on the allele frequencies at

data-only and overlap SNPs for each of the three datasets both (a) ignoring ascertainment

bias, and (b) modeling ascertainment. In contrast to the analysis of numbers of SNPs per

SDL, the analysis of the frequencies shows great differences in the effects of ascertainment

among the three datasets. When ascertainment bias is ignored, datasets 1 and 3 both show

a peak in the likelihood surface consistent with a shrinking population. Both dataset 1 and

3 have small ascertainment samples; see table 1. Dataset 2, which has a large

ascertainment sample, shows no such peak. As with the tendency for Tajima's D to be

positive for datasets 1 and 3 (figure 2), these peaks reflect the overrepresentation of

middle-frequency polymorphisms expected from ascertainment bias (e.g. see figure 3).

When ascertainment bias is modeled properly, as in figure 8(b), all three datasets show the

same pattern and none of them reject a constant effective population size. This pattern is

similar to that found in the analysis of numbers of SNPs shown in figures 6 and 7, and to

the frequency-based surface for dataset 2 (a). That is, the correction of frequencies for

ascertainment bias is minor for dataset 2, but is quite striking for datasets 1 and 3.

Combined Analysis with and without Subdivision
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Encouraged by the similarity of the results for all three datasets in part (b) of both

figure 6 and figure 8, we combined the results of all the analyses according to equation (9).

This gives us our best estimate of the demographic history of humans and is shown in

figure 9(b). Using just the numbers of SNPs per SDL or just the SNP allele frequencies, it

was not possible to reject the hypothesis of no change in effective size, but when all the

data are used, a significant signature of population growth emerges. Figure 9(a) shows the

corresponding overall picture when it is assumed that the human population is not

subdivided. Even if we take ascertainment bias into account, if we ignore population

subdivision then we also ignore this apparent signal of population growth in the data. We

call this signal apparent because its significance depends on our estimates of M, and we

have not properly accounted for variation in these. However, we note that there is also a

peak for Q < 1 in figure 9(a), which is not visible in the figure because the contours are

drawn three log-likelihood units apart. Thus, regardless of our estimates of M, these data

support a scenario of population growth, but if we have underestimated M for some reason

we may be wrong in calling it significant.

Discussion

Our analysis reveals two very different effects of ascertainment bias: a decrease in

among-SDL variation in SNP number and an increase in heterozygosity (allele frequency)

within SDLs. The second of these is fairly well known, but the first is not. We have also

shown that these two kinds of bias have opposite effects on inferences about historical

demography. This is illustrated in figures 3 and 4 for simulated data, and in figures 6 and 8

for polymorphism data from humans. Figure 6 shows close agreement among the three

diverse datasets exactly when we expect the effects of ascertainment to be similar for all

three. In this analysis of the numbers of SNPs per SDL, when results for the three datasets

are pooled to produce figure 7, ascertainment bias introduces a false signal of population
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expansion. In contrast, figure 8 shows disagreement among datasets when we expect the

magnitude of ascertainment bias to differ, but close agreement when the ascertainment

process is included in the likelihood model. In this case, when the frequencies of SNPs are

analyzed (figure 8a, datasets 1 and 3), ascertainment bias produces a false signal of

population decline. Comparison of these results to figures 3 and 4, and the good agreement

among datasets, lends support to the overall picture of human history suggested by

figure 9(b).

Wakeley (1999) fit a restricted version of this same demographic model, in which it

was assumed that all demes have the same migration parameter, to restriction fragment

length polymorphism (RFLP) data from a worldwide sample of humans (Bowcock et al.

1987; Matullo et al. 1994; Poloni et al. 1995). A pattern like that in figure 8(a) for

datatsets 1 and 3 was found. While those RFLP data are known to be subject to

ascertainment bias (Mountain & Cavalli-Sforza 1994) its contribution to this pattern could

not be directly assessed (Wakeley 1999). The present work suggests that the apparent

signature of a decrease in effective size observed for the RFLP data in Wakeley (1999) is

probably the result of ascertainment bias.

In our computations, we have assumed that recombination and gene conversion do not

occur in these short SDLs and that 0 does not vary among loci. Both assumptions are

false, and a more complete approach would account for this. Our approach was to delete

the loci which showed direct evidence of multiple mutations, recombination or gene

conversion. Recombination and gene conversion will certainly affect the distribution of the

numbers of SNPs per SDL, and could bias the results non-conservatively (Hudson 1983b;

Kaplan & Hudson 1985), although the interaction between recombination, ascertainment,

demography, and our deletion of recombinant SDLs is difficult to predict. Only 5% of SDLs

showed evidence of recombination or gene conversion (Ardlie et al. 2001). As for mutation,

there could still be some variation in 0 among the SDLs we analyzed. This would result in
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greater variation in the number of SNPs per SDL than a constant-size population model

would predict. However, this would indicate population decline, which we did not observe

(Figures 6b and 6b). The effects of these phenomena on the allele frequencies at SNPs are

difficult to predict, but the fact that identical results were obtained whether or not we

deleted aberrant SDLs indicates that none of these effects are very strong.

Clearly, the effects of the polymorphism discovery process on later demographic

inferences can be quite pronounced. Further, the direction of the bias introduced is not

always the same; it depends on which aspect of the data is used for inference. Caution in

the design of experiments and in the choice of markers seems indicated. However, our

results are also encouraging. If the discovery process is known and ascertainment bias is

modeled, then accurate demographic inferences can be made. The present data suggest

that both population subdivision and changes in effective population size have been

important in human history. Within the limits of our model and our methods of analysis,

the data indicate a history of growth in effective size within the context of a subdivided

population. The joint 95% confidence region for Q and T, enclosed by the first contour in

figure 9(b), is quite broad, consistent with other recent work (Wall & Przeworski 2000),

despite the fact that the human population has increased dramatically in census size.

Because the effective size of a population depends both on the census size and on the rates

and pattern of migration across the population (Wright 1943; Nei & Takahata 1993;

Wakeley 2001), studies of historical changes in effective population size must also take

subdivision into account. A comparison of figures 9(a) and 9(b) illustrates how population

subdivision and growth can be conflated. When subdivision is ignored, the signal of growth

in these data is missed. Further, the unexpectedly small observable effect of growth in

human genetic data may be due to changes in rates and/or patterns of migration.
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Appendix A

Let Ck represent the condition: Z SAk> + SOk 2. Then, starting from (4) in the text

and using the rules for conditional probability, we have

E[SDk SOk ICk,0, M] = E[SDk + SOk Ik,0, MG]P(GICk,0, M)dG (10)

f, E[SDk + SOk Ik,0, M,G]P(GCkO, M)dG

P(Ck|, M)

f, E[SDk + SOk I k, 0, M, G]P(Ck|0, M, G)P(G|0, M)dG (12)
f, P(Ck|0, M, G)P(G|0, M)dG

In equations (10) through (12) and below, we use T to denote the set of all possible

genealogies with branch lengths. This representation suggests that E[SDk + SOk I Ck, 0, M]

can be estimated consistently as

Z = E[SDk + SOk I Ck, 0, M, Gi]P(Ck|1, Al, G ) (13)
1 En I P(Ck 10, ,Al G )

where Gi is one of n genealogies simulated from P(GI1, AM).

For each simulated tree, we store TDk, Tok, and Tk>. These are the total length of

branches in the genealogy which could give rise to a SNP that is segregating in the

data-only sample from deme k, in the overlap sample from deme k, and in the total

ascertainment sample but not in deme k, respectively. Branch lengths are measured in

units of 2N, generations. Given TDk, TOk, and TAk>, the number of mutations in each of

these three classes are independent Poisson random variables with parameters, TDkO/ 2 ,
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Tok0/2, and TAk>0/2. Thus, we have

E[SDk + SOk Ckj, MG] = E[SDk ICk,, MGj] + E[Sok ICk,0, AGj]

OTDk
2+ E[Sok ICk,0, M,Gj]

The second term in (15) is calculated by further conditioning on the value of Sjk>.

E[Sok|Ck,9, MGil]
z

= E[SOk
j=0

IZ - j Sok 2 - j, 0, M, Gj]P(SAk> = j)

The expectation on the right is given by

E[SokIZ-j Sok > 2 - j,0,7 ,Gj]

SxP(SOk = x)Zj

E P(Sok= x)
x=2-j

and P(Sok = x) and (S k> = j) are the appropriate Poisson probabilities. Similarly, the

term, P(Ck 0, M, Gj), in (13) is given by

P[Z > Sk> + Sok > 2, 0 Ml G]
z

: Ep(SAk>
x=2

+ Sok = x)

and the sum, SAk> + Sok, is Poisson distributed with parameter (TAk> + Tok)0/2.

(14)

(15)

(16)

(17)

(18)
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Appendix B

We compute the likelihood, Ls(0, Q, T), as follows:

Ls(9,Q,T) = P(SD, SoI Z SA+ So > 2, 6, Q, T, M) (19)

P(SD,So,Z > SA+So 2 1|,Q,TM) (20)
P(Z > SA+So 20,Q,T,M)

n i=1 P(SDSOZ > SA+So 2 1|,Q,T, MG) (21)

i I=1 P(Z SA+So 2 10,Q,T, MG 2 )

where G, is a genealogy simulated from P(G|0, Q, T, M). For each genealogy we store the

values of TD, To, and TA, which are the total lengths of branches which contribute to SD,

So, and SA, respectively. Given the genealogy and therefore these times, SD, So, and SA

are independent Poisson random variables with parameters TDO/2, ToO/2, and TAO/2,

respectively. Thus, we have

z
P(Z > SA+So 22|,QTMG) ZP(SD± So = jIO,Q,TM,G) (22)

j=2

Because of independence, the term in the numerator of (21) is given by

P(SD,SO,Z > SA+So > 2 0,Q,T,M,G ) = P(SD|1,Q,T, MGi)P(So1,Q,T,M,G)

xP(Z - So > SA> 2 - SoI So,0,Q, T, MGi) (23)

The first two terms on the right in (23) are simple Poisson probabilities, and the third term

is just the sum of these over a range of values:

Z-SO
P(Z - So > SA?2 - So|So,0,QT,,Gi) = P P(SA = j|I ,QT, M7,G) (24)

j=2-SO
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Appendix C

To save space, let C represent the condition: Z > SA + So 2 and Q* = {O, Q, T, M}. We

compute the likelihood as follows:

Lx(Q*) = P(XISD,So,C,Q*) (25)

P(X, C|SD, So, Q*) (26)
P(CISD, ~, Q*)

P(X, C, SD, So IQ*) (27)
P(C, SD, SOIQ*)

f, P(X, C, SD, SoIQ*, G)P(GIQ*)dG (28)

f, P(C, SD, SOIQ*, G)P(G|Q*)dG

f, P(XISD, SO, Q*, G)P(CfSo, Q*, G)P(SDIQ*, G)P(SoIQ*, G)P(GIQ*)dG
fP(CSoQ*,G)P(SDIQ*,G)P(SoIQ*,G)P(GIQ*)dG (29)

n Z= 1 P(XISD, S, Q* Gj)P(CISo, Q*, Gi)P(SDIQ*, Gi)P(SoIQ*, C2 )
1 Z> P(C|So, Q*, Gi)P(SDIQ*, Gi)P(SoIQ*, Gj)

where, again, T denotes the set of all possible genealogies with branch lengths. The steps

above rely upon the fact that conditioning on the genealogy of the sample makes SD, So,

and SA independent and Poisson-distributed with respective parameters, OTD/2, OTO/2,

and OTA/2 defined by the genealogy. Again Gi is a genealogy simulated from P(GIQ*). As

above, we can compute each of the terms in (30) easily. For example, P(SDI Q*, Gj) and

P(SOQ*, G) are again simply Poisson probabilities, with parameters TDO/ 2 and TOO/2.

Also, the term P(CISo, Q*, G) is identical to expression (24).

Lastly, it follows from the Poisson mutation process that, given a mutation occurs, the

place it occurs is uniformly distributed among the branches in the genealogy in proportion
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to their lengths. Therefore, we have

SD t W SO t W

P(XISD, So, Q*, G) = H# Hj (31)
i=1 i=1

where ti) and ti) are the total length of branches in the genealogy on which a mutation

would produce polymorphic site pattern X) and X(, respectively. The terms ti/TD and

to /To in (31) are the probabilities that a mutation which has occurred on the genealogy

has occurred on a branch corresponding to the patterns X) and X(.
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Dataset 1 Dataset 2 Dataset 3

Deme nD nO nA nD nO nA nD nO nA

Utah-CEPH 6 0 5 0 6 10 6 0 2

Venezuelan - CEPH 2 0 4 0 2 0 2 0 0

Irish 2 0 0 2 0 0 2 0 0

Russian/Adygei 6 0 0 0 6 4 6 0 0

Russian/Zuevsky 4 0 0 0 4 6 2 2 0

Chinese 8 0 0 0 8 2 6 2 0

Cambodian 6 0 0 0 6 0 6 0 0

Melanesian 8 0 0 6 2 0 6 2 0

Japanese 4 0 0 2 2 2 2 2 0

Taiwanese/Ami 6 0 0 6 0 0 6 0 0

Taiwanese/Atayal 4 0 0 4 0 0 4 0 0

South Indian 2 0 0 2 0 0 2 0 0

Amerindian 8 0 0 8 0 0 8 0 2

CAR/Pygmy 6 0 0 6 0 0 6 0 2

Zaire/Pygmy 4 0 0 4 0 0 4 0 0

Sudanese/Dinka 4 0 0 4 0 0 4 0 0

Sudanese/Shilluk 2 0 0 2 0 0 2 0 0

Sudanese/Arab 2 0 0 2 0 0 2 0 0

Ethiopean/Semitic 6 0 0 6 0 0 6 0 0

Lybian/Semitic 4 0 0 4 0 0 4 0 0

Amish-CEPH 0 0 6 0 0 0 0 0 2

African American 0 0 0 0 0 20 0 0 2

French-CEPH 0 0 0 0 0 0 0 0 2

Totals 94 0 15 60 34 46 86 8 12

Table 1: The numbers of data-only (nD), overlap (no), and ascertainment-only (nA) chro-

mosomes/haplotypes sampled from each deme.
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Figure 1. An example genealogy, drawn with branch lengths equal to the coalescent

expectations, which shows the structure of the data analyzed here: "D," "O," and "A" are

samples which are only in the dataset, samples which are in the dataset and the

ascertainment set, and samples which are only in the ascertainment set. Three types of

branches are distinguished, corresponding to the three kinds of observable polymorphisms

discussed in the text.

Figure 2. The distribution of Tajima's (1989) D among SDLs in each of the three

datasets.

Figure 3. The expected numbers of SNPs segregating in different frequencies in a

sample of size nD ± no = 10, relative to the number of singleton polymorphisms. Panel (a)

shows the effect of requiring a SDL to have at least one SNP in the first no samples drawn

from the population, and (b) shows the effects of separating SDLs into classes with

different numbers of SNPs with nD = 0. Results are averages over one hundred thousand

simulated datasets for a 400 bp long SDL with 9 = 0.0005 per bp.

Figure 4. The coefficient of variation of the number of SNPs per SDL a sample of size

nD no = 10. Panel (a) assumes nD = 0 and shows the effects of requiring SDLs to have

at least k SNPs, and (b) shows the effect of requiring a SDL to have at least one SNP but

this must be segregating in the first no samples drawn from the population. Results are

averages over one hundred thousand simulated datasets for a 400 bp long SDL with

O = 0.0005 per bp.

Figure 5. Estimates of demic migration parameters, 2Nm, for dataset 2 both with and

without modelling ascertainment. For this dataset, five demes had infinite migration rate
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estimates when ascertainment was ignored and these are not plotted above.

Figure 6. Likelihood surfaces for Q and T based on the distribution of the numbers of

data-only and overlap SNPs per SDL for each of the three datasets, (a) ignoring

ascertainment bias and (b) taking it into account.

Figure 7. Combined likelihood surfaces for Q and T based on the distribution of the

numbers of data-only and overlap SNPs per SDL for all three datasets, (a) ignoring

ascertainment bias and (b) taking it into account.

Figure 8. Likelihood surfaces for Q and T based on the allele frequencies at data-only

and overlap SNPs, conditioned on their numbers, for each of the three datasets, (a)

ignoring ascertainment bias and (b) taking it into account.

Figure 9. Combined likelihood surfaces for Q and T for all the data, (a) assuming that

the population is panmictic, and (b) fitting the subdivided population model described in

the text.



37

/\

/\

\4

/
/
/
/
/
/

/
/
/

I ~
I

I
I

I
I

D D D 0 0 A A

Figure 1: Wakeley et al.

t 2

t 3

t4

t5

I
I
I

I
I

I
I

I
I

I

1K
I'

A O



Dataset 1

Dataset 2

Dataset 3

-3 -2 -1
I

0 1

D

1
C
z

i,
3

Figure 2: Wakeley et al.

38

10

8-

6-

4-

2-

0

4Q



39

(a)

4
I

E] no=10

E] no= 8

U no=6

U no=4

Sno= 2

Count of less frequent base

(b)

1-
E S=1

Z S=2

F1 S=3

* S=4

2 3
,
4

m

5

S=5

Count of less frequent base

Figure 3: Wakeley et al.

1-
rJ~

z
0

~0

S

Q

0.75-

0.5-

0.25-

0-

-L
i

m
L4

4-D

Qe

0.75-

0.5-

0.25]

0-
1



40

(a)

1.5

i1 -
A

0.5-

0-
0 1 2 3 4 5

k

(b)

0.495

0.49

- 0.485-

0.48-

0.475
10 8 6 4 2

no

Figure 4: Wakeley et al.

I



41

50-

40-

30-

20-

10-

0
Ascertainment Ignored Ascertainment Modelled

Figure 5: Wakeley et al.



Dataset 1

Ascertainment bias ignored:

2-

1 T

2

1

0

-1

i i ! i 1+ _ __ -2
-1 0 1 -2

loglo(T)

Dataset 2

2

0-

-1-

____________+ -2
-1 0 1 -2

log1o(T)

(b) Ascertainment bias modeled:

2 2

1

-1-

j -2-: ! . j -2
-2 -1 0 1 -2 -1

loglo(T) loglo(T)

Figure 6: Wakeley et al.

(a)

42

loglo(Q) 0 

Dataset 3

-1

-2
-2 -1 0 1

logio(T)

loglo(Q) 0

1

2

1

0-

1

2 -1 0 1
loglo(T)

UUU

- 2



(a) Ascertainment

2

1.

logio(Q) 0.

- 1

- 2-
-2

(b)

log,

Ascerta

2

1

.o(Q) 0

- 1

- 2

bias ignored:

-1

inment

logio(T)

bias modeled:

-2 -1 0
log10 (T)

Figure 7: Wakeley et al.

43

0 i

1



Dataset 1

(a) Ascertainment bias ignored:

2

logio(Q) 0

2
-2

(b) Ascertainment

2

log1 o(Q) 0

1

-1 0
loglo(T)

bias modeled:

-2 -1

2

1

0

-2 -1 0
logio(T)

21

0 1 -2 1 0

logio(T)

0

2

2

0

-91

-0 1
logio(T)

-2

logio(T)

j
I

-1 0

logio(T)

Figure 8: Wakeley et al.

44

Dataset 2 Dataset 3



(a) Population

logio(Q) 0

- 2

(b) Population

2

1.

1og10(Q) 0.

-2-

subdivision ignored:

-1 0 1

1ogi 0(T)

subdivision modeled:

logio(T)

Figure 9: Wakeley et al.

45

A

- A

-2 -1 0 1



.... .. .- . - - . - -.....

User: shauneen
Document:
Server:
Time:
Pages requested:
Page size:
Status:

Microsoft Word - Appendix III Cover
E-650
05/24/02 08:52:08
2
Letter
OK


