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Abstract
The majority of persistent patrolling strategies seek to minimize the time between visits or
"idleness" of any target or location within an environment in an attempt to locate a hidden
adversary as quickly as possible. Such strategies generally fail, however, to consider the game
theoretic impacts of the adversary seeking to avoid the patroller's detection. The field of patrolling security games that addresses this two-player game is maturing with several authors
posing the patrolling scenario as a leader-follower Stackelberg game where the adversary
chooses to attack at a location and time as a best response to the patroller's policy. The
state of the art grants the adversary complete global information regarding the patroller's
location so as to choose the optimal time and location to attack, and this global information
creates a considerable advantage for the adversary. We propose a significant improvement
to this patrolling game state of the art by restricting the adversary access to only local information. We model the adversary as capable of collecting a sequence of local observations
who must use this information to determine the optimal time to attack. This work proposes
to find the optimal patrolling policy in different environments given this adversary model.
We extensively study this patrolling game set on a perimeter with extensions to other environments. Teams of patrolling agents following this optimal policy achieve a higher capture
probability, and we can determine the marginal improvement for each additional patroller.
We pose several novel patrolling techniques inspired by a combination of discrete and continuous random walks, Markov processes, and random walks on Cayley graphs to ultimately
model the game equilibrium when the team of patrollers execute so-called "presence patrols."
Police and military forces commonly execute this type of patrolling to project their presence
across an environment in an effort to deter crime or aggression, and we provide a rigorous
analysis of the trade-off between increased patrolling speed and decreased probability of
detection.
Thesis Supervisor: Emilio Frazzoli
Title: Professor of Aeronautics and Astronautics
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Chapter 1
Introduction
The author was in a unique perspective while deployed to Afghanistan to witness first-hand
the use of Unmanned Aerial Systems (UAS) in support of combat operations and benefit from
some of those lessons learned. Specifically, security forces made it clear that the adversary
has routinely adopted different strategies when faced with patrolling aircraft. This interplay
between the patrollers and the adversary created a non-collaborative game setting where each
player would employ the best response to the other's strategy. Specifically, the adversary
changed his strategy from alerting to the presence of ground vehicles to searching the skies
for patrolling UAS. Colloquially, the adversary "no longer had look-outs, they had look-ups."
Moreover, the adversary began employing dogs to alert to the acoustic signature of UAS to
provide even longer-range warning of security force impending arrival.
It is clear that the adversary can modify his operations in response to aggressive UAS
reconnaissance and targeting. The Associated Press in [13] recently discovered an insurgent
memorandum outlining various tactics to use to counter the prolific use of "drone targeting". Some of these tactics include parking vehicles under trees or placing mats or mud
on vehicles to reduce their infra-red signature. Deceptive techniques include placing dolls
and mannequins in areas as a decoy. Electronic jamming and eaves-dropping is possible
using rudimentary tools. Snipers have proven themselves to be an effective counter-measure.
This fascinating perspective into the relatively inexpensive methods used to foil the most
advanced airborne sensors clearly establishes the non-collaborative game setting between the
patroller and adversary. Not to be outdone, US Army units have in turn begun using their
17

UAS as an airborne noise generator in some scenarios [108] so as to project their presence
to a large area and deceive the adversary as to their location and intentions. Outside of
traditional combat operations, environmental groups have started patrolling the skies above
wildlife preserves searching for ivory poachers [173], and we will use this counter-poaching
scenario extensively as motivation for the various models we propose.
We intend to capture this dynamic between patroller and adversary as a two-player game
existing within some closed environment. This environment may contain a mix of point and
area objectives for the patroller as in Figure 1-1. We model the patroller as a set of agents
with some dynamics who must choose a patrolling policy to reconnoiter these objectives.
In turn, we model the adversary as a point mass whose location within the environment is
initially unknown to the patrollers. This adversary is able to remain hidden and observe the
patroller either visually, audibly, or electronically within some given range from his unknown
location. We allow the adversary to collect a set of observations regarding the patroller's
passage through the adversary's observation disk.
2

AP

Figure 1-1: Generic patrolling environment with point and area objectives with unknown
adversary location and detection disk

Our adversary desires to commit a crime at his unknown location that requires some
finite time to perpetrate. The choice of crime will certainly impact the duration of the crime
(e.g., robbing a bank requires more time than a kidnapping). Regardless, we claim that the
adversary is no longer hidden when committing this crime, and the patroller successfully
captures the adversary if the former arrives at the adversary's exposed location before the
end of the crime.
18

Figure 1-2: Two-player game constrained to circle perimeter depicting P's path and A's
observation disk

We will spend a great deal of this work constraining this two-player game to occur on
a circle perimeter. We will typically motivate this scenario as a game between a poacher,
A, and a patroller, P. We model the poacher as hidden outside the fence line of a wildlife
preserve to avoid detection by the patroller. The patroller, in turn, chooses some path along
the perimeter in an effort to find any poachers crossing the fence and illegally hunting. The
duration of the poacher's intrusion into the wildlife preserve consists of the time required to
cross the fence, hunt an animal, say a rhino, and escape across the fence line. Figure 2-1
depicts this scenario along with the detection disk for the poacher.
Finally, a brief note regarding deterministic versus stochastic patrolling policies. We
will more rigorously define a patrolling policy in the sequel, but there are scenarios where
it may be optimal for the patroller to use a deterministic patrolling strategy. Consider
if time required for the adversary's attack were sufficiently large such that the patroller
could visit every location within the environment and discover the crime in action; then a
deterministic policy such as depicted in figure 1-3a could be optimal. This same logic holds
true if the patrolling environment were sufficiently small as well. Contrarily, if the crime is
sufficiently short or the environment sufficiently large, an adversary could observe and learn
the patroller's deterministic strategy and avoid capture with certainty. This logic would seem
to demand the use of stochastic policies such as in Figure 1-3b which we will investigate for
the majority of this work.
19

(b) Stochastic Patrolling Policy

(a) Deterministic Patrolling Policy

Figure 1-3: Deterministic versus stochastic patrolling policies

1.1

Literature Review

There is a great deal of literature pertaining to optimal search for targets that cannot detect
the hunter [157]. This is called one-sided search in [158]; two-sided search games, on the
other hand, afford the targets the ability to detect and react to the presence of hunters.
Search games in the Euclidean plane were first studied by Gal et al. [64], originally in the
context of submarine hunting. These games were formalized as a search by a hunter to find
either a static or dynamic target within a region where the target is aware of the hunter
to various degrees. The equilibrium of these games marks the optimal strategy for both
players in reaction to each other. The prototypical game is the "Princess-Monster" game
where the Princess is either stationary or mobile, and the Monster searches for the Princess
within an enclosed environment. The game payoff for the Princess is the amount of time the
Monster requires to capture her. Solutions to these games in various domains can be found
in [43]. These games differ from our patrolling scenario in that these games terminate once
the hunter finds the prey; in our application, the prey's location is hidden and the hunter
must continue to search while the prey observes and learns this hunting pattern.

1.1.1

Patrolling Games State of the Art

Patrolling Security Games (PSG) represent a subset of security games generalized by a twoplayer zero-sum game between an attacker and defender. There are multiple implementations
20

for these security games such as in network security [106] and intrusion detection [9, 10].
Similarly, network security games intended for computer system applications can be cast in
sufficient generality to allow application to physical road networks as well [115]. Physical
security applications also benefit from this game theoretic application. In [166] the authors
demonstrate the game equilibrium for an urban security force that randomizes the location of road checkpoints against an attacking adversary and uses the Mumbai assaults and
bombings as the setting for their simulations. Not all targets need be stationary; defending
a relatively slow-moving convoy using faster defenders against an attacking adversary is a
similar problem [34] that can take advantage of such game theoretic approaches.
Conducting patrols to defend a fixed set of discrete targets against attack is a directly applicable to our scenario. Parachuri [131] begins by posing a leader-follower Stackelberg game
between a defender and multiple aggressors. The defender must play his policy first, and
the aggressors make the best response to this policy. Parachuri demonstrates the defender's
policy that benefits most from the first-mover advantage in these Stackelberg games, and
we will use this formulation extensively in the sequel. Gatti [67] considered the Bayesian
game where there is a robber whose type coincides with his preference of which house to
rob. After discussing the mixed strategy, Gatti then poses a related multi-stage game where
the robber can choose the action "wait" at every stage to observe the defender's strategy.
Finally, this body of work defending discrete targets progressed to the point of real-world
implementation in Los Angeles airport; Kienkintveld et al. [84-86] use the Stackelberg game
structure to determine the optimal airport security patrolling patterns to interdict threats
and smugglers. To accommodate the scheduling constraints and capture the real-world limitations of security teams (e.g., bomb-sniffing dog teams), the authors present heuristics to
exponentially improve the run-time of the Mixed Integer Linear Problem (MILP). They then
apply this algorithm to much larger problem sets [132, 165] such as scheduling all Federal
Air Marshals on random domestic and international flight to maximize the probability of
interdicting airborne threats.
In contrast to the patrolling policies and equilibrium for safeguarding discrete targets
above, Agmon [2-4] introduces a framework to determine the optimal patrolling pattern
along a perimeter given his assumptions. Specifically he considers a perimeter discretized
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into M segments and patrolled by a team of N agents. As in our model, the adversary
requires some time to penetrate the perimeter, and the adversary is captured if one of the
agents arrives at his location before that time expires. He shows that if the intruder has no
information regarding the patrollers' locations, but rather must choose the intrusion location
uniformly along the perimeter, then the optimal patrolling strategy is to deterministically
move around the perimeter at maximum speed. If, on the other hand, the intruder has
complete knowledge as to the location of each patroller and chooses the intrusion location
based on the patrollers' policy and current location, then Agmon shows the course reversal
probability in the case where the patrollers take a unit step at each time step, and reverse
their course with some probability. Finally, if the adversary is allowed only some short
time period to observe the patrollers' policy, the authors show the optimal policy is some
combination of the deterministic and stochastic policies outlined above. Interestingly, he
validates these findings and models using human subjects.
Basilico [17, 18] is the first to apply the Stackelberg patrolling game to an enclosed area.
He modeled the environment as a graph, and he added obstacles in the environment by
removing those edges between vertices that are blocked. Further, he allowed the sensing
robot patroller to have a variable sensing range based on the location of the robot allowing
the patroller to see down a hallway, for example. The intruder in his model has the same
sensing range with the objective of finding the optimal time to enter the graph without
detection for a given number of time steps. Importantly for our work, Basilico applies key
theorems from [171] proving that the leader in leader-follower games never receives worse
when committing to a leader-follower equilibrium.

He then improves the computational

efficiency of finding an equilibrium [19] and introduces improved movement dynamics for the
intruder.

1.1.2

Patrolling Games Shortcomings

There are several shortcomings in the existing literature when applied to our adversarial
setting. Chief among them is the relatively modest model of the adversary and his decisionmaking process. Some work where the adversary is allowed to observe the patroller prior
to committing his crime [81, 133, 134] models these observations probabilistically. That is,
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the patroller has committed to some mixed strategy of using resources to defend discrete
targets (e.g., airport terminals or urban buildings), and the adversary learns this resource
allocation via observation. When the defender commits to his action, the adversary has
complete knowledge of this strategy, and there is no learning or Bayesian updating of prior
beliefs.
Other work, particularly that of Agmon and Basilico, grants the adversary varying degrees
of information regarding the patroller's state. In the full information case, the adversary is
aware of the patroller's location(s), and determines the best reaction to his current state
and patrolling policy. Contrarily, in the zero information case, the adversary is blind to
the patroller's presence and must choose to intrude in a location and at a time randomly.
These two degrees of adversary information require completely different patroller policies as
we would expect. We aim to capture this dynamic more simply by varying the adversary's
detection range. For example, a technician applying this work to a tactical setting may
use a small detection range if only considering audible detections for low-flying UAS versus
much larger detection range when allowing the adversary the means to triangulate the UAS
location based on wireless communication. Similarly, the patroller's sensing radius is likely
a variable in any given implementation with lower flying aircraft sensing a smaller footprint.
We intend to address this effect in our model of the environment discussed in more depth in
Section 1.3
Some of the work [166, 167] applied to identifying the optimal mixed strategy of resource
allocation for defending fixed targets assumes that the duration of an attack is negligible,
and the patroller/defender only succeeds if the realization of his mixed strategy allocates
resources to the particular target that the attacker selects given his mixed strategy. That
is, the patroller succeeds/fails with some probability independent of the negligible attack
duration. While this is an entirely valid assumption for some models, we note that the
ramifications of a non-negligible attack duration is central to the present work. Thus, the
patroller in our model succeeds with higher probability when the adversary's attack duration
is longer, and the former has a longer opportunity to return and capture the adversary while
the latter is no longer hidden.
We wish to address the limitations of applying existing work in the field of persistent
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surveillance to our patroller-adversary game. Generally, persistent surveillance applies to
robotic or wireless sensor networks that intend to frequently visit a set or vertices in a graph
such as a set of discretized points along a path. The objective is to maximize the frequency
of these visits so as to maximize the probability of detecting a short-lived event or reducing
the time between the event's arrival and its detection. Smith et al. [154, 155] pose the
problem as a linear program over a finite set of speed controller basis functions, and derive
the optimal solution such that the speed control law minimizes the maximum latency along
the given path. Similar work [41, 55, 122, 127] views patrolling as maximizing the minimum
frequency of visits at any point (often referred to as the "idleness" of a node or target) within
a closed environment while other work [57, 159] casts this scenario as a Dynamic Vehicle
Routing (DVR) problem. We argue that while this work has great import in the field of
surveillance, it fails to succeed in our seeing where the adversary can attack/intrude with
arbitrary ease against these essentially deterministic polices; while it is non-trivial for the
patroller to determine the optimal speed controller or route, from the adversary's perspective
these patrollers pass by at fixed intervals.

1.1.3

Multi Agent System Cooperative Control State of the Art

There is a wealth of research in cooperative control for Multi Agent Systems (MAS). Perhaps
the most fundamental example of MAS planning and coordination is the Markov Decision
Process (MDP) [138] which represents the decision domain as a set of states. An agent
then chooses some action which incurs some reward and stochastically leads to a new state.
The task for agent planning is to maximize the time-discounted reward given an initial
state and the set of all possible actions.

Partially Observable Markov Decision Process

(POMDP) differ in that agents cannot know their state with certainty and hence an agent
cannot predict the reward before taking some action. Decentralized POMDP [23-25] applies
the MDP framework to a set of collaborative agents where each agent chooses some action
which stochastically transfers the system to a new state, and the agent team receives their
own private observation. Patrolling scenarios have been modeled and analyzed within the
MDP framework [112, 147] which models the idleness of a node not as linear time but as
exponential time. The classical MDP approach suffers when applied to the patrolling problem
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in that MDP does not consider temporal abstraction; more simply, MDP assumes that the
transition from one state to the next requires one time step regardless of the distance between
points along a path. Semi Markov Decision Processes (SMDP), extended by Sutton [163]
to reinforcement learning, address this concern by allowing actions to take a variable time
duration. Santana et al. in [149] then pose the patrolling problem as a decentralized SMDP
and use multi-agent reinforcement learning techniques such as Q-learning to solve for the
optimal policy.
Another broad category of distributed control of MAS is the rich set of distributed consensus algorithms [123, 141, 143]. Consensus algorithms have been applied to a wide variety of
problems such as rendezvous [97, 113], formation control [58, 94, 98], flocking [128, 164, 169],
attitude alignment [93, 142], and sensor networks [129, 156, 174]. These algorithms provide
methods for a set of distributed agents to converge to a desired target (e.g., a rendezvous
point, heading alignment, or an average of initial values) with certain rate guarantees. Further, they study these performance guarantees when the network of agents is not fully
connected often using graph Laplacian methods [20]. Beard et al. [21] provides a formal
methodology for extending the study of decentralized consensus algorithms to MAS where
the designer identifies the desired collaboration and the related consensus variables then
implements an optimal control algorithm on each agent that seeks to optimize the team's
objective function with only local information.
Auction algorithms provide another framework with which to address the MAS cooperative control. In his seminal work on the topic, Bertsekas [26-29] demonstrates the utility of
auction algorithms to converge to the solution of a variety of assignment problems to include
network flow problems. Since then, the field has spawned numerous of applications to MAS
control such as routing policies with vehicle depots [61], task assignment for heterogeneous
robots [66, 68], exploration of targets [88, 89], path planning for clusters of agents [152, 152],
and patrolling [78, 79]. Zheng proposes a novel form of auction [175] where the bidding increment is increased exponentially each round while assigning as many tasks to agents to create
a hybrid bundling auction. For our purposes, the assignment auction has been applied to the
patrolling problem in [5, 14, 38] where [50] claims to be the first to consider this application.
Researchers in [8, 137] consider the MAS patrolling problem and independently compare
25

the performance of these market-based algorithms to other MAS control techniques such as
heuristic methods [107] or deterministic routing via a Traveling Salesman Problem solution;
not surprisingly, they find assignment auctions to be simple to implement and robust to
changes in the environment.
The Consensus Based Bundle Algorithm (CBBA) [40, 42, 83, 136] represents a combination of the above two fields which combines the robustness of consensus prior to mission
planning with the computational efficiency and robustness in differing situational awareness
of auction algorithms for teams with possibly heterogeneous capabilities. This work is directly applicable to our scenario if we consider the costs associated with the communications
required for these assignment auction.
Bethke et al. [30, 31] introduce the use of approximate dynamic programming to address
the persistent surveillance problem. They consider real-world effects such as UAS healthmonitoring, fuel states, communications limitations, and sensor failures when posing an
approximate dynamic program algorithm known as the Bellman Residual Elimination to
determine the optimal local controller in the face of these stochastic mission considerations.
While the auction algorithms discussed above can be considered motivated by game
theory and, hence, market-based, Shamma [109] extends game theory as a MAS collaborative
control scheme even further. He addresses typical MAS problems such as consensus [110, 111]
as a weakly acyclic game where each agent chooses an action based on their local utility
function independent of others. By prudently choosing the correct local utility function,
Shamma shows that the MAS approaches the globally optimal solution. He uses this similar
methods [12] to address the vehicle-target assignment problem where he demonstrates that
agents with only local information can converge to the optimal assignment where the rate of
convergence is governed by the negotiation mechanism employed. We will use the concept
of a local agent seeking to maximize their utility function as a means to achieve a broader
social good extensively in the sequel.

1.1.4

Multi Agent System Cooperative Control Shortcomings

To our knowledge, there is limited literature regarding MAS where each individual agent is
given a utility function that seeks to achieve the most favorable payout for their team in the
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larger game. Certainly there are numerous applications where decentralized agents seek to
maximize some objective function such as coordinating multiple aircraft through an airspace
with some separation constraints given their kinematic models [80] and formation flight for
multiple UAVs [33]. In these cases, however, the objective function is static in that it does
not seek the best response to the patrollers' policy as our game demands. Viewed differently,
the game outcome is a function that accepts the patrollers' policy as input, determines the
best response, and the provides the payout for this equilibrium as the patroller payout.
Also to our knowledge, there is a paucity of literature where the cost of collaborating
is considered in the agent's utility function. If we consider an adversary that is capable of
electronic eavesdropping and/or triangulating the position of robotic agents whenever they
communicate via radio frequencies, then communication that fosters collaboration incurs
a potentially monumental cost. We will demonstrate the benefits of collaboration for the
patrollers compared to a policy where each patroller acts independently thus highlighting the
costs when an adversary is capable of intercepting any communication required to maintain
team synchronicity. Indeed one can envision a scenario where it may be optimal for each
agent to behave independently of others thereby eliminating any costs of communicating
and achieving a less-favorable game equilibrium. We will not explicitly calculate the game
equilibrium given an adversary capable of monitoring inter-agent communications, but we
will provide a framework from which to comment on the impact of such an adversary.

1.2

Problem Statement and Objectives

Many patrolling scenarios demand that the patroller consider the impact of his policy on the
adversary's reaction. A great deal of persistent surveillance literature ignores this dynamic,
however, and simply seeks to minimize the "idleness" or time since last visit of all nodes
or targets. While this is a rational goal when monitoring environmental conditions such
as a toxic plume [92], we draw a distinction between surveillance and patrolling that is
critical to this work.

Surveillance has a connotation that the activity does not disturb

the environment (e.g., surveillance cameras in a museum or surveillance aircraft operating
over fauna). Patrolling, on the other hand, requires an agent to observably traverse the
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environment. Thus while it may be optimal for a surveillance team to construct and follow a
Hamiltonian path [54] through all nodes, an adversary can avoid such deterministic patrolling
policies with trivial ease. This motivates the use of a two-player zero-sum game between the
patroller and adversary.
We have shown that several researchers have posed patrolling games, and their contributions to the field have significantly advanced the state of the art. They have posed several
varieties of patrolling games and identified their associated equilibria. Importantly, they
have provided algorithmic tools that reduce the computational complexity of finding these
game equilibria to inform the patrollers of their optimal strategy. We aim to further this
body of work by addressing what we feel are gaps in the existing literature as it pertains to
the intersection of two large fields: patrolling security games and multi-agent systems. We
seek a strategy that incrementally addresses the gamut of topics according to the following
logic.
Adversarial Observations In many real-world applications, the adversary is not fully
aware of the patroller's policy and state at all times in contrast to existing work.

The

adversary does not possess complete global information, but rather the adversary is simply
able to collect a sequence of local observations, and he should use all the information available
in this sequence to form a best response to the patroller's strategy. Begin by considering
patrolling scenarios on a perimeter with random walks of unit steps. What is the impact
of allowing the patroller to draw his step size from a different distribution (i.e., non-unit
steps)? Is the optimal policy Markovian in that each step is independent of all past steps,
or is some dependence on previous steps optimal? Does this optimal policy change when we
add additional patrolling agents?
Approaching Memoryless Policies We will show that the optimal behavior for the
patroller is to act in a manner such that adversary cannot predict when the patroller will
return. These so-called "memoryless" policies with exponentially distributed inter-arrival
times in continuous domains (and geometrically distributed inter-arrival times in discrete
domains) cannot be realized in Euclidean space with actual vehicles.

Patrollers cannot

instantly jump from one physical location to another; rather, they are constrained to leave
a spatial history of past locations bound by their dynamics and any boundaries in the
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environment. Can we take advantage of the interior of a perimeter to pose novel patrolling
policies that improve the capture probability? If we grant the patroller that capacity to vary
speed with an associated change in detection capability, can this improved model improve
capture probability?
Benefit to Collaboration There should be a benefit to a team of patrollers if they
collaborate rather than act independently. Can we bound this benefit of communication and
collaboration in terms of the game equilibrium? Can we relate this new game equilibrium to
a new game model where the adversary can monitor all inter-agent communication? Importantly what is the marginal increase in capture probability as we add additional patrolling
agents if these agents collaborate versus act independently?
Presence Patrolling In real-life settings we find security forces use so-called presence
patrols to limit crime in some area by extensively patrolling that area. Related tactics include
patrolling the environment at a mix of high and low-speeds given a reduced probability of
detecting any criminals while traveling at high-speed. Can we use our proposed patrolling
framework to analyze the expected performance for these presence patrols? Does there exist
a unique optimal ratio of high-to-low speed patrolling that maximizes the probability of
capture?
In short, we intend to extend the state of the art in patrolling games by first posing the
game where the adversary has only a set of local observations rather than perfect, global
information on the state of the patroller. Next we aim to address policies for teams of agents
within this same framework given varying dynamic models. These teams will invariably seek
to communicate, and we intend to examine the benefits of collaborating versus independent
agents.

1.2.1

Problem Statement

This thesis seeks to identify patrolling policies that maximize the payout for patroller(s)
within the context of the larger non-collaborative two-player game between patroller and
adversary. We aim to address scenarios that grant the adversary arguably more realistic
sensing capability compared to existing work. Specifically, we model the adversary as capable
of collecting a sequence of local observations in the form of inter-arrival times that allow the
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adversary to condition his attack to minimize the probability of capture according to our
game model.
The hypothesis is that modeling the scenario as a Stackelberg leader-follower game allows
us to more succinctly characterize the adversary's best response to a patroller's strategy. In
turn, the individual patrolling agents can use this framework to determine their optimal
local policies that maximize the patroller payout in the larger game. We further believe that
we can extend the optimal policy for a single patroller to the optimal policy for a team of
collaborating patrolling agents.

1.3

General Form of Patroller-Adversary Game

We wish to create a fully general game model that captures the patrolling scenario outlined
initially. Patrolling games are typically fashioned as two-player zero-sum games between
the defender and attacker where both players seek to maximize their expected payout. The
most recent literature as in Agmon [4] and Basilico [17] model the game as a Stackelberg
game [62]. Stackelberg games are marked by a leader who commits to an action or policy
and a follower who chooses an action in response to the leader.
We generalize this scenario to a two-player game between the adversary, A, and the
patroller, P. Both players operate within an environment E as in figure 1-4. We cast player
A as a criminal poacher who can choose any location within 8 to observe P before choosing
to act, and A chooses the timing of his crimes based on these observations. Player P is
mobile and patrols 8 with some search policy 7r E II, but he cannot detect A until A has
started to commit some crime of duration s. A can detect P within a circle of radius rA
where P is aware of rA. We refer to the circle centered at A's location with radius rA as the
observation disk, and we model it as an indicator function I : t -+ {0, 1}. That is, if p(t) is
P's location at time t, then 1(t) = 1(11A - p(t)II < rA).
We claim that A can only determine when P is within detection range, but cannot determine the actual range to P. We make this modeling assumption to capture the physical
nuance that many of the detection means available to A do not allow precise range calculations. Perhaps the best support for this modeling decision is to consider the adversary's use
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of dogs that alert when a UAS is within audible range, but these dogs cannot be queried as
to the relative distance to the UAS. Similar logic applies to electronic detection equipment
that can report a UAS communicating within known frequency bands but cannot determine
the range to this aircraft without knowing relevant baseline signal strengths.
If player A chooses to attack at time to, then we say that P captures him if P returns
before to + s, that is P captures A if there exists r E [to, to + s] such that 1(r) = 1.

A

r

Figure 1-4: Patroller's path p(t) and adversary's observation disk
Restating our rationale from above, we choose to model A's observations using an indicator function to reflect the physical reality that often an individual observer is aware of the
presence of a UAS but not the range or bearing to the aircraft due to multi-path reflections,
lack of necessary signal strength baseline, use of dogs that alert to the audible signature,
etc. This is also the case for many other forms of autonomous patrolling such as terrestrial
robots in an urban setting.
Also from above, we choose to model A as a static entity that is constrained to make
observations from a fixed location and ultimately commit a crime from the same location.
We could allow A the mobility to find the location within E that is the best response to
the P's policy, but we claim that is equivalent to allowing a large number (possibly infinite)
adversaries throughout E that all independently choose their best response. Without loss
of generality, if A, is in location i and chooses to move to location j then commit a crime,
it is equivalent to A, remaining fixed at location j and committing a crime. Thus P must
choose a policy that maximizes the minimum game equilibrium throughout the environment.
It could, however, be the case under certain circumstances that the best response for A is
to observe at location i and attack from location j. In other words, the best location from
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which to attack need not be the best location from which to observe. We will essentially
sidestep this issue by solely analyzing environments with periodic boundary conditions under
the assumption that P's policy must be vertex-transitive such that the game equilibrium is
equal for all locations along the ring or torus. Most simply, we argue that A cannot improve
the game outcome by observing from different locations, and we can therefore imagine A, as
intent in attacking at location i based on observations at location i.
We further characterize this as a game of incomplete information where A is of a given
type 9 unknown to P. Let 9 > 0 model A's degree of risk aversion as it determines his
payoffs when he chooses to commit a crime. A receives reward of value 1 if his crime is
successful, and reward of -9 if captured by P. Thus if A is of type 9 = 1, then we claim
that he is "brazen" in that he receives equal (but opposite) payoff if captured or successful.
Contrarily, we claim that A is "risk-averse" if he is of type 9 large where his penalty for
being captured is much more negative.

1.3.1

General Multi-Stage Game Model

Let II be the set of all feasible policies. Then we model P as a Stackelberg leader as he must
choose a patrolling strategy 7r E II based on his beliefs of A's type 9. He follows this policy
for time t E

[tk-1, tk]

creating path p(t). A as the Stackelberg follower observes P according

to the indicator function I(t). After tk, A must decide between two actions: "commit crime"
C, or "defer action" D. Table 1-5a presents the associated game payoffs for a single-stage of
this repeated multi-stage game, and figure 1-5b presents this single-stage game in extended
form. Note that the game ends upon A choosing action C, and we let Nature decide whether
the crime is successful S or unsuccessful U (i.e., P does or does not capture A, respectively).
Let A choose to "defer action" for G stages prior to choosing to commit the crime. Then
figure 1-6 depicts this leader-follower repeated game in extended form with the associated
payouts for both players.
There are several implications to the game we propose. First, this game affords a number
of advantages to A; P must commit to a patrolling policy while A can observe P for time
t E [0, tc] where tc is the time step where A chooses C rather than D. Let A assemble the
series ti := {ti : I(t) = 0, I(t) = 1} and t 2 := {ti :
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(t-1,

I(t)

=

0} where t and t 2

DD1 , -6
Adversary A
Commit Crime, C
Successful Unsuccessful

Patroller
P

Crime, S

Crime, U

policy r

(-17,1)

(F7,-0)

P
Defer Action
D
C

(1,-6)

(a) Single-stage payouts for A and P

U

F ,-

(b) Single-stage in extended form

Figure 1-5: Game payouts of single-stage game in tabular and extended form
Stage 1

Stage 2

Stage 3

Stage G + 1
S

Al(G +

-6G)
0 -F,

U'(G - F, 1 - 6G)
U
Figure 1-6: Extended form Stackelberg patrolling game

are the set of arrival and departure times of P from the observation disk. The sequence of
inter-arrival times between observations is then {AT} := {Ati : Ati

=

t2,i

-

ti,, i <

Iti,}.

If

P adopts a deterministic patrolling policy, then the time between A's observations, AT,,i,
will also be deterministic. If, however, P adopts a mixed or stochastic strategy, then the
time between A's observations will instead be distributed probabilistically according to some
probability density function (PDF), fAT, (At) such that AT,,i is a random variable'. We
will treat the interarrival times from deterministic strategies as degenerate random variables
drawn from a trivial distribution such that P(AT = a,) = 1 for some constant a that is a
function of 7r.

Secondly, we allow A the additional advantage of conditioning his decision to attack
pending additional observations. At time tc, A decides to attack, and he also determines
the optimal time to wait after the last observation. Let PC(T, 7r) be the probability that P
returns (i.e., captures) A before T + s after A conditions his attack by observing for time T
lNote that much of the sequel is dedicated to discrete time analysis such that we are most interested in
the probability mass function, fAT, (At), for AT, integral.
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with P committing to patrolling policy gr, that is
Pc(T,7r) = P(T + s < ATIT < AT)

(1.1)

Pc(T*, 7r) = min P(T+s<ATjT< ATr)

(1.2)

T* =arg min P(T+s < ATjT< ATr)

(1.3)

Further, let

TE[O,oo)

More colloquially, when A commits to attacking after time tc, he sets a fictional timer
to T*. Every time P departs from the observation disk, A starts his timer. If P returns
before the timer expires, A restarts the timer when he leaves again. If P has not returned
by T*, then A begins his crime of duration s. This simple example highlights several of
the key assumptions of this work that we will present in more detail momentarily. Briefly
Assumption 1 requires that the AT, random variables are IID which we can understand in
this context as A resetting his fictional timer to the same T* after every observation rather
than determining some correlation between subsequent AT realizations. Additionally we
can view Assumption 1 as requiring that the AT, random variables are time invariant such
that the characteristics of the AT, distribution do not shift over the course of the game (i.e.,
the mean ATr does not increase during night or poor weather patrolling). Hence the simple
concept of A predicating his attack based on a fictional timer set to T* helps illuminate
several of the key simplifications of this present work as well as several avenues for further
research in the future.
As the final implication of this game, suppose P knows A's attack duration, s. If there
exists a deterministic patrolling strategy such that AT < s at every point in i E E, then P
will adopt this deterministic strategy. A will always choose to "defer action" D because A
will not be able to attack without observing P before the end of the attack. Note that we
never required that P observe all locations within 8; rather he simply must ensure that every
possible location for A will observe him with AT< s. This is akin to a police force patrolling
a neighborhood with such regularity that no robber could break into a home without a police
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patrol passing by before the robbers could flee.

We claim that this general form of the game captures the tradeoffs we mentioned when introducing the subject. Namely, there exists a tradeoff for P between patrolling efficiency and
entropy where we consider entropy in the broadest terms as a quantification of randomness.
Figure 1-3 graphically depicts two extreme policies of highly efficient (i.e., deterministic)
policies and highly random (i.e., stochastic) policies. We can, however, apply a more rigorous definition of entropy within the context of information theory where we view (Shannon)
entropy as a measure of the uncertainty of a random variable. In this case the random
variable of interest is the interarrival times AT, and the patroller seeks to maximize the
Shannon entropy, H(AT,). Recall that the Shannon entropy of a random variable is more
specifically the expected value of information contained in a "message," and in this setting, P passes A a "message" upon each observation. Then a deterministic policy 7r results
in a distribution of AT such that H(AT,) -+ 0; in the extreme AT, is degenerate and
H(AT,) = 0. Conversely a policy 7r that is highly random passes a great deal of information
to A upon each observation or realization of AT,. We will have more to say regarding the
concept of entropy as applied to the distribution of AT in Section 1.4 when we constrain the
environment to patrolling rings or cycles, but the point we wish to make here is maximizing
(Shannon) entropy via stochastic policies minimizes the information available to A prior to
each observation as compared to deterministic policies.

Returning to the trade-off between patrolling efficiency and entropy, in the first case,
P motivated by a large F payout for capturing A chooses a policy that maximizes the
probability of capture. In the second case, P seeks to extend the learning phase of the game
where A collects observations so as to maximize the number of these stages G. Thus by
varying F we can extract different behavior from P on the spectrum of patrolling policies from
more deterministic to more stochastic. We seek a similar tradeoff for A between deferring
action to gain more information via observations and committing a crime; we claim that the
linear time discounting factor 6 suffices in this model.
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1.3.2

Simplified Single-Stage Game Model

While this full general game model captures all the dynamics between A and P, we desire
a simplified model for use in our initial analysis.

Thus we consider a single-shot game

consisting of the same payouts in table 1-5a as the general game. Instead of A choosing to
form a sequence of G observations for the first G stages, we instead provide A all observations
for t E [0, tf] for some time tf. A must decide to choose C or D based on these observations.
Several observations are immediately apparent when posing this reduced form of our
general game model. Based on his observations of the sequence {AT,i }, A can determine
the minimum probability of capture, say P.' = minT PC(T, 7r), for some given policy 7r and
attack duration s. Then player A's expected payoff is PA = max ((1 - P') - Pc9, -3), and
A will choose "commit crime" C versus "defer action" D to maximize his expected utility
as:
E[Uc] > E[UD]
I - P' - Pc'6 > -j
P' <

(1.4)

1+0

Equations (1.2) and (1.4) demonstrate the interdependence of A's type 0 and attack
duration s and is central to this work. In words it states that A will choose "commit crime"
if the minimum probability that P appears within time s is greater than or equal to 1+j
1+0
conditioned upon A's optimal waiting time T*.
The payoff for P is dependent on A's action C or D.

2Pc' - 1,

if Pc' <;L

1,

otherwise, (A chooses D)

(A chooses C)

(1.5)

Equation (1.5) demonstrates that P maximizes his reward in this single-shot game when
P' ;> 1+0
+. Regardless of 9, P's optimal strategy is intuitively to maximize Pc' which is in line
with our expectations as P is the Stackelberg leader. Thus the Stackelberg equilibrium for
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this single-shot game is straight forward to characterize: A chooses T* that minimizes P' as
the best response to the policy 7r that P chooses, and hence, P chooses a policy

lr*

E I that

maximizes P'. In short, P seeks an optimal policy as:
7r*

=arg max
7rEfl

min Pc(T, 7r)

(1.6)

TE[0,oo)

The game equilibrium occurs when P chooses 7r* and A chooses T* such that
Pc*= Pc(T*,W*)

(1.7)

The remainder of this work is dedicated to finding those patrolling policies for P that
maximize P* subject to some constraints on the patroller's dynamics.

1.3.3

Capture Probability Definition and Discussion

To determine the capture probability for any given environment and any policy, 7r, we require
a definition for Pc that we can apply universally. For every location within £ for A a policy
7r for P will create a sequence of interarrival times, {AT,,i} at some location i, and A seeks
to glean as much information from {AT,,i} as possible. We have already addressed that
this concept of a sequence of interarrival times is an improvement in the state of the art for
patrolling security games, and we acknowledge that there are multiple methods of modeling
A's use of the information available.
In the work that follows we will restrict ourselves to a model where A assumes that each
interarrival time, AT, is an independent and identically distributed (IID) random variable
drawn from some distribution as a function of

ir and

the policy -r will influence this distribution.

the location within S. Clearly changing

Crucially for this work, the distribution is

also a strong function of location, and we will show that boundaries of the environment
will exert a strong influence on the distribution of interarrival times in those neighborhoods
that approach a boundary. We will refer to the probability distribution function (PDF) as
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fAT(At)for some A location within E such that
P(a < AT < b) = jfA(At)dAt.
Similarly, we will refer to the cumulative distribution function (CDF)in the standard way as

fAT(At)dAt

FAT(At) =

where the lower bound of integration acknowledges AT > 0. A great deal of the sequel is
dedicated to patrolling a perimeter; in these cases we can arbitrarily assign an origin (given
that we treat each location identically, equivalently that the policy -r is shift-invariant), and
we will refer to the the PDF and CDF as fo and FO, respectively. Differentiating between
those distributions evaluated on continuous and discrete environments will be clear from the
context.
We acknowledge that there exists several cases where AT,

-

FAT(At) is not IID. For

example, in the neighborhood of a boundary, there is a temporal dependency such that we
would expect a short AT followed by a long AT, in some sense. Thus, any A located in a
corner as in Figure 1-7 could extract more information from the sequence AT rather than
assuming each random variable were IID. More concretely, P(ATij < 131AT > a) = Y
for some thresholds a and 0. We will unfortunately postpone treatment of this correlation
between elements of the sequence {AT} for future work, and we will assume that all AT
are IID random variables.
Assumption 1. All AT random variables are IID from some distribution FAT (At) that may
be a function of the patrolling policy r and location within S.

Figure 1-7: Temporally dependent AT for A located near border
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Assumption 1 therefore restricts our present analysis to environments with periodic
boundary conditions.

Hence the vast majority of the sequel is dedicated to analysis of

patrolling policies set along a perimeter or ring with one brief extension to results on a
torus. Appendix A considers this same game model but set on a bounded region to make
some claims regarding the impact of these boundaries on the set of optimal policies.
Thus, given IID random variable AT ~ FAT(At) for some location, we can define the
capture probability introduced in equation (1.1) in terms of the PDF fAT(At) as

PD(T, 7r) -

I

f(Ai\dAt

Tr

f;O fA (At )dAt

(1.8)

When analyzing discrete domains, we will replace the integrals with discrete sums. We
recognize the denominator of (1.8) as 1- FAT(At), and we can equivalently define PC(T, 7r, s)
as

P,(T, 7r) = FAT(T + s) - FAT(T)
1 - FAT(T)

(1.9)

We will use these definitions of capture probability extensively in the sequel.

1.4

Patrolling on Rings

We are interested in describing optimal patrolling policies for a variety of environments and
dynamic models for P. We will extensively study the behavior of various policies implemented on a cycle or ring, however, as it is one of the most basic environments conceivable.
An environment's boundaries will greatly influence the patrolling policy as shown in Figure
1-7 whereas rings avoid these concerns given their periodic boundaries conditions.
We present parallel work on patrolling within bounded regions in Appendix A. There we
show that patrolling policies generated by random walks have significant benefits compared
to other proposed policies. We conclude by proposing a hybrid random walk that provides
parameters to vary the rates of local and global exploration as well as the ratio between the
two.
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Further, we assert that patrolling environments with periodic boundaries are interesting
and applicable in their own right. We can model the real world problem of patrolling the
perimeter of a base or target quite accurately as a discrete cycle. Determining the optimal
patrolling policy for any general bounded region in R2 is extremely challenging, but if we
assume that there are N agents within the environment, and we focus on some small subset
of the environment such that as one agent departs another agent is expected to arrive, then
we can simplify the general bounded region to a torus with periodic boundaries.
The set of feasible policies, H, is quite large and in future chapters we will seek to restrict
this set based on the geometry of the environment or other assumptions when seeking the
optimal policy lr* E 1. We take a moment here to propose several broad statements regarding
these feasible policies that will influence our future assertions.

1.4.1

Characteristics of Optimal Policies

Let us begin by considering those discrete environments consisting of a set of vertices (nodes),
V, and edges connecting those vertices, E, and let the graph G = (V, E). First we claim
that the optimal patrolling policy in an environment characterized by G must be symmetric.
Definition 1. We refer to a graph as symmetric if there exists an automorphism, f :
V(G) -+ V(G), for a graph G such that given any pair of adjacent vertices, (u1 , v 1 ) and
(u2 ,v 2 ) E V(G), f(ui) = u 2 and f(vi) = v 2.[32]
More simply, symmetric graphs "look the same" from any node in that we can suitably
change the node indices, and the graph retains the same adjacency matrix among other
properties. [69]
Definition 2. Given a graph G = (V, E), let a policy

-r

:H|

0

Vk -+

V

1

, and let the

history Vn = {Vo,..., Vn}. Then we refer to a policy r E II as symmetric if it there exists
an automorphism f : V(G) --+ V(G) such that 7r[f (Vn)]

=

f (_X [Vn]).

Let Us C H be the family of symmetric policies. A symmetric policy for a graph G then
reduces to a policy that we apply identically at each vertex V(G). More simply, we will map
all policies to 1-step Markov chains where we can assign a transition probability from a node
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to all other adjacent nodes; then a symmetric policy is a policy which we can apply identically
at each node. Note that it is insufficient to require that a policy be vertex-transitive because
such a graph need not maintain the same set of edges or adjacency matrix. Inherent in this
discussion of symmetric policies is our assumption that A is equally likely to be observing
(and hence preparing to attack) from each node V within the graph G.
Assumption 2. Player A is equally likely to be located at any location within 8 or, equivalently, any node i E V.
Assumption 2 greatly simplifies our analysis but at the expense of game realism. We
might expect that there exists locations within E that are more desirable for A to attack
and, hence, observe. For example, not all locations along the perimeter of a wildlife preserve
are equally likely to have rhinos nearby; hence poachers are more likely to be preparing for
attack from a subset of nodes within E. Unfortunately eliminating Assumption 2 greatly
complicates the game equilibrium, and we must postpone consideration for future work.
Assumption 2, however, allows us to restrict our attention to symmetric policies by the nature
of the proposed game. Given that P is unaware of A's location within the environment and
A is uniformly distributed throughout E, P can do no better than following a symmetric
policy, or at least that is our intuition. Indeed we will prove that the optimal policy for a
single patroller is equivalent to a random walk Formally proving that P can do no better
than following a symmetric policy is surprisingly difficult given our game equilibrium metric,
P, from [1.9]. We could assume the opposite, for example; namely we could assume that
there exists a policy 7r 0 H, that achieves a
Assumption 3. We restrictP to symmetric policies 7r E H,.
It is not the case, however, that any symmetric policy, say 7r, E 11, achieves a higher
P,*(T, 7r,) than any asymmetric policy, 7ra E 1/1S. Consider the trivial albeit symmetric
policy whereby P always transitions clockwise to an adjacent node along a ring; we can
show that PC(T, 7r,) = 0 for s < IVI. Compare this to an asymmetric policy where P chooses
a node uniformly from V except at some asymmetric node where P chooses from V - 1
nodes. We can show below that this policy is upper-bounded by 0 < PC(T,7ra) <

(1-

)s.

Hence we cannot simply claim that all symmetric policies achieve a higher P, compared to
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asymmetric policies as this pathological counter-example shows. Rather, we must assert this
restriction to symmetric policies as in Assumption 3
Let M = IVi. Then what we can show, however, is that P can do no better, in the sense
of (1.2), than a policy 7r* where P transitions from one node to any of the other M - 1
nodes uniformly at random. We begin by showing that such a policy results in a geometric
distribution of interarrival times, and this distribution is optimal at every node in V(G).
Lemma 1. Given a perimeter discretized into M nodes and considering only symmetric
policies 1r, E H, the optimal distribution of random walker first return times, FAT(At), that
maximizes the minimum PC(T, 7r) subject to the constraint that E[AT] = M is a geometric
distribution; that is FAT(At) = 1

-

(1

-

p)At- with p = 1/M.

Discussion: First note that our restriction to symmetric policies is a sufficient condition
that E[ATi] = 1/M for all vertices i E V. Second note that we define the support of the
CDF as At E {1, 2,...

}

such that F(1) = 0 and F(2) = p. This is in agreement with our

model that a patroller is at the origin at time 0, and he leaves the origin at step 1. We will
maintain this time indexing scheme throughout this work.
Our proof relies on Assumption 3 to show that any Markov transition matrix must be a
circulant matrix; we then use known relations for eigenvalues and eigenvectors for circulant
matrices to show that a random walk on a complete graph results in the unique optimal
distribution of first return times
Proof: We have stated that any patrolling policy can be viewed as a random walk on
the set of M nodes. Hence it is natural to consider an n-order Markov transition matrix,
P E

RnMxnM,

with

>j

walk on the set {0, 1,...

Pij = 1 that describes the transition probabilities for the random
,M

- 1} with n-step memory. We will begin by considering a

one-step Markov chain (i.e. a Markov chain that possesses the Markov property) such that
P

E RMxM.
The symmetry required by Assumption 3 dictates that a random walker transitions "iden-

tically" at each node in [M]. Let pi = [c1

c2

c3

...

c]

be the transition probabilities

for some node 1. Then our symmetry assumption requires that P is a circulant matrix of
the following form
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P

=

Ci

C2

C3

...

Cn

C1

C2

...

Cn-1

Cn1

Cn

C1

...

Cn-2

C2

C3

...

Cn

Cn

C1

We will pose this requirement more naturally as a random walk on a cyclic group generated by a set of symbols S in Section 5.4.
We require the distribution FAT(At) to evaluate our game equilibrium P. Let us arbitrarily designate some node as the origin, say state 1; then we can determine the distribution
of first return times to the origin, FO(k), by converting that node into an absorbing state
such that our new Markov transition matrix is governed by T as follows

T =

0

1

0

0

...

Cn

C1

C2

...

Cn_1

Cn-1

Cn

C1

...

Cn-2

C2

C3

...

Cn

C1

Let d' E R'{ be the probability distribution over the initial state2 for our Markov chain
with

& = 1. Since we are modeling a random walk that just departed the origin at state

1, we force d' = 0. The probability distribution over [M]/1 after the first step from state 1
(origin) is simply pi modified by our requirement that dI = 0. Hence we see that our initial
conditions are given by
dl=

1

1

0

C2

C3

-..

C]

We can now determine FAT(k) as the first element of Tk-1di. In the sequel we will extensively
rely on this formulation.
Fo(k)= 1

0 ...

2

0] Tk-ldi

The initial condition is commonly indexed by 0 but in our model the initial state is the distribution after
the first step to depart the origin. Hence we choose the index 1 to represent this initial distribution.
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Let vi be the set of eigenvectors that satisfy the relation Tvi = Aivi. Importantly for us,
we can relate any initial condition d' to the eigenvectors of T as d' = E aivi with E ai = 1.
Several observations are immediately apparent.
A, < A2

...

First, let us sort the eigenvalues as

5 AM. Then by the Perron-Frobenius Theorem we see that A, = 1. Further,

the associated eigenvalue v, = [1 0 -..

0].

Then all remaining eigenvectors must be

orthogonal as viv = 0.
We can now evaluate Fo(k) for any transition matrix T as
Fo(k)= 1

0 ...

0] Tk-ldl

m

Tk-lm

=V'/

i=
M

1 - ZaiAlivi

=

i=2
M

1 - ZajiA

=

(1.10)

i=2
MM

First we note that a,

0 because v'dl

=

0. In the fourth equation we take advantage of the

fact that
Fo(k) = -

0 1 -...1lE aAhvi
i=2

Then let the row vector 1 = [

then we see that 1vi = 1 by definition.

...

Now let us consider a random walk on a complete graph such that ci = 1/M for all
i.
0

We can see by inspection that A2
M1

Mu].
1

=

and the associated eigenvector is v 2

M,

We can also see that d'

=

v 2 such that a 2

=

1

and ai = 0 for all

i = 2. We can now apply [1.10] directly in this case to determine P*(T) from [1.9].

Pc*(T) =

1

-

(M-1T+s
M
i-+

M
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(

("M)1

M-1T
m

=

Hence P*(T) is constant for a patrolling policy that is equivalent to a random walk on a
complete graph.
Now we compare P*(T) to Pc(T) for an arbitrary transition matrix T with ci -A 1/M.
As expected we find Pc(T) not to be constant as in the case of a complete graph.
TAT+s - 1 + E 2 aiA[
2 A
1 - I + J:M, a____
S-aiAT(1 )

1E-

Pc(T) =

i=2

aiAT"

Let us now determine the conditions on {A 2 } such that Pc(T) > Pc*(T) for all T > 0.
Pc(T) > Pc*(TM)
2 ajAT(1

Zi

- MI)

_M

- I)

Ta jA4

M

~
aiA(1 - As) >

M

2

M

aiT(1 -

M- 1

i=2

i=2

-

aAj

1)*

(1.11)

- A- ) > 0

i=2

For [1.11] to hold for all T > 0, we must have the dominant eigenvalue A2 max Ai < 1 must
satisfy A2 < M-1. We can determine A2 as related to generator pi =

c2

c3

...

cn of

the underlying circulant matrix. The eigenvectors of all circulant matrices are identical [70]
and given by
Vm

where

Wm

= e n

=

- --.
,
2m

W

1

is the mth root of unity. Then the eigenvalues, Om are given as
n-1
4
OPMZCk& k

k=O

This is closely related to the Discrete Fourier Transform of the sequence {ci} where we can
see that

M-1

= min A2 . Hence, for any arbitrary distribution pi, we can say A2 >

Hence the random walk on a complete graph maximizes capture probability P*(T).
45

M-1

Finally, FO(k) is geometrically distributed as Fo(k) = 1 - (1 - p)k with "success probability" p = 1/M associated with the probability of returning to the origin at any step.

El

Given that the game model allows A to determine the optimal waiting time T*, it is not
surprising that the (locally) optimal patrolling policy for P is to establish a geometric or
"memoryless" distribution of AT.
Let us view this optimal distribution of AT differently. We can show that any distribution
of first return times PAT(At) that achieves a higher P, than the geometric distribution can
only do so for a finite interval. Then we can show that as we increase the discretization, M,
the optimal distribution approaches the exponential distribution .
We have claimed that FAT (At)

=

1 - (1 -p)A'-

for p = 1/M is the optimal distribution

of first return times that maximizes the minimum PC(T, 7r,). Note that any policy ir that
achieves this geometric distribution F(At) results in a constant capture probability, say g,
that is a function of M and s alone. Note that g = F(s) below.
F(T + s) - F(T)
1 - F(T)
1 - (1 - 1/M)T+s _ 1 + (1 - 1/M)T

P,(T,)

1 - 1 + (1 - 1/M)T
-

1 - (1 - 1/M)S = g

Now let us claim that there exists another policy r that yields distribution FAT(At) such
that Pc(T, ir) ;> (1 + E)g for all T in the interval 1 < T < NT for c > 0. We could cast
this as a nonlinear optimization problem to find FAT(At) that maximizes E. Instead we will
search for the existence of a solution for PAT(At) for 1 < At < NT and E that satisfy the
constraints. For brevity let F(t) = FAT(At), and let
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=

(1 + c)g. We can determine the set

of constraints on this problem as follows.

Pc(1, fr =~
Pc(2,Ir)

=

PC(NT - s, ir) =

F(1+ s)-F(1)
1 - F(1)
F(2 + s) - P(2)
;>F(2)
1 -. P(2)
g
_P(NT) - P(NT - s)
(N
~N;>
1 - F(NT - s)

->F(2 + s) + (
-F(NT) + (

I-)F(2)>

I-)F(N - s) >j#

The constraints above can be summarized as
0
0

0

P(1)

1

0

F(2)

0

1

(1.12)

F(NT)

We further constrain this problem such that the mean inter-arrival time E[AT] = M.
The CDF of a non-negative random variable and its mean over the interval 0 < At < NT
are related by
NT

E[AT] =Z1

-

(At)
NT

M

=

NT

-

ZP(At)
1

NT

Z(At) =

NT

-

M

We could satisfy constraint [1.12] with a geometric distribution F(At) = 1 - (1 -P)At-1

(1.13)

with

P > 1/M, but this would violate [1.13] as E[AT] = 1/P < M. For some fixed E > 0 we can
determine a feasible solution to F(k) for 1 < k < NT as depicted in Figure 1-8a that satisfies
the constraints [1.12] and [1.13]. We can see that the set of feasible solutions for F(k) for
1 < k < NT exists within a polytope bounded by NT - s halfspaces as defined by [1.12].
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Figure 1-8: Baseline CDF F(At) and modified F(At) for M = 20 and s = 10
Further any solution must lie upon the plane defined by [1.13]. Indeed we can see that as we
increase c the set of feasible solutions constitute the null set. Finally we can see that in the
limit as NT -+ oo, the set of feasible solutions only admits the geometric distribution and
only for c -+ 0.
There is much more we can say about this finding, but it focuses our work on finding
those discrete symmetric policies 7r E I, that approach the geometric distribution of interarrival times AT(7r). When combined with Lemma 1 this result would show that we seek
policies that have no temporal or spatial memory. We may be able to find policies that
achieve these goals in regions with periodic boundaries (e.g., rings, torus, etc), but applying
this to aperiodic boundaries will likely prove much more challenging.

1.4.2

Upper Bound on Capture Probability

We wish to establish an upper bound on capture probability rather than the optimal distribution of inter-arrival times to serve as a reference for all future patrolling policies. More
importantly, we wish to establish a relation between A's observation distance, P's sensing
range, and the attack duration s. This will allow us to comment on the variation of the
game equilibrium dependent on the game parameters. The majority of the sequel is dedicated to patrolling policies on a perimeter, and we seek an upper bound for all such perimeter
patrolling policies in this section. In general when introducing this patrolling problem we
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Figure 1-9: Discretization of unit circle into M observation segments for A and n sensing
segments for P
claimed that A can observe P within some distance, rA. Let us then discretize the perimeter
length f into M = f/ 2 rA segments. This model reduces to patrolling a circle of unit circumference with M observation segments. Note that any additional A locations above M would
simply overlap with those just defined and be redundant.
Let us further divide the unit circumference into n segments (independent from M)
3
based on the P's sensing range n = t/rp. Finally, let us choose some w as a fraction of the
intrusion duration as w = s/n (assuming unit velocity without loss of generality.) We depict
this model in Figure 1-9.
We are interested in bounding the performance of policies for varying values of w, particularly for w E (0, Wmax] and for w > Wmax. In both of these cases let us propose the following
policy iR where we assume that P can instantly jump between any two locations on the
circumference. In this way we claim that we can upper bound the capture probability we
allow P to instantly jump rather than constrain P to a dynamic model limiting his mobility.
For w sufficiently small (i.e., w E (0, Wmax]), we submit that the optimal policy -R is then for
P to jump between all n sensing segments in some deterministic manner (say, sequentially
according to some indexing scheme) while remaining at each segment for time w. Thus if
we place no more restrictive lower bound on w > 0, P can sense at all n segments in the
interval [t, t + s] for all t, and the capture probability is trivially Pc(T, *r) = 1 for all T and
3Note that we define M based on twice the observation distance rA whereas we define n as the reciprocal

of rp. We choose this model to capture the physical nuance that the observer is static within an observation
of
segment and can detect P from either direction. We associate P, on the other hand, with some sense
with
consistent
be
to
2/n
=
rp
define
could
We
him.
of
front
in
detect
only
can
heading such that he
rA = 2/M without improving our findings but at some cost to the physical nature of our model.
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s > 0. We formalize this concept in the following lemma.
Lemma 2. Given n > M sensing segments, a transition model whereby P can instantly
jump between any two locations on the perimeter, and the restriction that P must remain on
the perimeter for time w E [0, w.] before the next jump for wm

=

;1,

the optimal policy

k for P is to visit all n sensing segments according to some deterministic scheme and remain
at each segment for time w. The resulting capture probability P(T, R) = 1 for all T, s > 0.
Discussion: First, note that if s = f such that the intrusion duration equals the perimeter
length (assuming unit velocity) then w = s/n as before, but P remains in each sensing
segment for the entire length. In short, policy i recovers the deterministic policy of traveling
along the perimeter continuously, no instantaneous jumps required.
Second, we find it unsurprising that P can capture A with probability 1 given this model.
For any s, P can instantly jump to all n sensing segments within the interval [t, t + s]. We
provide an improved bound momentarily when we restrict P to a transition model where
he must remain in each segment for time w > wm,

and P can no longer employ such a

deterministic policy.
Thirdly, we require n > M to avoid some possibly trivial behavior between A and P.
Consider the inverse case with M > n = 2 such that P can sense all possible A locations from
only 2 sensing segments, no and n 1 . Then P would alternate between no and n, according to
policy R, but it is not immediately clear if A would observe P at these locations depending
on where P begins his visit of time w within ni. We can avoid such concerns by assuming
rA > rp such that M < n, and A has an advantage in some sense. That is, we are interested
in those scenarios where A can detect P at a larger range, and A uses this information to
minimizes the probability of capture; hence, we require n > M.
Lastly, we are searching for the upper bound on PC(T, 7r) when the P's dynamics are
continuous, X(t) c [0, 1), rather than discrete, Xk E [no, n 1 , ... , nn], yet we are proposing
a continuous policy where P visits each of n segments deterministically and travels along
each segment for some time w > 0 before jumping to the next. Thus we could equivalently
characterize this policy for discrete intervals k where t = kw. In the continuous domain we
claim that P captures A in the event {(A - X(t) mod f) < rp},4 that is when P is within
4

The modulo arithmetic is necessary given the periodic boundary.
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distance rp of A. In the discrete domain this event is simply {Xk = no} where no is the
sensing segment that contains A. We will maintain the continuous notation in the following
proof while acknowledging that the discrete analysis is identical in this case.
Proof: We place the adversary randomly at some location and declare that segment arbitrarily as the origin, no, and P implements patrolling policy r unaware of A's location.
According to this deterministic patrolling policy P will visit n - 1 sensing segments after
passing A initially before returning to no at time w(n -1)

< s. Thus P is assured of arriving

at the sensing segment no where P can sense and capture A within the interval [t, t + s] for
all t such that the capture probability Pc(ii, T) = 1 for all T.
We can show this more concretely. As before, define the cumulative distribution function (CDF) for the probability of first return as Fo,f,(At) = P(r < At : r = argmin(A -X(T)
mod t) < rp, X(t) = 0). Note that Fo,,(At) is a valid distribution in that limm+, Fo,f,(At)

=

1. According to policy -, P returns to the origin at time t = (n - 1)w such that

Fo,(At) =

0

fort< (n-1)w<s

1

else

Defining capture probability as in [1.9], we see that PC(T, f) = 1 for all T E [0, (n - 1)w] and
El

all s > 0. Note that time domain of Pc(T, 7r) is T E [0, w(n - 1)].

Lemma 2 above presents a trivial bound, but introduces several constructs that we will
leverage in the sequel. Let us now investigate the impact of restricting w >

Wmax =

s/(n -1).

In this case, P requires w(n - 1) > s time to return to the origin via policy -i,and Fo,*(s) = 0
such that PC(T, f) = 0. Hence, the deterministic policy performance is quite poor in this
case, and we investigate the performance of stochastic policies with instantaneous jumps
between perimeter locations.
Lemma 3. Given n > M sensing segments, a transition model whereby P can instantly
jump between any two locations on the perimeter, and the restrictionthat P must remain on
the perimeter for time s/(n - 1) < w < s before the next jump, the optimal policy fk for P is
to remain at each sensing segment for time w then jump to one of the n-I remaining sensing
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segments with uniform probability. The resulting capture probabilityP(T,-R) < 1-

for all T with strict equality if [T

(nz) [sui

[1J.

= T
! ±

Discussion: Note that PC(T, f) is independent of T, and hence constant for all T. This
is a consequence of the fact that the geometric distribution is memoryless [65] where we
can interpret -R as returning to the origin with interarrival epochs according to a discrete
Bernoulli process at rate p = 1/(n - 1). Of course, in the limit as n -+ oo, this Bernoulli
process becomes the Poisson process where the interarrival epochs are random variables
drawn from an exponential distribution which is also memoryless.
We must add the requirement that w < s such that P(T, 7r) > 0. If w > s, then once P
jumps from the origin no at time t, he cannot return until t + w > t + s, and Pc(0, 7r)

=

0

for T = 0. Hence the upper bound on w.

Proof: As discussed, the interarrival epochs given policy r are given by a Bernoulli process with success probability - = --

at discrete intervals k

=

Lt/wJ .5 The cumulative

distribution function of inter-arrival epochs, Fo,*(At) is then geometrically distributed as
Fo,,(At) = 1 - (1 - P)Lt/OJ
We determine the capture probability as
Fo,f(T + s) - Fo,*(T)

Pc(T7 ii)

1 - Fo,*(T)
1(1

1)

-

1

-

(T+s)/wJ

(1

-

(1

-

-

(1
.-

-

(1 _ 1 )T/wJ)
T/wJ)

1)

n-2) L(T+s)/wJ
\n-1/

(n-2) LT/J
_n-1/

(n-2) LT/J
\n-1/

=

1

(n

2)

L(T+s)/wJ-[T/J

n - I
rslwl
(n - 2)

n- 1

(1.14)

We discretize k = L3] because P requires k > 2 intervals to return to the origin. Thus F0 ,* (At) = 0 for
At E [0, w] and Fo,f(At) > 0 for t > w.
5
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Next we note that PC(T,ir) <; Fof(s). Therefore, since PC(T,ir) is constant for all T,
P,(0, ir) = P(r < s :

T=

arg min,(A - X(t) mod f) < rp). In words, since P,(T,-R) is

constant for all T, A can do no better than beginning his intrusion immediately after P
departs, and Pc(T, f) is simply the probability that P returns in the interval [t, t + s].
Finally, we assert that this policy is optimal as it achieves the bounds claimed in Lemma 1.

In the proof above, there exists a degenerate game equilibrium that we acknowledge and
avoid by construction. Consider the case where [s/wi = 2. Then if P jumps from no to ni
for i -/ 0 at time t, then there exists a non-negative probability that P returns to no in the
interval [t, t + s]. Indeed, in this case P can do no better than to alternatively jump back
and forth from no to ni endlessly for some i, say i = 1. In this way PC(T, 7r) = 1 if A is
located within the sensing segments no or n1 . The question becomes, "What is the capture
probability if A is located at a segment that P never visits (i.e., n for j 0 {0, 1})?" Stated
differently, this research assumes that A chooses to begin his intrusion at some time T after
P has most recently departed, but how do we model A's actions in the event that P has
never arrived?
We address this degeneracy in two manners. First, we are interested in the implications of
persistent patrolling when any the effects of any initial transients have disappeared. Let To,i
for all i E {0, 1, ... , n} be a random variable describing the time before P arrives at segment
i when first starting the patrolling policy. Then we are only interested in the behavior of
this game for t > maxiTo,i. Secondly, we restrict 7r E 11 to a class of policies that are
invariant under various indexing schemes such that all the distribution of inter-arrival times
f i ,AT(At)

=

fAT(At)

for all locations i. In this way we only consider those policies that are

supported on the entire perimeter.
One weakness of this central assumption of invariance under various indexing schemes
is that we cannot place increased importance on any location along the perimeter. It is
conceivable, for example, that intrusion at some location along the perimeter would have
more catastrophic impact. Such non-uniform weighting is, however, outside the scope of this
initial investigation.
It is enlightening to demonstrate why the optimal policy chooses to jump from segment
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ni to nj for i f j. If this were not the case, P could choose to jump from ni to ni with
probability '. In the language of Markov chains, this action would be a self-loop. Note
that we do not prevent self-loops, but rather we can demonstrate that such self-loops strictly
reduce the capture probability. Let p' = 1/n under a policy r' that allows self-loops. First
we see that the CDF Fo

(At) = 1 - (1 - p') [At/wJ is geometrically distributed. Second,

following the derivation of (1.14) we see that

Pc(TI ') < 1-

< Pc(TIfr)

(-

for all T

Thus while Pc(T, 7r') is constant and independent of T, Pc(T, -r') < Pc(T, -R) for all n and T,
and we assert that self-loops are sub-optimal.
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Chapter 2

P6lya Patrolling
Armed with the simplified single-shot game from Section 1.3.2, we intend to provide game
equilibria for a variety of environments and feasible patrolling policies.

In this chapter,

however, we restrict our attention to a simple discretized perimeter and a simple random
walk. In the context of Section 1.4.1, we will restrict our analysis to symmetric polices.
While we will ultimately show that the equilibrium for this game is trivial, we submit that
the solution demonstrates many useful lessons and aspects of future patrolling policies.

2.1

Single Agent Patrolling

Let us consider the task of patrolling a ring or perimeter discretized into M segments by
a single agent. We motivate this analysis on a discretized rather than continuous ring as
in Section 1.4.2 where we present that A can observe within some radius thereby creating
various "sensing segments." More fundamentally, we choose to discretize the perimeter into
M segments as this allows us to present some elementary patrolling policies that leverage a
great deal of existing work on random walks on lattices. We, therefore, model A as located at
one of these "sensing segments" and arbitrarily define this as the origin. We further model A
as observing P only when the later passes through A's location (i.e., the origin). As before,
A uses the sequence of IID interarrival times, {AT,,i,}, (by Assumption 1) to determine the
optimal waiting time T* to attack after P's departure from the origin. Again, we restrict P
to symmetric policies 7r E l as in Assumption 3.
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We begin by constraining P to use the most rudimentary random walk, the so-called
discrete P6lya's walk [76] where an agent moves along a perimeter from one segment to an
adjacent segment at each time step. Most generally, the P6lya walk is set on a lattice where
the random walker steps from one vertex to a neighbor at each step. In 1-dimension, we
can consider a P6lya's walk to be a walk on the integers, Z/MZ; that is a P6lya walk is a
walk on the integers mod M. Let [M] =

{0, ... , M -

1} be the set of indexed nodes along

the cycle, and we will refer to node 0 as the origin. Let Xk E {-1, 1} be a random variable
describing the step k, and let Xk be i.i.d. We define the probability mass function (PMF)

fx(x) = p6(x + 1) + (1 - p)J(x - 1) such that for p c [0, 1]
P(Xk = 1) = P
P(Xk =

-1) = 1 -p.

(2.1)

Then let p be the probability that the walker moves clockwise (CW) around the perimeter
and 1 - p be the probability of moving counter clockwise (CCW), and let HP be the family
of all P6lya policies. We can see that choosing a policy 7r C TIP is equivalent to choosing a
p E [0, 1] such that p uniquely defines a P6lya policy.
Definition 3. We refer to P6lya patrolling as a policy 7r E I' for P where a patrollingagent
executes a simple random walk on a cycle Z/MZ with M nodes with i.i.d. steps Xk E {-1, 1}
according to [2.1] for p C [0,1].

We refer to P6lya random walk as the sequence of states

visited a discrete time random walk whose state transitions are governed by [2.1].
We will refer to P6lya random walk interchangeably with P6lya patrolling for a single
agent. We note that a P6lya policy is defined by our choice of p such that we will refer to a
patrolling policy 7r as a P6lya policy defined by p.
Importantly for this chapter we note that a P6lya random walk is a discrete stochastic process with the Markov property such that a P6lya random step is independent of
all previous steps. More formally, let Pk =

Z

X

(mod M) be a random variable for

k > 0 denoting the walker's location along the cycle Pk E [M]. Then P(P
Pk-1,

...

, P1

= P1) = P(Pk = PklPk-1 = Pk-1)-
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=

PklPk_1 =

Figure 2-1 depicts this model of P6lya patrolling. Finally, we refer to the random walk
as unbiased for p = 1/2 and biased for p =f 1/2.
1 -

0

Figure 2-1: P6lya patrol on discrete perimeter of M segments with CW (CCW) step with
probability p (1 - p)
The game proceeds as follows. P chooses a patrolling policy where the set of feasible
policies is contained in p E [0, 1]. Then we can characterize the game equilibrium as
max min Pc(T, p)
PC* = pE[O,1]
T>O

We note the symmetry of the perimeter geometry yields identical game solutions for p as
for 1 - p such that Pc(T,p) = Pc(T, 1 - p). P's policy completely defines the probability
that he returns to the origin within a given even number of steps. Note that P requires an
even number of steps to return to the origin in all cases where M is even, and the associated
1
Markov chain is periodic switching between even and odd states at alternating steps. The

fact that the Markov chain is periodic will cause us no issues at this point; in fact there
exists a great body of literature regarding this random walk that we can leverage, and we
therefore assume M is even to simplify our analysis without loss of generality. For a given
p, we can determine the probability that a single agent returns in k steps. Let Pk E [M] be
the sequence of random variables describing the path of the patroller where Po = 0 initially.
Let fo(k) be the probability that the random walker returns to the origin at step k after
'We could introduce a so-called "lazy-walk" where the walker remains at his current state for a time step
with some non-zero probability such that the resulting random walk is aperiodic. While this approach has
its benefits, we have shown earlier that any self-loops strictly reduce the capture probability, so we exclude
them from consideration.
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departing the origin at step 1. Then we can use path enumeration methods to determine

fo(k)

and, hence, Pc(T,p) as we will see.

2.1.1

Path Enumeration Methods

Unfortunately we cannot evaluate the capture probability, PC(T, R) in [1.1] using traditional
generating function methods as is typical in much random walk literature. Instead we find
that we can evaluate fo(k) using path enumeration methods.
We are interested in paths of length k that return to the origin for the first time at step
k. For k < M, we can enumerate these paths by noting that we require the paths to leave
the origin such that P = i for i E {1, M - 1}. We also require Pk_1 = i for i E {1, M - 1}

such that Pk = 0. Then we must enumerate the paths of length k - 2 that can return to M 1
or MM-1 but do not reach the origin. Feller [59] addressed this problem as the Bertrand's
ballot problem and shows that if Ak is the number of paths of length 2k that return to the
origin at step 2k but not before, then Ak+2 =

k/2+1

(k2).

Further, we see that Ak are the set

of Catalan numbers.
We can extend this analysis when k > M with the same intuition, but we must modify
the enumeration method to ensure that paths do not exceed state 1 or M- 1; more rigorously,
we require that
(minP ;> 1) n (maxPj

M - 1) V 1 < j < k - 1.

Mohanty [118] extends the ballot problem to consider such path constraints as shown in
Figure 2-2. He introduces the

(-)+ operator

(X)
' +

as

if 0 <y <
otherwise

()
0

He then enumerates the number of lattice paths from (0,0) to (g, h) constrained to horizontal shifts (x, y) -+ (x + 1, y) and vertical shifts (x, y) -+ (x, y + 1) that remain between
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t=3

-

t= 3

(g h)

---

Z

Z
(0,0)

Figure 2-2: Mohanty path enumeration method to count paths between (0,0) and (g, h) that
remain between the boundaries x = y + s and x = y + t
the boundaries x = y + s and x = y + t as

L(g,

h, t, s)

-

=

[g - k(t +s))+-

(h+k(t +s) +t)+]

where we sum over all j E Z.
For our purposes, vertical (horizontal) shifts correspond to the CW (CCW) shift operator
in the random walk along the cycle, and s = M -1

and t = 1. Then we enumerate the paths

of length k = 2n for n E N>o that satisfy these constraints as
L, = L(n - 1,n - 1, M - 1, 1)
L2=

L(n + I(M - 2) - 1,

- I(M - 2) - 1, M - 1, 1)
V n<M

Lip"(1- p)n
fo(k) =

Ljpn(1

-

p)n + L 2 pn+2M
2)n+M

+ Lip-i(1 2

(2.2)

-

V

n>M

We choose some large M and iterate for a desired number of steps. Figure 2-3 depicts
the probability that a single agent returns to the origin within a given even number of steps.
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For k < M, the walker can only return to the origin from the "same side" (i.e. the walker
cannot circumnavigate the perimeter for k < M.) Then the distribution fo(k) is the standard
binomial

fok)

=

2 1(
1
2

k/2

2)pk/2(I _ P)k/2

Vk < M

(2.3)

fo.
-- p = 0.5
-- p = 0.6

-p

=0.8
-- P = 0.9

M
Figure 2-3: Probability of returning to origin in k even steps for P6lya walk patrols, M

=

20

The distribution in [2.3] provides some intuition into the case when k > M where the
walker can possibly circumnavigate the trajectory. Moving from right to left, the pk/2( _p)k/2
is the probability of taking k/2 steps CW and k/2 steps CCW. The binomial coefficient
represents the number of ways to choose k/2 steps out of k -2; note that we dictate that the
first and last step are CW and CCW hence we only consider sets of step of size k -2.

Finally,

the k/2 - 1 denominator term corrects for those sets of k steps that return to the origin prior
to k while we multiply by 2 to account for the fact that the geometry is symmetrical, and
the walk could start CW or CCW.
It is clear from Figure 2-3 that there is significant probability that the walker will circumnavigate the perimeter particularly as p -+ 1 (equivalenty at p -+ 0). This supports our

intuition that a biased random walker is much less likely to return to the origin from the
"same side" but rather return to the origin after walking around the perimeter.
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2.1.2

Game Equilibrium

Now that we have a closed form solution in [2.2] for the probability that a single agent
returns to the origin within a given number of steps, we can evaluate the game equilibrium,
Pc(T,p). As in Section 1.3.3, we define Pc(T,p) = P(T + s < AT(p)IT < AT(p)). Applying
the definition of capture probability in [1.8] to this P6lya patrolling case we have

Tsfo(k )

Pc(T,p) =

Zk-T
Zk=T

PC

(2.4)

f 0 (k)

PC

1 -1

,p
p = 0.9

p=O.8

p = 0.8

p =0.7

p = 0.7
P = 8.6

p = 0.6
P = 0.5

.5

M

=-0.9
0.9
P=

M

T

(a) s =2

T

(b) s =10

Figure 2-4: Probability of capture for varying waiting times, T, for P6lya walk patrols,
M = 20, showing the effect of shorter versus longer attack duration, s = 2 versus s = 10,
respectively. Increasing s increases P,(T,p) for all T and p, but does not impact the optimal
policy, p* = 1/2.

Figure 2-4 depicts Pc(T, p) for a perimeter discretized into M = 20, the attack duration
arbitrarily set to s = 10, and p E {0.5, 0.6, ...

, 0.9}.

Several observations are apparent from

this figure. First, we see that while p = 0.9 asymptotically approaches a higher Pc(oo, 0.9),
the minimum Pc(T*, 0.9) ~ 0 for T* = 8. This agrees with our intuition that as P chooses
a more deterministic policy, A increases his probability of success as 1 - P*. If P were to
patrol according to p = 0.9, then A would wait T* = 8 time steps. If P hasn't returned
to the origin in 8 time steps, then the probability of him doing so in the next s = 10 steps
is vanishingly small. However, if A were to wait longer, say 10 time steps to commence
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his crime, then P returns with some positive probability. Waiting for T > T* results in
increased PC(T, 0.9). As p approaches p

=

0.5 we see that the minimum Pc(T*, p, s) increases

confirming our intuition.
Lemma 4. The unique optimal policy for P that satisfies
P* = max min Pc(T, p)
p

T>O

is p* = 1/2.

Proof: We begin by noting that PC(T,p) is symmetric about p

=

1/2; that is, P(T,1/2+e)

=

Pc(T, 1/2 - e). Thus p = 1/2 is a local extremum of Pc(k,p).

Next, we claim that for some 0 < c < 0.5, there exists a Ti > 0 such that Pc(T,p* t
c) = Pc(T 1 , p*). This is equivalent to claiming in Figure 2-4 that the curve P(T, pi) for

any pi E [0, 1] and pi # p* intersects with the curve Pc(T,p*).

From [2.2] we see that

fo,p.(k) > fo,pl(k) for all k < M. The denominator of [2.4] can equivalently be written
1-

-

f,(p). Thus Pc(T,p*) > Pc(T,pi) for k = 0 and any s > 0. As k

-+

oc, however,

we see that fop.(k) > fop 1(k). Thus Pc(T, p*) < Pc(T,pl) as T -+ oc for any s. In short, we
have shown that p* = 1/2 is the local maximum of PC(T,p) for T = 0 and a local minimum
as T -+ oo, and all curves of Pc(T,pi) must intersect Pc(T, p*) at some T1 .
Finally, given that all curves must intersect, as E -+ 0, T -+ oo and p* = 1/2 is the

unique optimal control law.
Lemma 4 proves the optimality of an unbiased P6lya patrolling policy on a cycle, and
we can extend this proof to other periodic environments as well. Define a flat torus as
22 /(MZ) 2 . Figure 2-5 depicts P(T,7r) for various policies. In this case we must define the

biases in three directions such that the remaining bias is deterministic. We must define the
random walk steps

Xk

E {(0, 1), (0, -1), (1,0), (-1, 0)} to be the adjacent neighbors. Let

p, q, and r be the probabilities of steps (1,0), (-1,0), and (-1,0), respectively which we can
informally call "up", "down", and "left". Then a policy r is a 3-tuple ir = (p, q, r) E [0, 1]3.
Then Figure 2-5 shows that the optimal policy r* in the sense of [1.6] is 7r* = (1/4, 1/4,1/4).
This is a natural extension of Lemma 4 to other dimensions.
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up=0.25, dn=0.25, lt=0.25, rt=0.25
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Figure 2-5: Capture probability on a torus of size M = 20 with s = 10 for various combinations of direction biases showing that an unbiased walk maximizes the minimum capture
probability

2.2

Multiple Agent Performance

The previous section demonstrated that the optimal policy for a single agent restricted to
i.i.d. steps Xk e

{-1, 1} on a cycle of M nodes is p* = 1/2, and we are now interested

in extending this analysis to the expected behavior of multiple N agents. Our aim is to
use this simple random walk framework to make some claims as to the improved patrolling
performance of multiple agents given various degrees of inter-agent collaboration.
Specifically, we will explore two various multi-agent policies:

synchronized and inde-

pendent. We refer to synchronized agent policies as those where N agents are distributed
uniformly across the environment, and each agent moves in the same direction as some lead
agent as depicted in Figure 2-6a. Let us extend our definition of the random walk to the
case of multiple agents. Then let Xi,k E {-1, 1} be the kth step for agent j. A synchronized
policy then reduces to Xi,k = X1,k for all

j

and k. In words, each agent 2,..., N take the

same step as (arbitrary) lead agent 1 at each time step. In this way, all N agents maintain
their initial spacing across the environment. It is important to note that applying synchronized policies for N agents on a cycle with M nodes is equivalent to a single agent patrolling
a cycle of size M/N. We do not constrain each agent to a subsection of MIN nodes, but
rather we note that when an agent departs from some segment, say nodes {0, ... , M/N},
then another agent is guaranteed to arrive just as if a single agent were transitioning along
a cycle of length M/N.
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0
(a) Synchronized agent policies

(b) Independent agent policie s

Figure 2-6: Sample synchronized and independent patrolling policies

Definition 4. We refer to a multi-agent policy as P6lya synchronized patrolling given N
agents where each agent executes the following control law PS on a cycle Z/MZ with M
nodes: agent 1 performs a simple random walk with i.i.d. steps X 1 ,k E {-l,1 } with P(Xl,k =
1) = p and P(X1,k = -1)
XJk

=

X1,k

for agents j

=

1 - p for p C [0, 1] and remaining agents [N]/{1}

1 and all time steps k > 0.

take steps

Thus each policy wrS E Ps is

completely defined by p.
We refer to independent agent policies, in comparison, as those where N agents perform
the same random walk independently of the other N - 1 agents. Thus P(X,k
for all i

$ j.

=

1

,Xi'k)
=p

Figure 2-6b depicts sample independent policies on two different environments.

Note that while we can generalize the definition of P6lya synchronized and independent
patrolling to numerous geometric environments, we will restrict our analysis to cycles in the
sequel.
Definition 5. We refer to a multi-agent policy as P6lya independent patrolling given N
agents where each agent executes the following control law P' on a cycle Z/MZ with M
nodes: each agent executes a P6lya random walk with i.i.d. steps X,k E {--1, 1} with
P(Xj,k = 1) = p and P(X,k = -1)

= 1 - p for p E [0,1] for all agents j E [N] and all times

steps k > 0. Thus each policy 7r 1 E P' is completely defined by p.
We can leverage Lemma 4 to determine the optimal random walk bias, p, for both
the P6lya synchronized and independent patrolling policies, PS and PI, respectively. In
the former, we have shown that each synchronized agent effectively patrols a cycle of size
M/N. We can apply Lemma 4 directly and claim that P(X, 1 = 1) = p* = 1/2. Similarly,
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independent agents are, by definition, each agent patrolling the cycle of size M with optimal
bias p* = 1/2 independently of each other.
It is essential to adapt the capture probability defined for a single agent in [1.9] to the
case of N agents. The capture probability is then the probability that any agent returns to
the origin prior to time T + s given that all agents have not returned to the origin prior to
time T. Let AT be a random variable describing the time of first return to the origin for
agent j. We formalize PC(T, ri, N) for i E {S, I} as
N

N

Pc(T, -xr,N) = IP

U AT<

T+sinATI > T

(2.5)

j=1

Equation (2.5) applies to both synchronized and independent policies. The only difference is that there is zero probability that two agents are collocated when executing a
synchronized policy as they remain equally spaced whereas there is a nonzero probability
that two independent agents are collocated.
Our aim in this section is to determine how the capture probability metric [2.5] scales as
we increase the number of N agents.

2.2.1

Conditional Distribution

We seek the probability distribution over the nodes [M]/{0} of a single agent conditioned
on not returning to the origin by step k. Recall we defined Pk E [M] as the location of a
random walker at step k. Let r be a random stopping time such that
T := inf(k > 0|Pk = 0)

Then let Yk be a stopped process as

Yk

= Pmin(k,r)
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P(Yk = 0) = 1. Then we are

We can see that the state 0 is recurrent such that limkl
interested in the distribution
P(Y) = iYk 54 0)

for k < r. That is, we are interested in the distribution of Yk over [M]/{0} conditioned on
the agent not returning to the origin prior to step k.
Throughout this chapter we assume that each step Xk is i.i.d.; thus we can model these
random walk dynamics as a Markov process. The M x M Markov transition matrix for this
process is
1
1-p
T=

0

p
0

I

p
I-p

p

0

p
0

i-p

Note that state 0 is an absorbing state. As such one can see that the unique stationary
distribution 7rT = 7r = 1
[V,

0 ...
-. We are interested, however, in the distribution V =

*- *), VM-1] where TV = AV with v0 = 0 and ZiE[MI/{o} vi

=

1. Stated differently, we

seek a distribution vi for all i E [M] that is invariant under linear operation by T less scaling
by A. Not surprisingly we interpret this as an eigenvector problem.
We can solve this problem by mapping T to a M + 1 x M + 1 matrix T where we add
state M as
1
I-p
T1=

0

p

1

0

p
i-p

0

p
1

Note both states 0 and M are absorbing states, and we seek the distribution Vi =

,.- , ov

where vi = Vi = 0. Both T and T represent linear operators on V and V 1 , respectively,
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and for the case where p = 1/2 per Lemma 4, both T and T are forms of the discrete
Laplacian (less constant multiples of the identity matrix). Moreover, given the Dirichlet
boundary conditions on V1 , we expect V to be harmonic. Thus vo = c sin(d") for d E N are
solutions to the eigenvalue problem for some scaling constant c, however, only d = 1 satisfies
the requirement that vi > 0 for all i E [M]. Thus v = vi = c sin(m) represent the distribution of walkers conditioned on not yet returning to the origin where c is the normalizing
constant c

=

(Z

sin("))-'. Further, we can show that the eigenvalue A associated with

this eigenvector equals A = cos(7r/M).
We can support these same conclusions when we view this random walk as an absorbing
Markov chain [71, 117]. We form the matrix, Q C T, as the transition matrix consisting of
only those transient states [M]/{0}. We partition T as
1

T=

0

LR Qj
0

p

1-p

0

p

1-p

0

p

1-p 0

We seek the vector V2 that satisfies the relation QV 2 = AV 2 . If there exists a solution,
we can see that V2 is the eigenvector of

Q associated

with the eigenvalue A. Solving the

M - 1 linear equations for V2 recovers the harmonic solution above. The advantage of this
formulation is that we can claim that V2 is a "steady-state" distribution of walkers not
absorbed by the origin. Note that
for eigenvalues

/

Q is

symmetric for p = 1/2. Analytical expressions

eigenvectors of tridiagonal

/

circulant matrices are available in related

work [114].
Figure 2-7 depicts the conditional distribution for various p E {0.5, 0.6, ...
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, 0.9}.

P(Pk

= i)

--

p = 0.5
p = 0.6
p = 0.7

-

p = 0.8
P = 0.9

0

M

Figure 2-7: Distribution of agents as k -+ oo conditioned on the agent not returning to the
origin by step k for i E [M]

2.2.2

Pdlya Synchronized Patrolling Performance

We begin here an analysis of the marginal increase in capture probability as we add additional agents executing the P6lya synchronized patrolling policy outlined in Definition 4.
As discussed above, each agent patrols effectively patrols a ring of length M/N so we can
discuss the effect of additional agents in terms of reduced ring length. The dynamics of
this random walk on a discrete ring of size M is such that the walker can only reach the
origin from those states adjacent to the origin, namely states 1 and M - 1. Restricting our
attention to p* = 1/2,

1

1

= M - 1)
P(P = 0) = 2 P(Pk_1 = 1) + -P(Pk-1
2
From Figure 2-4 and the analysis of Lemma 4 we see that T* -+ oo such that it is
appropriate to claim that any agent is distributed according to the steady state distribution
of Figure 2-7. Thus we can discuss the probability of returning to the origin in terms of
2
elements vi and vM_1 of the eigenvector V for sufficiently large k. Moreover, due to the

problem symmetry vi = vM-1, and

1

1
P(P = 0) =

Vi + -VM-1 = Vi
2
2

2

We will have a great deal to say in the sequel about the rate of convergence to the "steady-state"
distributions as it is governed by the mixing time of a random walk on a cycle.
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Lemma 5. The marginal increase in P,(T, 7rS, N) with increasing N is quadratic such that
Pc (T,7rS, N) oc N2PC(T, 7rS , 1).

Proof: First note that Pc(T, 7rS, 1) = Pc(T, 7r 1 , 1).

Determining the marginal improvement in [2.5] as we increase N reduces to determining
how v, scales with M. The eigenvector problem TV = AV provides a relation between each
vi and its neighbors vi_ 1 and vi+1 . Moreover, the eigenvalue A = cos(M) provides us bounds
as

1 --

1

< A< 1.

We establish the lower bound as follows.

1
-V2

2

=

Avi

; vi

1
V 1 > -V

2

2

1
(vi_ 1 + vi+ 1 ) = Avi < vi
2
Vi > .

Vi+l

i+ I

By the problem symmetry we need only perform this recursion to the midpoint in V,
m bound
2to
VM/21
M12-1 VM/2. Thnv,
Then
namely VM/2 tbon
M21>M/2
is lower bounded by

V

oM/2

;>

for some constant cl.
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VM/2

as
(2.6)

The derivation of the upper bound proceeds similarly.
-v 2 = Avi

1-

2

1 M
2 - - V
2 M-1I 2

V1
1

(2

(

-1 + vi+ 1) = Avi >

v i
Then v, is upper bounded by

VM/2

1
M)V

1 \

1

i
+ 1

1

)-

mod(i,2)

vi+1

as
<di
M/2VM/2

(2.7)

We can also bound VM/2 in a similar way noting that
cii

M/2 VM/2

di i
M2

Vi

We require the probability distribution V to sum to unity such that
M/2

I = 1/2
i=M
M/2.

z/
VM/2

M/2

M 2

<

1/2

(1 M(M + 2)" < 1/2
8
)/
VM/2

-

MC2

(2.8)

A similar derivation to [2.8] yields
M+2
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(2.9)

Combining [2.6], [2.8], [2.7] and [2.9] yields the desired bounds.
c
d
<5 Vi <5
M(M + 2)
- M(M + 2)

(2.10)

for some constants c and d.
These bounds become tight on v, as M increases, and we can show that P(pk = 0 [N]) oc
N 2 P(pk = 0) and hence P(T, ir, N) oc N2 PC(T, -r, 1).
0.04--

v,1, p = 0.5
C

0.03

2

.

M2 +2M
M +2M

0.02
0.011
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M
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Figure 2-8: Improving tightness of quadratic bound on v, with increasing M
Figure 2-8 shows that vi quadratically decreases in M. Therefore P(T, 7r, N) quadratically increases (up to unity) with increasing N.

2.2.3

P6lya Independent Patrolling Performance

Let us now consider the the capture probability PC(T, -r, N) under the action of independent
agents according to the P6lya independent patrolling policy, 7ri E PI. In the previous
section we discussed that the event of two synchronized agents being collocated occurs with
probability zero (i.e. P(P t = P') = 0 for all k > 0 and all i $ j). This is not the case for N
independent agents, and we claim that there exists two different models for A to consider
when analyzing P(T,ir1 , N) based on this fact.
Consider first a model where A can not only observe P at the origin but also determine
the number of agents of [N] at the origin concurrently. Let us refer to this model as the
enumerate observation model as A can count which of [N] patrollers are at the origin at any
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time. Let Pf(T, ri, N) refer to the capture probability given this enumerate observation

model. We argue that the optimal behavior for A arbitrarily located at the origin is to wait
to start the "fictitious timer" T* (see Section 1.3.1) when all [N] agents arrive at the origin
at the same time. The probability of the event that all [N] agents are collocated at the
origin at some time step k > k' is P(flj{Pk

=

0})

=

(1/M)N > 0 where k' is the time steps

required for the agents to diffuse from their initial positions to a uniform distribution about
[M].' The capture probability given the concurrent observation model is then
Pf(T, 7rI, N) = 1 - (1 - PC(T, rI, 1))N

(2.11)

Now consider a model where A can only detect the presence of P at the origin regardless
of the number of agents. Let us refer to this model as the indicate observation model as A
possesses only binary information regarding the presence or absence of one or more of [N]
agents, and let P,(T,ir1 , N) be the capture probability for this indicate observation model.
Thus A must behave as in the case of a single P6lya patrolling agent to minimize P(T, 7r, 1)
based on the sequence of i.i.d. inter-arrival times {AT}. At step k = 0 let one agent, say
agent 1, be at the origin PJ = 0 and the remaining [N]/1 agents be distributed according
to the "steady-state distribution" of Section 2.2.1. We can greatly simplify our qualitative
analysis given this indicate observation model if we restrict s = 2 such that A is captured
only if any of [N] agents returns within 2 time steps after T*. The only agents that can
return to the origin within 2 steps is agent 1 departing the origin or those [N]/{1} that
are located at "steady-state" locations 1 or 2 (or M - 1 and M - 2 by symmetry). The
probability of an agent being located at one of these states at "steady state" is vi and v 2
(or vM-1 and

VM-2

by symmetry). We can represent the capture probability as the union of

3

We will show in the sequel that this time to independent agents to be uniformly distributed about [M]
is governed by the mixing time for the associated cyclic graph.
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the independent events {M

P,(T,7r', N)

=

=

0}

U

1Pi=01

iE[M]
kE{T*+1,T*+2}

U {Pi=O}

= {P1 = 0} V

forkE{T*+1,T*+2}

iE[M]/1

=

1- (1 - Pe(T,7r1, 1))(1-

ri

V1)(1 -

iE[M]/1

= 1 - (1 - Pc(T,7r1,

1J V2)
iE[M]/1

1))(1 - (N - 1)vl)(1 - (N- 1)v 2 )

~ P(1 + v 2 + v 2 ) + N(vi + v 2 - Pv1 - Pv2 ) -V1

-V2

~ P + N(vi + v 2 )

(2.12)

Note that v, and v 2 are a function of M and independent of N. Thus P/(T,7r, N) is
approximately linear in N as shown in Figure 2-9a for various waiting times T.
PCO

PC*'

pE,*
C

P1'*
C

1%

N
N
N

5
3
1
N

T

(b) Enumerate vs Indicate observation models

(a) Indicate observation model, PI(T, N)

Figure 2-9: P6lya independent patrolling policies
Figure 2-9b demonstrates that PE'* asymptotically approaches unity for increasing N.

2.3

Comments on P61ya Patrolling

In this chapter we show that p* = 1/2 for a single agent and applied this finding to multiagent settings. Figure 2-10 depicts the equilibrium capture probability for the three different
73

multi-agent scenarios that we have presented in this chapter. We see that P*(irS, N) indeed
is quadratic in N as predicted. Further we see that 7r' achieves a higher P*for low N versus
before the quadratic increase becomes dominant. We add the single agent bound of [1.14]
for reference and note that in this environment N = 5 agents performing synchronized P6lya
irS

patrolling to exceed this single agent upper bound.
0.4

..... Single agent bound
PI'*(7rI, N)
-

I 0.2

2

-

PE* (7rI, N)

---

p(s,

N)

6

4

8

10

N

Figure 2-10: P6lya synchronized versus independent patrolling equilibrium capture probability, P*, for M = 100 and s = 10
We submit that Figure 2-10 quantifies the benefits of multi-agent cooperation in this
patrolling setting. Those independent policies ri G P' represent the lower bound on expected
capture probability for [N] agents patrolling a ring whereas the synchronized policy 7rs E
PS upper bounds the capture probability. Consider a different, more capable A model
where he can not only observe P agents within some observation segment but also monitor
all communication between P agents, and without introducing excessive formality, let us
consider how A could benefit from this additional information. Then every message between
P agents would provide A additional information and strictly reduce P,* in some sense. In
this conceptual setting, synchronized control laws PS require a lead agent to communicate
his step X1,k for each time step k which A could now exploit. Contrarily, independent
control laws P' require no communication between P agents and provide A no additional
information; thus we would expect P*to be unchanged even with this more capable A model.
While we are interested in more formally analyzing this concept of a cost to communicate and
collaborate in future work, the present analysis of P6lya policies provide us some rudimentary
bounds on the expected capture probability for any model of a more capable A.
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Let us place the results of this chapter within the context of our general game model of
Section 1.3.1. Recall that we posed the most general model as a repeated multi-stage game
where A chooses to "defer" action (symbolically D) for G stages, and chooses to "commit
crime" (symbolically C) only at stage G + 1 whereupon the game ends. See Figure 1-6 for a
graphical depiction of this game. Note that we claim that A receives a negative payout, -6,
for each of the G stages where he chooses D as a form of time discounting. Then A's optimal
strategy for the single-stage game(e.g., T* = oo) clearly does not apply to the multi-stage
game since A would always choose D with expected payout -oo.

Can we characterize the general multi-stage game equilibrium for P6lya patrolling? Let
UA and Up be the game payouts for A and P, respectively, for this multi-stage game; then
the expected value of UA and Up is
E[UA] = 1 - Pc(T,p)(1+0) - 6G
E[Up] = 2FPc(T,p) - F +G
The distribution of i.i.d. interarrival times, AT, is a function of P's policy, p, and let
FO,p(At) be the CDF of this distribution. We can view G as the number of independent trials
before the random interarrival time AT > T; then G is the expected value of the geometric
distribution with success probability P(AT > T) = 1 - Fo,(T) such that G

1
= 1-Fo,p(T)

Then the expected game payouts for A and P are
(1 + 0) (Fo,p(T + s) - Fo,p(T)) + 6
1 - Fo,p(T)
(Fo,p(T + s) - Fo,p(T)) + I -__
] =
E[U E[-]=2r
1 - Fo,p(T)

EEUA]

=

-

_

_

_

_

_

_

_

_

_

_

The optimal policy for A in this repeated multi-stage game is T* = max E[UA] or equivalently

T* = mn(1 + 0) (Fo,,(T + s) - Fo,p(T)) + 6
T>O

1
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- Fo,p(T)

(2.13)

The optimal policy, p*, for P is the best reaction to T* as
=

max 2F (Fo,p(T* + s) - Fo,p(T*)) + 1
pE[O,1]

(2.14)

1 - Fo,p(T*)

We note three ramifications of [2.13] and [2.14].

First, we recover the single stage

game equilibrium in the case where 6 = 0 and F -+ oo where we recognize Pc(T,p) =
FO,p(T+.s)-Fo,p(T)
1-Fo,p(T)

.In

this case there is no time discounting for A (i.e., 6

=

0) whereas P

receives no increased utility for large G, (i.e., F > G). Second we can see that the optimal
policy for A in this repeated multi-stage game is no longer T* = 00 but rather a function of
A's risk aversion, 0, and time discount, 6.
Third, and most importantly, we can see that p* need not equal 1/2, but rather it is
dependent on 6, 6, and F, as well as M and s through the calculation of Pc. For any
parameter set {6, 6, F, M, s} we could calculate the game equilibrium and optimal policies
(T*, p*) for A and P, respectively. Characterizing such an equilibrium in for any parameter
set in general is difficult, but it suffices to mention that it is inappropriate to extend the
single-stage game to this repeated multi-stage game.
Throughout this chapter we defined P6lya patrolling as the output of a Markov process;
that is we modeled these patrolling policies as a simple random walk output from a discrete
stochastic process where the future state (i.e., location) of an agent(s) depended only on
the present state. Hence each step Xk was i.i.d., but we made no claims that such a firstorder Markovian policy was optimal in the sense of maximizing P*. Lemma 1 demonstrates
that a geometric distribution of inter-arrival times At is memoryless in the sense that the
resulting P, = c for some constant c, but this does not necessarily imply that a first-order
Markovian stochastic process can achieve such a geometric distribution of inter-arrival times.
In the sequel we explore whether a second-order Markov process can achieve a higher game
equilibrium than than presented in this chapter for the first-order case.
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Chapter 3
Course Reversal Patrolling
All the patrolling policies in Chapter 2 were the output of a first-order Markov process. That
is each agent(s) performed a simple random walk with random position on a ring Pk E Z/MZ
as the sum of i.i.d. steps Pk = E>

X) such that

P(Pk = PkPk1 = P1,...,PO = Po) = P(Pk = PkPk-1 - Pk-1)-

We made no claims that these first-order Markov processes were optimal in the sense of
maximizing P*, but rather used these simple random walks to explore such elementary
topics as multi-agent performance within this setting.
In this chapter we present patrolling policies that are the output of a 2-step or secondorder Markov process such that

]P(Pk =

PkIPk_1

= P-1,...

,

P

=

Po) = P((Pk = PklPk-1 = Pk-1, Pk-2 = Pk-2).

Thus the stochastic process is 2-step Markovian as steps Xk are no longer independent.
Rather Xk is dependent on Xkl, but not Xk-2,...

,X 1

1.

We can motivate our interest in such 2-step Markov processes from a different perspective
as well. We saw the the optimal P6lya patrolling policy can be summarized as p* = 1/2
independent of the size of the cycle, M, or the number of patrollers, N. Can we construct
'We will recover the Markov property in the usual way by augmenting the state space to size 2M
momentarily, but we continue to refer to the results of this chapter as relating to a 2-step Markov chain
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a discrete stochastic process that describes the path of a random walker that scales with
M and/or N? One known result for unbiased P6lya random walks [76] on the integers Z is
that while E[Pk] = 0, we can show that E[PkH] = Vk. That is, we can show that the rate
of diffusion for an unbiased P6lya random walk is V/i.

Clearly a biased P6lya random walk

with p 74 1/2 diffuses more quickly, but we have shown that such a biased random walk is
suboptimal given our model for A and patrolling the cycle. Hence we are interested in this
chapter in exploring whether we can increase the diffusion rate of a random walk without
decreasing the game equilibrium, Pc*.
Finally, let us provide a physical motivation for our interest in this proposed model.
Consider the two-player game between rangers protecting a wildlife preserve and poachers
intent on shooting some protected animals. For now let us say that the rangers must remain
along the perimeter of the wildlife preserve, and they can drive back and forth along this
fence line searching for poachers. The P6lya patrolling policies of the previous chapter would
be akin to the rangers driving a kilometer clockwise along the fence line then flipping a coin
to see if they should drive the next kilometer clockwise or turn-around. This is clearly
an inefficient strategy as we would expect the rangers to require quite a long time before
they visited the opposite side of the park. The course reversal policies that we will more
formally propose momentarily would have the rangers drive in the current direction for much
longer, say fifteen kilometers, before deciding to reverse direction. Then the rangers might
drive for twenty-five kilometers before switching again. Thus the rangers exhibit a degree
of "momentum" in that they reverse directions much less frequently and only after longer
stretches in a given orientation. We naturally wish to determine how to optimize such a
proposed policy and if this optimal policy represents an increase in the capture probability
compared to the P6lya patrolling of the previous chapter.

3.1

Single Agent Patrolling

As with P6lya patrolling, we propose to begin with analyzing the single-agent case, and then
extend that analysis to multi-agent settings as appropriate. We will pose the single-agent
patrolling case as a random walk output by some discrete stochastic process.
78

3.1.1

Model

We restrict our attention to the unit steps Xk E {-1, 1} along the cycle Pk E Z/MZ such
that if Pk = i, then Pkl E {i + 1, i - 1} and Pk-2 E {i, i + 2, i - 2}. Given Assumption 3
we restrict P to symmetric policies such that we require symmetry between Pkl and Pk-2.
We will refer to q E [0, 1] informally as the probability of course reversal at every step. We
can define the state transitions for this discrete stochastic process as

= l-q

P(Pk = ijPk_1 = i - 1, P-2 = i - 2) = P(Xk = 1Xk-1 = 1)

= q

P(Pk = iPk_1 = i - 1, Pk-2 = i) = P(Xk = 1Xk_1 = -1)

P(Pk= iPk1 = i + 1, Pk-2 = i + 2) = P(Xk = -lIXk_1

= -1)

= 1 - q

P(Pk = ijPk-1 = i + 1, Pk-2 = i) = IP(Xk = -lXk_1

= 1)

= q

(3.1)

Definition 6. We refer to Course Reversal (CR) patrolling as a policy for P where a patrolling agent(s) executes a random walk on a cycle Z/MZ with steps Xk e
by transitionprobabilitiesin [3.1] for q E [0, 1].

{-1, 1} governed

We refer to a Course Reversal (CR) random

walk as the sequence of states visited a discrete time random walk whose state transitions

are governed by [3.1].

We can extend much of our analysis from P6lya random walks if we can pose CR random
walks as a 1-step Markov process. We can recover a 1-step Markov process if we augment the
state space to size 2M so that we can associate with each segment [M] a direction clockwise
(CW) or counterclockwise (CCW). Figure 3-1 depicts this transition model on a state space
of size 2M with probability q of reversing directions (e.g., CW to CCW or CCW to CW).
Recall state 0 is the origin which we model as an absorbing state. This allows us to use the
model in Figure 3-1 to analyze the first time of return distribution, FAT(At).
As before let [M] = Z/MZ. Then let us define the states at every step as tuples Sk E
[M] x {CW, CCW}. Note that we make no distinction whether a random walker returns to
the origin CW or CCW, and we can combine references to the two directions such that we
refer to the state at the origin as (0) = {(0, CW), (0, CCW)}. We can then form the Markov
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Figure 3-1: Course reversal state model

transition matrix, T, where the i, j element is tj = IP(Sk
(0)

(1,CW)

(1,CCW)

(2,CW)

(2,CCW)

=

jISk-1

i) for i 4 (0).

...

1

(0)

q

1- q

1- q

q

(1,CW)
(1,CCW)

q
1 - q

T=

=

1- q
q

(2,CW)
(2,CCW)

(3.2)

1q
q
1 - q

(M - 1,CW)
(M - 1,CCW)

q

We model the origin as an absorbing state to allow us to determine the distribution
of time of first return, FO (k).

Let

7r,

be some initial condition. Then the first element

(associated with the origin) of the row vector 7rTk equals the CDF Fo(k). In matrix form,
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we can say

1

0
Further, we know the initial conditions for this Markov chain exactly given that a walker
departing the origin at k = 0 must be at Pi E {1, M - 1} at the next step. Let 0 < 0 < 1
be the probability that the state Si = (1, CW) such that P(Si = (M - 1, CCW)) = 1 - 0;
then the initial conditions are

7r = 10

0

0

... 0

1-0]

We can show by symmetry that FO(k) is independent of 9 such that we can assume 9 = 1
without loss of generality.
Note that a Markov chain with transition matrix T as in [3.2] reaches the absorbing state
at the origin only from states (1,CW), (1,CCW), (M-1,CW), and (M-1,CCW). From the
perspective of a random walk, only these states are adjacent to the origin. We will take
advantage of this fact to determine the probability of first return to the origin in a given
number of steps.

3.1.2

Path Enumeration and Narayana Numbers

We would like to proceed as in Section 2.1.1 where we derived a path enumeration scheme
for the P6lya patrolling policies. That is, we wish to enumerate the number of paths of
length k > 0 that return to the origin given P = 0. We are immediately challenged when
enumerating paths for course reversal random walks because we must also enumerate the
number of times the path reverses direction.
By way of example, consider the paths in Figure 3-2 which all return to the origin (x-axis)
for the first time in k = 8 steps. Let a diagonal up step (e.g., step in the (+1,+1) direction)
correspond to a CW step and a diagonal down step (e.g., (+1,-i) direction) correspond to
a CCW step. If these paths were the output of a simple random walk (i.e., P6lya random
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(a) One reversal

(b) Three reversals

(c) Five reversals

8 that return to the origin. All three examples occur with
Figure 3-2: Paths of length k
equal probability for P6lya policies but unequal probabilities for CR policies.
walk) with CW step probability p and CCW step probability 1 - p, then all these paths
would occur with equal probability. Let k = 2k' for k' E N>O. Then stated differently, all
four paths contain k' CW and k' CCW steps, thus we can enumerate all such paths using
the Catalan numbers, Ak,1 =

y (2k'_2)

as before. 2

Contrarily, if the paths in Figure 3-2 were the result of a CR random walk, then they

occur according to different probabilities. Paths with one reversal (i.e., Figure 3-2a) occur
with probability q(1 - q) 7 whereas paths with paths with five course reversals occur with
probability q 5 (1 - q) 3 . Hence we must enumerate all paths with equal number of course
reversals for any k > 0. Note that paths that do not circumnavigate the cycle (i.e., return
to the origin from the "same side") must have an odd number of course reversals whereas
paths that circumnavigate the cycle must have even (possibly zero) course reversals.
The number of paths of length 2k' that contain 2n - 1 course reversals that return to the
origin for the first time at step 2k' is given by

N(k',n) = k'

(

n

P
(n -1)

The integer sequence N(k, n) is known as the Narayana numbers [126] for k E N>o and
1 < n < k. As before, we require that the first and last steps are deterministic up and down,
respectively such that the paths do not contain any peaks at a height of one. Deutsch [46]
demonstrates that the Narayana numbers N(k', n) enumerate paths of length 2k' with n
"high peaks" or peaks all with height greater than one. For our purposes, a path with n
peaks must have n - 1 valleys for a total of 2n -1

course reversals out of a total of 2k' steps.

We are interested in enumerating those paths that return to the origin for the first time at the final
step. Thus the first and last step are deterministic up and down, respectively, in Figure 3-2. Thus we must
decrement the Catalan index for a path of length k by one, Ak,_1.
2
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Now we can determine the probability of returning to the origin for k = 2k' < M as
k'-1

fo(k)

N(k', n)(1 -

=

q)k-2n+1

2

(3.3)

n-1

n=1

Note that we only sum up to n = k' - 1 "high peaks" as n = k' peaks would all occur at

height one, and the path would return to the origin for the first time at the second time step
rather than the kth time step as desired. Note also that [3.3] only applies for k < M. We
will have no need to enumerate the paths for k > M as we did in Section 2.1.1 in extending
Mohanty's work. Rather we can leverage the transition matrix T in [3.1] to determine fo(k)
for any k, q, and M. Figure 3-3 depicts fo(k) for M = 20, and we see the expected increase
in fo(k) for k = M corresponding with the event that the random walk does not change
direction with probability q (or changes direction exactly once at step k = M/2 such that
the walker returns to the origin at step k = M.) Thus, as limqIofo(M) -+1.
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Figure 3-3: Course Reversal random walk first return probability, fo(k), for M

3.1.3

=

20

Conditional Distribution

Just as in Section 2.2.1 we are interested in the probability distribution over the nodes
[M]/{0} at some step k conditioned on not yet returning to the origin by step k. As before,
let r be a random stopping time such that

7 :=inf(k

> OIPk
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=

0)

Then let Y be a stopped process as

Yk

=

Pmin(k,r)

As with the P6lya random walk, we can see that the state 0 is recurrent such that limk._

P(Yk =

0) = 1. Then we are interested in the marginal distribution

P(Yk = ilY :k 0)

for k < r. But whereas we leveraged this conditional distribution for P6lya patrolling policies
to make claims regarding the capture probability for multiple N agents, here we will require
this conditional distribution to bound the performance of the CR policy for single agents.
Eq. [3.2] defines the transition matrix, T, that governs the dynamics of a random walker
at each time step. Given that the origin is an absorbing state, we can partition T and extract
the matrix

QC

T as the transition matrix consisting of only those transient states [M]/{0}

as
0

T=
R
(1,CW)

(1,CCW)

(2,CW)

0

1 - q

0

q

0

q

0

1- q

Q
(2,CCW)

--(1,CW)
(1,CCW)
1-q
q

0

1-q

0

q

(2,CW)
(2,CCW)

0

(M- 1CW)

0

(M - 1,CCW)

(3.4)

We note that the first column equals zero, Qi,(1,cw) = 0 for all i. We see this is also the case
for the last column, Qi,(M-1,ccw) = 0 for all i. The dynamics of the CR random walk are
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such that a walker can only arrive at state (1,CW) and (M - 1,CCW) from the origin. In
forming

Q we

removed any transitions from or to the origin, and we will leverage this fact

momentarily.
We can see that

Q is

closely related to the fundamental matrix, S, for this absorbing

Q)-1.

Markov chain as S = (I -

Given S we can determine such statistics as the expected

number of steps before a random walker hits an absorbing state (e.g., origin) and the variance
of this expectation. Unfortunately these statistics are not useful in our analysis of P, or the
players' strategies at equilibrium, but this connection with the fundamental matrix does
place our interests firmly in the context of absorbing Markov chains.
We are interested in the existence of a vector v that satisfies Qv = Av for some A E R>o.
By the Perron-Frobenius' theorem [117] we can bound
A < maxZQi3=1
Ej

Indeed, since
that

IAjj <

Q

represents the transition matrix between transient states, we can show

1 as there does not exist a steady-state probability distribution, ir, that satisfies

'rQ = 7r. We will momentarily introduce a form of a reduced

Q that guarantees the existence

of v with vi > 0 such that we can interpret v as a probability distribution when scaled such
that Ej vi = 1. Figure 3-4 depicts vi for M = 40 and q = 0.1 where we have plotted the

states (i,CW) and (i,CCW) separately. It is not surprising that the eigenvectors vi,cw are
symmetric about M/2 to the eigenvector vj,CCw.
This symmetry of

Q E R2(M-1)x2(M-1)
q

Q

as evident in Figure 3-4 allows us to transform the dynamics of

to a reduced matrix

= 1 [q(i,Cw),(j,Cw)

Q' C RM-1xM-1

+ q(M-i,CCW),(j,CW) +

where

q(i,CW),(M-j,CCW)

+ q(M-i,CCW),(M-j,CCW)]

For example, consider Q' for M = 8.
3We need to be careful in overly relying on the Perron-Frobenius theorem as applied to

Q as Q is reducible

(i.e., states (1,CW) and (M - 1,CCW) are not reachable from any other state). We can, however, rely on
the bounds on A as we can rewrite Q in upper diagonal block form with square matrices on the diagonal
where the spectrum of

Q is the

union of the spectra of these matrices which is not presented here.
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0.03
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;

-- (i,CCW)
-- (i,CW)
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0

40
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i

Figure 3-4: Typical symmetric eigenvectors for Course Reversal conditional distribution

0 1 -q

0

0

0

0

0

0

0

1-q

0

0

0

q

0

0

0

1-q

0

q

0

0

0

0

0

1

0

0

0

0

0

q

0 1-q

0

0

0

q

0

0

0

1-q

0

q

0

0

0

0

0

Clearly a "random walk" 4 with transition matrix

Q'

(3.5)

is not restricted to neighboring

elements. Rather a walker moves from state i to i +1 with probability 1 - q and moves from
i to the reflection of i - 1 about M/2 (i.e., from i to M - i + 1) with probability q. Note
that q4, = 1 as follows:

q4, 5

=

1 [q(4,CW),(5,CW)

+ q(4,CCW),(5,CW) + q(4,CW),(3,CCW) + q(4,CCW),(3,CCW)]

1
=-[1 -q+q+q+l-q]
2
=1
We can see that Q' is not right stochastic as there exists row i with E, gj < 1. Hence, we cannot model
a Markov chain with transition Q' as a random walk, but we will use the concept to convey the implications
of the non-zero entries qj'.
4
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Our analysis of vi,cw and vi,ccw now simplifies to finding v' that satisfies Q'V' = Av' with
Ej vi = 1. The form of Q' in [3.5] allows us to makes several claims regarding v'. First, note
that v' = 0; we can confirm this is the case because

Q' is

reducible such that reduced state

1 is not reachable from any other state. Finally, note that the sum of the M - 1 equations
reduces to
M-2

qv'

1

+

V = A5v'
i=1

qM- qv~~
1 +1-

i

M-1

A
VM-1 '_ 1-A
1 -q

We claim that after some step k, the Markov Chain governed by

(3.6)

Q' reaches a steady-state

condition where the conditional distribution v' is maintained for all time k > k. We can
visually confirm this in Figure 3-5a where we see that fo(k) achieves a constant rate, say d,
decrease for various q. That is, for k >

Ic,

fo(k) = dfo(k - 1)
Fo(k) = 1 - codk

(3.7)

where co is some constant associated with Fo(k). In the sequel we will more rigorously define
k as the mixing time [95] for the random walk. Briefly, we expect that a vertex-transitive
random walk over M states will achieve a uniform distribution over [M] in steady-state.
Indeed, classical Markov chain theory demonstrates such a stochastic process governed by
a time-homogeneous, aperiodic, irreducible (e.g. ergodic) transition matrix will converge to
the steady-state or equilibrium distribution from any initial conditions. Moreover, if the
Markov chain is symmetric (state transitive) over the state space [M], then the equilibrium
distribution is uniform. The mixing time for such a walk is the number of steps required
for the statistical distance between the probability distribution over [M] given any initial
conditions and the uniform distribution to decrease below some threshold. The concept
of mixing time is closely tied to strong stationary times introduced in [7] and extended to
nonreversible Markov chains in [60].
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Consider the Markov chain governed by transition matrix T. Let 7rk be the probability
distribution over [M] at step k. Let element ir be the probability that the chain is in state i
at step k where we assume without loss of generality that ir = 1 for i = (1, CW) and 7rl = 0

otherwise. Note that T admits a unique steady-state distribution, namely 7ro = 1 and ri = 0
otherwise. That is, the origin is the sole element in the recurrent class and all other states
are transient. Hence we can view 7r k = Fo(k) as the CDF of first return to the origin. Note
that rj = Fo(0) = 0 and wrO = Fo(oo) = 1. Finally note that 7r = 1 -

Iri

Then the Markov chain evolves as
7lT k = gk±l

7r 1

L?
0
R Qk

1

=

7k+1

Then by [3.8] we can see that the elements 7r for i # 0 evolve as

[k] Qk

han
[ki]

However, for k > k we claim that the Markov chain is past the mixing time such that

HCrz] Q AA7zk
A [irxc]
Ak-k

7k

=[-Xk~i]

=[
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(3.8)

where A = max{Aj < 1} for the matrix Q. This allows us to claim that for k > k,
7r k+1 =

1 -ZIri+1
i#O

i50

k

=1Ak-k

i#0

Fo(k)

=

1 - coAk

(3.9)

where co = A-k E 7r . We can show a similar relation for fo(k).
7rf0k+1k _ 7rek = 1-

(1
i$o

fo(k±+1) =-A

ri+

E
i#0

=

1:

X

i#o

(1-A)A

i
i#o

fo(k) = (1 - A)E 7r-

1

i#O

(3.10)

fo(k + 1) = Afo(k)

Hence we can state that d = A in [3.7]. The relations [3.9] and [3.10] will be key to much of
our future analysis.

We can see in Figure 3-5 that the mixing time for a CR random walk is a strong function
of q. Consider, q = 0.02 which appears to reach a constant log decay at kO.02 ~ 120. Compare
this with kO. 5 r~ 300 for q = 0.5. We can be more precise if we define an E > 0 such that
kq =

mink:

fo(k + 1)

f(k)

A( + E),

and we will relate kq, e, and A via mixing time analysis in the sequel.
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0.5
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180

300
k

420

540

(b) Constant log decrease in 1 - FO

(a) Constant log decrease in fo

Figure 3-5: Constant log behavior in return probability distributions, fo(k) and 1 - Fo(k),
at steady-state, M = 60

Game Equilibrium

3.1.4

We can now directly apply our game equilibrium, or equivalently, our capture probability,
P,(T, 7r), in [1.1] to determine the effect of varying q on PF*.
-q
0.7

-

0.6

-

0.5
I-

= 0.05
q = 0.1

q = 0.2
q = 0.5

0.4
0.3
0.2
0.1
0

10

40

20
k

Figure 3-6: Course Reversal capture probability, Pc, for M = 20 and s = 10
Figure 3-6 depicts P, for M = 20 and s = 10. Note that these curves are the result of
analytical results despite their irregular shape. The local maxima and minima in Pc can be
understood as stemming from associated maxima in the underlying distribution, FO(k), as
depicted in Figure 3-3. We can view P, as a non-linear filter applied to the Fo(k) "signal"
which produces the irregular output depicted in Figure 3-6.
Several observations are immediately apparent. First, for q E {0.05, 0.1}, P, increases
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dramatically at T = M - s = 10. We associate this increase in P, with the peak fo(M) for

these values of q. More colloquially, let us say that P chooses q such that he is very likely
to circumnavigate the perimeter without changing directions, say q = 0.05. Then A would
do well to choose to attack at T* = 8 such that A's attack is complete at k = T* + s = 18
just before P is most likely to return for the first time at step k = M = 20. Note that P can
only return to the origin in even k steps (recall our assumption that M is even). Second,
we can visually confirm that the asymptotic behavior of P,is similar to the P6lya patrolling
discussions of the previous chapter motivating our definition and analysis of the conditional
distribution just as in Section 2.2.1. Finally, we can visually determine that P* occurs at
T* E {M - s - 2, oo} for any q.
Let us provide some additional insights into the expected capture probability for various
q relative to the optimal q*. We find that q* divides the interval [0, 1] into two disjoint
intervals [0, q*) and (q*, 1]. Recall we defined T* = nfinTO PC(T,7r). For q' E [0, q*), we find
T* = M - s - 2 with Pc,min = Pc(M - s - 2, q'). Contrarily, for q' E (q*, 1] we find T* = oo
such that Pc,min = Pc(oo, q').
0.2

q = 0.05

0.2

PC(OO)
-P(M-

-q* =0.07
-q=0.5
0.1

0.1

Rc,min

Pcmin

S

s -2)

0

0
50

150

100

200

0.2

0.6

0.4

0.8

1

q

T

(b) Pe(T, q) for T E {M - s - 2, oo}

(a) Pc(T, q) for M = 100 and s = 10

Figure 3-7: Minimum capture probability occurs when Pc(M - s - 2, q*) = Pc(oo, q*)
Figure 3-7 demonstrates this key insight. In Figure 3-7a, for qi = 0.05, T* = M - s - 2

and Pc(T', q1) > PC(M - s - 2, qi) for all T' > M - s - 2. Contrarily, for q2 = 0.5, T* = 00
with Pc(T', q2) > Pc(oo, q2 ) for all T' < oo. Figure 3-7b depicts this insight differently. For
q' < q*, we see min{P,(M - s - 2, q'), Pc(oo, q')} = PC(M - s - 2, q'). Contrarily, for q' > q*,
we see min{Pc(M - s - 2, q'), Pc(oo, q')} = P,(oo, q'). Thus it is not surprising that we claim
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that q* = q' : PC(M - s - 2, q') = P,(oo, q'), and we will prove this claim momentarily.

Figure 3-8 depicts P(T*, q) for q E [0, 1] for M E {20, 40, 60} with s

=

lessons from above, we now understand that for q < q*, Pc,min = Pc(M

-

0.1M, . With the
s - 2, q), and for

q > q*, Pc,min = Pc(oo, q). One additional observation from Figure 3-8 is that Pc,min appears
nearly constant for these values of M; we will have a great deal to say about that in the
sequel.
M = 60
- M =40
-M=20

0.2

q*

0.6

0.4

0.8

1

q

Figure 3-8: Optimal Course Reversal probability, q*, for various M
We aim to formalize the observations from above in the following lemmas.

First we

show that we can upper bound Pc(M - s - 2, q) using the path enumeration methods of
Section 3.1.2.
Lemma 6. We can upper bound Pc(M - s - 2, q)

1-

M-M 2

for q E [0,1].

Proof: We begin by bounding Pc(M-s-2, q) 5 Pc(M-s-2, 1/2). Repeating our definition
[1.8] of Pc(T, q) in terms of the discrete fo(k)
T

Pc(T,q)

=

f.9(k)

0 f
Zk=T fo (k)

_E
1

-

E

fo(k)
2 fo(k)

(3.11)

we can see that evaluating Pc(T, q) for T = M - s - 2 requires only the first M - 2 terms of

fo(k).

Let us find the maximizer q' = arg maxq Pc(M - s - 2, q). For this CR random walk,

each term of fo(k) in [3.3] is a function of (1 92

2
q)2 k-2n+l q n-

1

and the constant Narayana

number coefficient; therefore q' = 1/2 is the unique maximizer of each term of fo(k). Moreover, q' = 1/2 is the unique maximizer of PC(M - s - 2, q) as q' maximizes the numerator

and minimizes the denominator.

Let k = 2k' as before. With q' = 1/2, we can see that
k-1

fo(k)

=

(1k

E N(k, n

)

n=1

= Ak'_1

(

where we take advantage of the fact that the sum of Narayana numbers for any k is the
Catalan number, Ak [126].

In short, we find that a course reversal random walk with

q' = 1/2 is equivalent to a simple P6lya random walk with p = 1/2 in that the pdf fo(k) is
equivalent in both cases as expected. We define the CDF, FO(k) in the standard way to find
k

Fo (k) = Zfo(i)
i=O
k

(3.12)

Aj_1q2i-1

=

i=O

where [3.12] is only valid for k < M. Let P' = PC(T, q') for T < M and q' = 1/2. Let
T = 2T' and s = 2s' such that T and s are even; then we can evaluate P' in [1.9] with
discrete F(k) defined as in [3.12]

Fo(T + s)- Fo(T)

,

1 - Fo(T)
2T'+s'
=

1-

-1/2log(4 )
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T'

(2T1

s'

(3.13)

Applying Stirling's Approximation to the binomial in [3.13] yields
4

P'= 1

-

-1/

2

4

og( )

T'+1/2a'

Vr(T'+1/2s')

T'
-T'+ 1/2s'
-1-

TIs(3.14)

Applying [3.14] at T'= M - s - 2 achieves the desired bound for M - s > 2

Pc(M - s - 2,q) < 1 -

(3.15)

s-2

M -2
S

Figure 3-12 demonstrates that the bound in [3.14] becomes tight at M

-

oo.

El

-P(M-s -2)
---

Pc(M - s - 2) bound
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0
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M

Figure 3-9: Course Reversal capture probability, Pc*upper bound
Given this bound on PC(M - s - 2) we are interested in the existence of a q': PC(M s - 2, q') = Pc(oo, q'). In words, is it always possible to find a q' such that the asymptotic
capture probability Pc(oo, q') equals at the capture probability at T = M - s - 2? We show
that this is indeed the case by Lemma 8, but we must first show that there exists a one-to-one
correspondence between A = max Ai [Bq] < 1 and q' = min q > 0: A = maxAj[Bq].
Lemma 7. Let a matrix Bq E R^' be the convex combination of two matrices as Bq

=

qA + (1 - q)C. Define A as unit anti-diagonal. Define Csj = 6 i,i+1- Consider B for n = 6,
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for example.

0 1 -q

Bq=

0

0

0

q

0

0

1-q

0

q

0

0

0

0

1

0

0

0

0

q

0 1-q

0

0

q

0

0

0

1-q

q

0

0

0

0

0

Then there exists a bijection between q : R -+ R, q(A) = min q > 0 : A = max Ai[Bq] and
A :R -+ R, A(q) = maxAi[Bq], and A is monotonically increasing in q E [0, 1].
Discussion: We can numerically see that the claim in Lemma 7 appears to hold as shown
in Figure 3-15. That is, we observe an apparent bijection between the domain of q E [0, 11
and A E [0, 1], and we wish to prove that this is indeed the case.
1 -

(00
.

0.5

-

0.

0.2

0.4

0.6

0.8

1

q
Figure 3-10: Maximum A as a function of q

Proof: By defining A as the maximum over the set {A} results in a unique mapping from
q -+ A, and we can say that A(q) is a function with domain [0, 1].
Now let us show that function q(A) is an injective function. Recall that given a domain X
and X1 , X2 E X, a function

f is injective

if f(xi) = f(x2 )

=

X1 = x 2 . In words, we show that

specifying some A uniquely identifies some q, or there exists a one-to-one correspondence
from A to q.
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Consider A,, A2 E [0, 1]; then the function q(A) is injective if q(Al) = q(A 2 ) => A1 = A2 .
Let qi = q(A,) such that A, = max Ai[Bqj] , and let vi be the unit eigenvector associated with
Ai[Bqj]; that is, 1TV = 1. Define q2 and Bq similarly. Then we have
2

q(Al)
1~qi V1

vf

=

q(A 2)

=

V2jBq 2V2
2

1

A,1 = A2
Note that this result is not trivial. For any A E [0, 1] there are multiple q' E [0, 1] such that
A E {A[Bq] }. The claim is that there is a unique q for all A such that A = max A2 [Bq].
Now let us establish that q(A) is a surjective function. Recall given a domain X and
Y, a function f is surjective if for every y E Y there exists an x E X such that f(x) = y.
We can see that A(q) is surjective then by establishing that there exists a q E [0, 1] for all
A(q) c [0, 1]. Consider that the matrix Bq is irreducible such that we can directly apply the
Perron-Frobenius theorem. We can therefore bound A as
min

B, <_ A < max

Bi,

q< A<1

(3.16)

Thus limq+1 A = 1. We can also see that limq-o A = 0. Finally we see that A(q) is defined

in the compact interval [0,1] such that we can claim that A(q) is surjective.
Then A(q) is bijective since A(q) is a function over the domain [0,1] that is both surjective
and injective, and we see that A(q) is monotonically increasing with q.

E

Lemma 8. For any M and s, there exists q': Pc(M - s - 2, q') = P(oo, q').

Discussion: We will prove that q* = q' momentarily, and we restrict our attention to the
existence of q' that satisfies the conditions of Lemma 8 here.
Proof: It is sufficient to show there exists q' : Pc(oo, q') = 1 -

A;M

2

given Lemma 6.

Earlier we showed in [3.9] that Fo(k) = 1 - coAk for k > k. These relations allow us to
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determine the asymptotic limit for Pc, that is Pc(oo, q), as a function of the conditional
distribution dependent on q.
Fo(T + s) - Fo(T)
1 - Fo(T)
1 - coAT+s - (1 - coAT)
1 - (1 - coAT)
AT(1 - As)
AT

Pc(T7 q)

= 1

-

(3.17)

AS9

We wish to apply the Perron-Frobenius theorem in bounding the eigenvalues A of our reduced
transition matrix,

Q', but Q' is a reducible

matrix. Perhaps the easiest way to confirm this

is to note that state 1 is not reachable from any other state. We can, however, still apply
the Perron-Frobenius theorem by constructing an upper triangular matrix

0

B'
0 1 -q

Then the spectra of

Q' equals

]

0

0

0

q

0

0

1-q

0

q

0

0

0

0

1

0

0

0

0

q

0 1 -q

0

0

q

0

0

0

1-q

q

0

0

0

0

0

the spectra of B', and B' is an irreducible matrix such that

we can directly apply the Perron-Frobenius Theorem.

By Lemma 7 we established that there exists a bijection between q and A of the matrix
B'. Moreover, we established that A monotonically increases over the interval [0, 1]. Hence
El

there exists a unique q for all A E [0, 1].
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The lower bound of q < A from [6.5] provides an upper bound on Pc*. From [3.17]
Pc*(T*,I q*) :! Pc(oo, q*)

< 1 - As
< 1 - q*s

(3.18)

Thus while decreasing q increases Pc(oo, q), decreasing q also decreases Pc(M - s - 2, q).

We can see this clearly in Figure 3-7a for q = 0.05. We have now shown that P(T, q)
monotonically decreases as T -+ M - s - 2 from the left for all q. Similarly we can show
that P, approaches the limit Pc(oo, q) as T -+ oo for all q. Then it is not surprising that we
seek a q* : Pc(M - s - 2, q*) = Pc(oo, q*).

Lemma 9. At the game equilibrium, the optimal T* = arg minT>o P(T, q*) for a given M,
and s can occur only at T* E {M - s - 2, oo}.

Proof: Without loss of generality, let us assume that the state at the first time step k = 1
is the tuple (1, CW) and let {A} be the event that a random walk returns to the origin in
the CW direction given some probability of course reversal q . That is, the event {A} occurs
if a random walk circumnavigates [M] for some q. Clearly P({A}) = 0 for k < M.
First we show that for all 0 < T < M - s - 2,

M - s - 2 = arg min Pc(T, q)
T

such that for any 0 < T' < M - s - 2, Pc(T', q) > PC(M - s - 2, q). By examination of [3.3]
valid for k < M, we see that fo(k + 2) < fo(k) for all q E [0, 1] such that fo(k) monotonically
decreases over the interval k E [1, M). Then we can show that Pc(T', q) > PC(M - s - 2, q)
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as follows:
Pc(T', q) > Pe(M - s - 2, q)
Fo(M - 2) - Fo(M - s - 2)
Fo(T' + s) - Fo(T)
1 - F(T')
1 - Fo(M - s - 2)
Fo(T' + s) - Fo(T)
1 - Fo(T')
1 - Fo(M - s - 2)
Fo(M - 2) - Fo(M - s - 2)

Since Fo(k) monotonically increases by definition,
Fo(T') < Fo(M - s - 2)
I - Fo(T') > 1 - Fo(M - s - 2)
1 - Fo(T')
> 1
I - Fo(M - s - 2)
Fo(T'+ s)- Fo(T)
>1
Fo(M - 2)- Fo(M - s - 2)
Fo(T'+.s)- Fo(T) > Fo(M - 2) - Fo(M - s - 2)

(3.19)

We see that [3.19] holds since fo(k + 2) < fo(k). Thus Pc(T, q) is monotonically decreasing
in the interval T E [0, M - s - 2].

Now we show there exists conditions such that Pc(M-s,q) > P(M-s-2, q). For k = M
steps, P({A}) = (1 - q)M- 1 . Note that we defined the first step k = 1 to state (1,CW) such

that that we require only M -1 steps for event {A} to occur with probability (1-

q)M-1. We

can establish some conditions on q and FO(k) in order for Pc(M - s, q, s) < P,(M - s -2, q, s)
Pc(M - s,q) < P(M - s - 2, q)
Fo(M) - Fo(M - s)
1 - Fo(M - s)
FO(M) - Fo(M - s)
Fo(M - 2)- Fo(M - s - 2)
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Fo(M -2) - Fo(M - s - 2)
1 -Fo(M - s - 2)
1 - Fo(M - s)
I - Fo(M - s - 2)

We can bound Fo(M - s) as

Fo(M - s) > Fo(M - s - 2) + (1 -q)M-1
1 - Fo(M - s) < 1 - Fo(M - s - 2) -(1 - q)M-1
( - Fo(M - s)
F -Fo(M-s-2)
M

(1 - q)M-1

1-Fo(M-s-2)

Fo(M) - Fo(M - s)
<(I
Fo(M - 2) - Fo(M - s - 2)

- q)M-1
-(.0
1 - Fo(M - s - 2)

Thus there exists conditions on q in [3.20] such that PC(M - s - 2, q) is not a minima, but
rather PC(M - s - 2, q) > PC(M- s, q). Contrarily, [3.20] demonstrates there exist conditions

on q such that PC(M - s - 2, q) is a minima that we can evaluate even in the absence of a
path enumeration scheme for k > M.
We can also see that for some q', minTyo PC(T, q') = oo. Consider q' = 0.5 where we
recover the P6lya random walk where we showed that T* = oc in that case.
Hence we can show that there exist two candidate values for T*, specifically, T* e {M

-

s - 2, oo}. We now show, by contradiction, that P* P(T*, q*). Consider the inverse case
where there exists a q' such that T' = arg min P,(T', q') and P,(T', q') > P,(T*, q*). Then
from our path enumeration [3.3] we can show that if PC(M - s - 2, q') > PC(M - s - 2, q*),

then 1/2 - q' < 1/2 - q*; that is q' must be closer to 1/2 than q*. However by [3.18] we
showed that Pc(oo, q') <; 1 - q'" such that Pc(oo, q') < Pc(oo, q*) for q' > q* which is a
contradiction.

0

Lemma 10. For any M and s, if there exists q': Pc(M - s - 2, q') = Pe(oo, q'), then q* = q'

Proof: It is straightforward to establish that if there exists q' : Pc(M -s -2, q') = P,(oo, q'),
then q* = q'. We have previously established that

q* = arg max min Pc(Tq)
q

T

= arg max min{P,(M - s - 2, q), P,(oo, q)}
q
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where the second equation follows by Lemma 9. Then
Pc(M - s - 2, q*) = Pc(oo, q*)

(3.21)

where we proved the existence of q' in Lemma 8.
In application we can see that, indeed, there exists q' : P(M - s - 2, q') = P,(oo, q') and
q' -+ 0 as we increase M. Moreover, we note that P*approaches a constant regardless of
M. Figure 3-11 demonstrates both of these trends.
j

-

M = 400
M = 200
M = 100

L
0
q*
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1

q

Figure 3-11: Optimal Course Reversal probability, q*, for large M

Corollary 1. For s and M even and in the limit as M -+ oo, we can bound the capture
probability at equilibrium,

P* <1 V1 -c
where s = cM for 0 < c < 1..

Discussion: The requirement for s and M to be even is not tight, but we have assumed
this to be the case in our development to this point. Generalization to odd s and/or M does
not simplify as nicely nor contribute significantly to our intuition.
Proof: Lemmas 6, 8, and 10 combine to show that there exists
q* : P*= P(M - s - 2, q*) = P(oo,q*)
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1-

M-2
M- 2

(3.22)

Now let s = cM for 0 < c < 1. Taking the limit of [3.22] as M -+oo

M-s2 2
- 2

lim P, (oo, q*) :5 lim 1 M-+00

M-mo

0.06

--

V,
/ -c

0.05

0.04
20

40

60

80

100

M

Figure 3-12: Convergence of Course Reversal capture probability upper bound, c

3.2

=

0.1

Continuous Model

The observation that Pc*approaches a constant as we increase the discretization M motivates
our interest in a continuous model for the course reversal patrolling policy. In this section we
aim to discuss our proposed continuous model and simulation results as well as the difficulties
in characterizing the optimal course reversal rate, /*.

First let us more rigorously define the

dynamics of course reversal patrolling in the continuous domain.
Definition 7. We refer to Continuous Course Reversal (C-CR) patrolling as a policy where
a patrolling agent(s) execute a random walk consisting of steps in alternating directions on
a circle with unit perimeter. Each step length Xi is exponentially distributed according to
parameterp > 0 such that P(Xi
Let Sn = E"n

x) = 1 - e-"x.

Xk be the path length of the first n steps; equivalently we will refer to Sn

as the time of nth course reversal assuming unit velocity. Let the steps alternate directions
such that Tn = E"

(-1)k-lXk

is the location of the walker after the first n steps. We
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are interested in the probability that a patrolling agent executing a random walk with step
lengths Xk returns to the origin before some time t > 0. Before we introduce our analysis,
let us present our course simulation results as a means of providing initial intuition.
We simulated agents executing a C-CR patrolling policy in the standard way. At each
step k, we drew step length Xk

-

Exp[pL]; if T, < 0 or T, > 1, then we claim the walker

has returned to the origin (i.e., 0). We record the exact time of returning to the origin as
S-1 + (1 - Tn_1) or S-1 + Tn_ 1 depending on the direction of travel at step n. Figure 3-13
depicts the pdf fo(At) where P(a < AT < b) = f

fo(At)dt.

We created 106 iterations

for each value of p, and though Figure 3-13 presents the resulting fo(At) binned in widths
of 0.1, finer discretization is possible. The continuous simulation results show the same
trends as the discrete models. For example, for / 1, = 1 we see a significant discontinuity
in fo(At) at At = 1 corresponding to a high probability that an agent executing a random
walk parameterized by M1 does not reverse course (i.e., N(t) = 0 for a Poisson counting
process to be discussed in detail momentarily) prior to returning to the origin at t

=

1. This

discontinuity is reduced at p increases.
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Figure 3-13: Results of continuous model simulation

Armed with these simulation results, we can use the resulting fo(At) for each M to calcu103

late the capture probability. We see in Figure 3-14 that P'*~ 0.05 for both the continuous
model in simulation and the analytical results for the discrete models, particularly as we increase M. Moreover, we see from Corollary 1 that the bound in [3.15] from discrete analysis
applied to the continuous domain in the limit as M
P* < lim 1 M-+oo

oo becomes.

-

2
MM- 2

<1 -V 1-c

(3.23)

Applying [3.23] for c = 0.1 as in the simulations depicted in Figure 3-14 bounds P*5 0.051.
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(a) Continuous model simulations results

(b) Discrete analytical results

Figure 3-14: Capture probability for continuous versus discrete course reversal dynamics

3.2.1

Methods to Derive Optimal Step Length

This probability of return is then a function of it, n, and t in the following way.
Let us fix t; then the number of course reversals within the interval [0, t] is the output
of a Poisson counting process [65], N(t), where N(t) > 0 is a integer random variable with
probability mass function (PMF) given by
P(N(t) = n) = (At)teiAt
n!
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As before let Sn =

Z

1 Xk and

Tn

" 1 (-1)k-Xi

=

as depicted in Figure 3-15 for

n = 3. We are interested in the probability that a continuous course reversal random walk
returns to the origin by time t. For a given n, it is feasible that any Xk is drawn such that
the walk returns to the origin prior to t. For example with n = 3 as in Figure 3-15, it is
feasible for the walk to return to the origin prior to t if T, = X 1 > 1 or T2
or T3

=

X,

X

-

2

=

X,

-

X2 5 0

+ X 3 > 1. Let {0 < Tk < 1} be the event that the random walk up to step

k has not returned to the origin (i.e., remains within the interval [0,1]). But for any t > Sn
there exists a step of deterministic length, t - Sn. Let T' = Tn + (-1)n(t

-

Sn) be the final

location of the random walk with n course reversals in the interval [0, t].
Clearly a random walk remains within the interval [0,1] if and only if Tk E [0, 1] for all
k < n and T' E [0, 1]. Let Hn be the probability of the event that the walk remains within
the interval [0,1] conditioned on N(t) = n as

[0 < Tk < 1}] V {0 < T'

Hn(t) = P

1}IN(t) = n
.

.k=1

For n = Owe define Ho(t) = P [t < 1IN(t) = 0]. Then we can define the CDF, Fo(At), as
00

Fo(t) = 1 - E Hn(t) Pr[N(t) = n]

(3.24)

n=O

1
T3

T,

X

X2
T2

T*
0

I

I

I

S1

S2

S3

t

Figure 3-15: Constraints on continuous step lengths for n

=

3

Determining Fo(At) in [3.24] for some p, would allow us to determine PC(T, pl). We could
then use the bound in [3.11] and the bisection method to find p* that satisfies PC(T*, /t*) =
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P*. Our hope would be to find some relation between c and p*.
The difficulty in finding such a closed-form relation between c and p* is in evaluating [3.24]
for all t E R>o and all n E N. Consider evaluating Fo(t') for n = 2 and t' E {t1 , t 2 , t 3 } as in
Figure 3-16a. We claim that at each t' there are four constraints that may be active (tight).
Ti < I
T2 > 0

T2 >

T' < 1

(3.25)

S2 < t

Figures 3-16b - 3-16d depict these constraints for t' E {ti, t 2 , t 3 } where the feasible set
(X 1 , X 2 ) that satisfy all conditions in 3.25 is outlined in black. Note that the feasible set for
t'

=

t 3 is of zero measure. Also note that the feasible set is constrained by different active

(tight) constraints at various times in the interval [0, t3 ]. Finally note that H 2 (t) = 0 for all
t > 3 as it is infeasible to have three steps that all end in the interval [0,1].
Let S(n) = (S1,

s2 ,...

,

Sn) given N(t) = n. From stochastic processes [65], we know that

the joint density of S(n) is uniform over the region 0 < S, <

2

< -- - < Sn. Thus we could

translate the constraint set [3.25] from conditions on T to conditions on Si and integrate
the feasible region to determine Fo(t') for some t' and n = 2.
The issue with this approach is, that while rigorous, the method does not scale well.
Indeed, we require an expression of Fo(t) for all t > 0 and all n > 0. Fortunately, we can
extensively leverage the findings from our discrete model to make some claims on the optimal
p* in the continuous case.

3.2.2

Relation between Continuous and Discrete Course Reversal
Patrolling

We can model our course reversal random walk as the output of a Bernoulli process. A
Bernoulli process is a sequence of IID binary random variables, say Z 1, Z 2 ,. .. for Zk E {0, 1}
where P(Zk = 0) = q and P(Zk = 1) = 1 - q. Then Zk defines the state progression from
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Figure 3-16: Constraint set on step length
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Recall we defined our state as the tuple Sk = (i,
j) for i E [M] and

state Skl to Sk.

j

E {CW, CCW}. Then the random walk transitions [3.1] can be considered the output of

a plant with input Zk.

(i+ 1,j)
Sk+1 =

(i-1,-j) ifj=CWAZk=0
(i- 1,j)
if j = CCW A Zk =
(i-1,-j)

where we define -j
operates on

Sk-1

if j = CW A Zk = 1
(3.26)
I

if j =CCW A Zk =0

= {CW, CCW}/j as the opposite direction as j. In short, Zk = 0

to reverse course, and Zk = 1 operates on

Sk_1

to maintain course. We

are attempting to reconstruct the continuous dynamics where we reverse course at rate p
by dividing each unit time into M time steps. Then as we increase the time discretization
M such that each time step is smaller, we must also decrease q to maintain the same rate
of course reversal per unit time. By Poisson's Theorem [65], the probability mass function
(PMF) for the sequence of shrinking Bernoulli processes with course reversal probability
q = p/M approaches the PMF for the continuous Poisson process.

lim PNM(t)(n)

M-+oo

= PN(t) (n)

Thus we can choose a discretization M sufficiently large such that
q, M = p*

(3.27)

The implications of [3.27] are profound. Recall that we defined c = s/M for c E [0, 1]
as the fraction of perimeter length required for A to complete his attack. Then P* is a
function of c alone, A* : c -+ R>o and obviously independent of M. Then if we were able to
determine p* for some c, we could approximate q* for any M by [3.27]. Figure 3-17a plots
Pc* for M = 600 for p* where we see that P* is nearly linear with increasing c, but more
importantly. Importantly, we see that /* is approximately linear (although we will discuss
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some of the nonlinearities momentarily) as depicted most clearly in Figure 3-17b. Note that
for c =1 we recover the deterministic policy with /p*=0 and P*=1.
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Figure 3-17: Course Reversal patrolling optimal rate of course reversal

Let us briefly apply these results for a technician by recalling our running example of a
game between a ranger and a poacher. Let us say that a poacher requires two hours from the
time he crosses the fence line to hunt an animal and escape, and let us say that the wildlife
preserve is sufficiently large that it requires a UAV twenty hours to fly along the entire fence
line. Given these conditions we could calculate c = 0.1, and we would use Figure 3-17b
to determine * ~ 7.5. The technician planning a route for a patrolling UAV to assist the
rangers would then choose to discretize the fence line at some interval yielding M, say 1000,
waypoints or coordinates along the perimeter. A UAV would then fly between subsequent
coordinates in a certain direction (e.g., clockwise or counterclockwise), and upon arriving
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at the next waypoint choose to continue in the original direction with probability 1 - q or
reverse direction with probability q = 7.5/1000 = 0.0075. The UAV could expect to capture
an intruding poacher with approximately 5% probability. Interestingly, the derivation above
would expect a rationale (and patient) poacher to wait M - s or eighteen hours after the
UAV departs before crossing the fence line thereby minimizing the capture probability.
The hope is that while a capture probability of 5% is meager for a patrolling UAV, a
team of UAVs would fare better, and we investigate this claim in the following section.

3.3

Multi-Agent Performance

We wish to extend the multi-agent performance discussion from P6lya patrolling in Section 2.2.2. Let us begin by defining a CR synchronized patrolling policy.
Definition 8. We refer to a multi-agent policy as Course Reversal (CR) synchronized patrolling given N agents where each agent executes the following control law PS on a cycle
Z/MZ with M nodes: agent 1 performs a simple random walk with i.i.d. steps X1,k G {-1, 1}
with transitionprobabilitiesas in [3.1] for q E [0,1] and remaining agents [N]/{1} take steps
Xk

=

X1,k

for agents j # 1 and all time steps k > 0.

Thus each policy ,rs E pS is

completely defined by q.
We can easily study the marginal performance of N agents using the bound in [3.14].
With N agents, we can then bound P*as
M/N-MlN sM/N - 2

P*(N) < I

1

<1--

Ns
N
M_ 2N

(3.28)

Moreover, we observe that [3.28] is approximated by the bound
Pc*( N) < 1 - F1-

N

for M > 2N. Further, we can see that P*(N) = I for N ;> c-1. This bound allow us to
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compare the P6lya synchronized policy to the CR synchronized policy for N agents.
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Figure 3-18: Synchronized patrolling performance, P6lya versus CR, M = 100, s

=

10

1
Figure 3-18 depicts how rapidly P*(N) approaches unity as N -+ c- for CR synchronized

policies. We can quickly confirm that this is indeed the case. Consider a case with M = 100
and s = 20 such that c = 0.2. Then N = c-

= 5 patrollers spaced equidistantly can

reach any point on M within the attack duration s by following a deterministic strategy.
Importantly we see that CR synchronized patrolling achieves a higher game equilibrium for
all N > 1 as compared to P6lya synchronized patrolling as expected.
We will not present any discussion of CR independent patrolling policies as we did for
P6lya patrolling in Section 2.2.3. There we found that independent patrolling essentially
scaled linearly as expected, and N agents independently executing CR policies similarly
achieve a linear margin performance improvement.

3.4

Extension to Second Order Dynamics

The discrete model introduced in Section 3.1.1 assumes an atomic random walker that
changes directions instantly. This simplistic model served us well in developing performance
guarantees for the course reversal patrolling policy under a number of conditions. We find,
however, that this model can also more accurately describe the behavior of actual vehicles
with minor modifications.
Consider, for example, a more exact model of a patrolling air or ground vehicle. We
would expect such a vehicle to require some finite time to decelerate and accelerate in the
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opposite direction if reversing course. These second order dynamics are not captured in the
initial model depicted in Figure 3-1. Instead we propose the model depicted in Figure 3-19
for use in determining the impact on the game equilibrium when ' requires some finite time
to reverse course.
1-q

0-

1-q

1-q

qq

1

1-q

q

-

q0

1

Figure 3-19: Course Reversal state model

Clearly Figures 3-1 and 3-19 are closely related, and there are only two key differences.
First, the walk remains at node i E [M] when reversing directions rather than reversing
directions and proceeding to the previous node. In the notation of the Bernoulli process
of [3.29], Zk remains a binary random variable with IP(Zk = 0) = q, however, we modify the
plant output Sk+1.

(i+1,j) ifj=CWAZk=1
Sk+1

=

(i,,j)

if j = CW A Zk = 0

(i - 1,j)

if j = CCW A Zk = 1

(i,-j)

if j = CCW A Zk = 0

(3.29)

This leads to the second key difference in the models where this proposed model returns
to the origin only from tuples (1, CCW) and (M - 1, CW). Both of these states transition
to the origin when Zk = 1 with probability 1 - q. Note that we continue to model the
origin as an absorbing state to allow us to identify the time to first return for these proposed
dynamics.
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We can modify the Markov chain transition matrix from T in [3.1] to
(1,CW)

(0)

(1,CCW)

(2,CCW)

(2,CW)

1

(0)
q

1 -q

(1,CW)

1 - q

(1,CCW)

q
q
1- q

(2,CW)
(3.30)

(2,CCW)

q

1- q

1-

1- q

q
(M - 1,CW)

q

(M - 1,CCW)

Plotting the dominant eigenvectors (i.e., the eigenvector for the tuples (i,j) for j E
{CW, CCW} associated with the largest eigenvalue) for the Markov chain described by T2
is very similar to Figure 3-4.
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Figure 3-20: Typical symmetric eigenvectors for Second Order Course Reversal conditional
distribution

This motivates us to form the reduced

Q'

matrix as in [3.5]. For example, consider

for M = 8.
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Q'2

0 1-q

0

0

0

0

q

0

0

1-q

0

0

q

0

0

0

0

1-q

q

0

0

Q'2 = 0

0

0

q

1- q

0

0

0

0

q

0

0

1-q

0

0

q

0

0

0

0

q

0

0

0

0

0

The key difference between Q' and
signifying that

Q'

Q'

(3.31)

1-q
0

is that the first columns is no longer all zeroes

is irreducible and state 1 in this reduced state is reachable from all other

states. This in turn leads to a different relation between the elements of the conditional
distribution. As before, we seek a row vector, r', such that 7r'Q'
_ivi= 1 for i E {1, ...

,M

=

A2 7r' where we normalize

- 1}. This leads to M - 1 equations for these elements vi and

summing these equations gives the desired result.
M-2

q7r'w_
1 +

-

M-1

r'

=

I

A
1- A

7r'M1 =

(3.32)

We again argue that we can construct a shrinking stochastic Bernoulli process that converges in distribution to the Poisson counting process as we increase the discretization M.
Thus, there exists a unique p* : c -+ R>o as depicted in Figure 3-21. We can compare the
capture probability under the influence of these second-order dynamics

3.5

Comments on Course Reversal Patrolling

One observation from Figure 3-17a is that Pc* does not approach unity as c -+ 1. Indeed if
c = 1 such that s = M, then we would hope to recover the deterministic patrolling strategy
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Figure 3-21: Optimal course reversal rate, p*, for second order dynamical model for all c

with /t*
Pc(O, q)

=

0. Let us consider the case for c < 1 and some q. Recall that we showed that
Pc(M - s - 2, q). We can evaluate P(O, q) in terms of Fo(k), where Fo(O) = 0 by

definition, as follows.
-

Pc(0, q)

=

Fo(s) - Fo(0)
1 - Fo(O)
(3.33)

Fo(s)

We can bound Fo(s) noting that fo(M) <_ (1- q)M.

00
Fo(s)=1 - E

fo(k)

k=s+1

<1 - fo(M)

<1 - (1 - q)M
< Mq
Pc(0,q) < qM = p

(3.34)

We immediately see the advantage of the C-CR model that allows us to show that qM = i
in the limit for large M. Then from [3.34] we see that p* > 1 such that we can never recover
the deterministic policy with p = 0. Stated differently, for sufficiently small p < 1, optimal
T* = 0 with P(O, q) < Pc(oo, q). Ultimately, our proposed CR patrolling policy can never
achieve Pc*= 1 for c < 1 because P(0, q) < 1 for all q < 1/M.
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We have not determined the direct relation between q and A other than to say that there
exists a mapping from q -+ A. We can, however, determine A for two specific q. First, if
q = 1/2, then the CR random walk reverts to a symmetric Polya random walk with p = 1/2,
and A = cos(7r/M). Secondly, if q = 1/M, then A =

M-2

and v

-

.- We can use this

latter relation to upper bound P*. Recall that we showed that asymptotically
Pc(oo, q) = 1 - As
~ (1 - A)cM
as A -+ 1. For q' > 1/M with associated eigenvalue A',
A/ M-2
-

M

(1 - A')cM < 2c
Pc(oo, q')

2c

Thus as c approaches 0 we see that Pc(oo, q') -+ 0 as expected.
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Chapter 4
Patrolling with Stochastic Inspections
In the past two chapters we proposed various patrolling policies intended to maximize the
capture probability. One of the central, and to this point unstated, assumptions was that a
patrolling agent could observe the presence of an adversary immediately once the latter was
in sensing range. Thus, we analyzed these policies as random walks between nodes where the
distance between each node required one time step to traverse but the sensing upon arrival
at the node was instantaneous. Viewed differently, the distance between subsequent nodes
required one time step, and the patroller made observations along this segment such that
upon arrival at the target node, he would immediately move to the next point along the
random walk.
Another equally valid interpretation of these policies is to view them as random walks
between nodes as before, but the distance between each node is some constant fraction of
a time step, and the remainder of the time step is devoted to inspecting the node for the
adversary's presence. Viewed in this way, we can apply these patrolling policies such as the
P6lya or Course Reversal patrolling to a physical environment once we know the distance
between points on the perimeter and the time required to travel and inspect along the path
and its endpoints.
We seek to generalize this model in this chapter by introducing the concept of stochastic
inspection times. Consider the arguably more realistic case where the patroller is often
able to confirm or deny the presence of the adversary between two nodes immediately upon
traveling between them, but the patroller must travel along this segment possibly multiple
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times with decreasing probability. The physical causes for these revisits could be due to poor
sensors with low sensitivity requiring multiple passes to establish high enough confidence to
continue, or localized obscurants (smoke, vegetation, etc) that require the patroller to revisit
these points. Regardless of the cause, we submit that these re-inspections are more accurately
modeled as stochastic rather than deterministic.
Allow a brief vignette to clarify. Say an airborne vehicle was flying along the fence line
of a wildlife reservation defending native rhinos against poachers, and say this wildlife park
was quite large. Then any of the patrolling policies we have proposed up to this point would
travel along designated waypoints around the park perimeter searching for signs of vehicles
approaching the fence. A common operational patrolling tactic is to use an infrared sensor
to easily identify the hot engine block of an approaching truck against the cold background
of the surrounding vegetation. Most of the flight segments between waypoints would find no
such hot spots, and we could accurately model these segments as requiring some arbitrary
unit time step. With some probability, however, the UAV would identify a hot spot along
the flight segment as a potential target requiring a closer inspection. Is this indeed a truck
or just a large animal? If it is a truck, does it definitely belong to a poacher, or is it possibly
a park ranger or maintenance vehicle repairing the fence? Are there poachers in the vehicle,
or is it necessary to fly in a pattern looking for them?
As this vignette demonstrates we would expect most flight segments to require only one
unit time to complete, some segments might require additional times, and few segments
would require a high number of time units to complete. In short, we submit that we can
model the number of time steps to complete inspecting a given segment as geometrically
distributed with some probability of success, say r.
Before we present our mathematical model, note that r is not a design variable for P;
rather it is dependent on the environment. In application, a great deal of obscuring vegetation
might reduce r, and high quality sensors would increase r. One could argue that P's velocity
impacts r, but we do not study the impact of varying velocity on capture probability until
subsequent chapters. Suffice it for now that r is fixed for a given environment, and we seek
to analyze the game equilibrium as r varies.
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4.1

Model

Then let r be the probability that a random walk moves to the subsequent node such that
the random walk remains at the current node with probability 1 - r, and let Pk be the
location of a random walker in [M] at step k. As in CR patrolling, let Xk be the kth step,
but we now require Xk E {-1, 0, 1} such that P(Xk = 0) > 0 as we will soon see. Then we
can modify Definition 6 and state transitions to define a new discrete stochastic process as

P(P = ijPk-1 = i - 1, P-2 = i - 2) = P(Xk = 1Xk_1 = 1) = (1 - q)r
P(Pk = ijPk_1 = i - 1, Pk-2 = i) = P(Xk = 1IXk1= -1)

=

qr

= -1)

=

(1 - q)r

P(Pk = ijPk-1 = i + 1, Pk-2 = i + 2) = P(Xk = -1IXk_1
P(Pk = iPk_1 = i + 1, Pk-2 = i) = P(Xk = -1Xk_1

= 1) - qr

P(P = iPk-1 = i) = P(Xk = 0) =1 - r

(4.1)

Definition 9. We refer to Stochastic Inspection Course Reversal (SICR) patrolling as a
policy for P where a patrolling agent(s) executes a random walk on a cycle Z/MZ with M
nodes with steps Xke

{-1,

0, 1} governed by transition probabilities in [4.1] for q E [0,1]

and r E [0, 1].

Let us define the state space in CR patrolling as tuples (i, j) for i E [M] and j E
{CW, CCW}. The state of the random walk, Sk = (i,j), associated with state transition
in 4.1 then evolves as a Markov chain. Equivalently, we can view this SICR patrolling policy
as the outcome of a Bernoulli process. Let Yk and Zk be a sequence of binary random
variables with P(Y = 0) = q and P(Zk = 0) = r. The random variables operate on the state
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Sk as

Sk+1=

(i + 1,j)

if j = CW A Y = 1 A Zk

(i-1,,j)

ifj=CWAYk=OAZ=0

(i -1,j)

ifj=CCWAYk=1AZk=O

(i -1,-j)

if j =CCW AY =O A Z =0

(i,j)

if Zk = 1

=

0

(4.2)

Clearly the SICR patrolling policy is symmetric as it is shift invariant, and we arbitrarily
choose an origin to allow us to analyze the first return times. We can visually depict this
transition model given our arbitrary origin as in Figure 4-1 which is clearly similar to the
original CR model depicted in Figure 3-1 with several key modifications. The foremost modification is the addition of self-loops with probability 1- r modeling the additional inspection
time steps required which we will discuss more momentarily. The second modification is
the nuance that we are not interested in arrival to the origin, 0, but rather the inspection
completion at the origin. Our metric throughout this work has been capture probability,
Pc, and our earlier models assumed that arrival at the origin in the interval [T, T + s] was
equivalent to capturing A. Now we claim that we must update our definition of capture
such that P must arrive at the origin and sense A in the interval [T, T + s] for the former
to capture the latter. These two modifications will drastically alter the game equilibrium as
we will soon show.

Note that we introduce an additional state, abs, in Figure 4-1 to serve as our absorbing
state for the Markov chain. We cannot claim the origin is absorbing as we have in the past
given our proposed distinction between arrival at the origin and identifying A at the origin.
Therefore, we allow transitions from the origin to abs with probability r, and we define the
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Figure 4-1: Stochastic Inspection Course Reversal patrolling model

transition matrix, T, for this Markov chain as follows.
(abs)

(0)

(1,CW)

(1,CCW)

(2,CW)

(2,CCW)

..-.

1
r

~ (abs)

1 - r
qr
(1 - q)r

(0)
I- r

(1 - q)r
1- r

q

qjr

I- r

(1-q)r

(1,CW)
(1,CCW)
(1 - q)r
1 - r

qr

(1
-q)r

1 -r

(2,CW)
(2,CCW)

qr

(1 - q)r

(M - 1,CW)
(M - 1,CCW)

qr

(4.3)
We will continue our analysis of the game equilibrium using P, as a metric with the following
modifications to prior definitions. A patrolling policy 7r now creates a sequence of interarrival
times {AT,,i} for every location within E, but we define AT as a random variable counting
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the integer number of time steps from departing the origin to arrival at state abs. We
assume that AT is iid according to some distribution

fAT(At)

such that P(a < AT < b) =

7r E Hl, as in
fAT(At) as before. We will continue to restrict 'P to symmetric policies
Assumption 3 such that we can simplify our analysis to some arbitrary origin, but our use
a

of the subscript 0 here as in fo(k) and Fo(k) for the PMF and CDF, respectively, indicate
the number of steps to arrive at state abs when departing the origin. We will distinguish
between the PMF and CDF, fo(k) and FO(k), for the original CR random walks and fo(k)
and Fo(k) for the SICR random walk.
We can evaluate fo(k) = P(Sk = abs) given that Si E {(1, CW), (M - 1, CCW)}. We
depict both fo(k) and Fo(k) in Figures 4-2 and 4-3 to visualize the impact of r on these
functions.
--
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Figure 4-2: Distribution PMF, jo(k), for SICR random walk first return times for M = 60,
q = 0.05

Note that we do not plot r = 1 in Figure 4-2 because T is periodic for r = 1, and
fo(k) > 0 only for k even. Essentially, we recover the original course reversal random walk
PMF, fo(k), which was periodic, for r = 1. For all r < 1, however, fo(k) > 0 for all k > 2.
In the lexicon of random walks, r < 1 is a "lazy" random walk [121] with the addition of
these self-loops such that T is aperiodic. For r = 1 we see a discontinuous jump at FO(M)
associated with the increased probability of first return at k = M. For r2 <r < 1, we see
that FO,r2 (k) is approximately a time dilation of Fo,ri(k) such that for r1 = hr 2 for h E Z>O
Fo,r (k) f:: FO,ri(hk). Let us be more exact.
2
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Lemma 11. Let fo(k) be the probability of first arrival at the origin at step k for the CR
random walk. Then for any r E [0,1],

fo(k)

fo(m)r m (1

=

-

r)km
\m-

m=O

1,

Discussion: Note that
rm-1(1

-

r)k-m

k-1)

(M - 1

is the PMF for the binomial distribution. The claim can then be understood as the inner
product between a vector r [fo(O) fo(1)

-..

fo(k)] and the Bernoulli distribution PMF

with k - 1 "trials" and m - 1 "successes."

Proof: For r = 1, jo(m) is equivalent to fo(m) for the original CR random walk where
fo(m) > 0 for m. We modify this probability noting that each state transition T, 3 = rTij
for i -#j.

Hence a path of length m returns to the origin for first time with probability

fo(m)rml where we note that the first step is deterministic with probability one, and the
remaining m - 1 steps each occur with probability r. Such a path arrives at state abs for
the first time in one additional step with probability r such that a path with no self-loops
arrives at state abs with probability fo(m)rm in m + 1 steps.
A CR random walk of length m that returns to the origin at step m can be modified
to a SICR random walk that returns to the origin at step k > m with the addition of
k - m self-loops each with probability 1 - r. There are (M-)

such paths, and the claim is

proven.

El

This derivation of jo(k) from fo(k) allows us to relate Fo(k) and Fo(k).

Lemma 12. Let Fo(k) be the CDF of first return time to the originfor the CR random walk.
Then Fo(k) <; Fo(k) for all r E [0,1].
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Figure 4-3: Distribution CDF Fo(k) for Stochastic Inspection first return times for M = 60
and q = 0.05

Proof: From Lemma 11 we can calculate $o(k) as
k

Po(k)

E= fo(i)
i=O
k

i

EZEf(m)r(1

-

(4.4)

r)-mii)

i=O m=O

Then we can show that for all r E [0, 1]
F0 (k)
k

k

i

fo(m)rm(1
i=O m=O
k

-

r)im

M=0

-

r)im

i=O
k

- 1)

i=M

Efo(m)

E fo(i)

- 1)

k

fO(M) Erm(1

m=O

F0 (k)

rm(1

-

r)im (

i=O

<0

-1

(4.5)

_=M

For [4.5] to hold, the term in the brackets must be non-positive. However,
k

lim

k-+oo

rm(1 -r)i-M

-

(M-1

1

=

1

Hence for any k < oo the term in brackets in [4.5] is strictly negative.
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(4.6)

Most simply we see that increasing the self-loop probability 1- r for some r < 1 increases
the "delay" in arriving at state abs such that
Fo,r2 (k) < FO,ri(k)

(4.7)

for all k > 0 and r 2 < rl < 1.

4.2

Game Equilibrium

We can apply [1.9] in the standard way to determine PC(T, q) for any r E [0, 1] given Fo(k).
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-
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Figure 4-4: Capture Probability, P., for SICR patrolling for M = 60, q = 0.05

It would be incorrect to state that 1C(T, q)

PC(T, q) for all T > 0 and q E [0, 1].

Although not depicted in Figure 4-4, there exists T > 0 such that Pc(T, q) > P(T,q).
However at one specific time, T = M - s - 2, however, we can make this claim.

Lemma 13. At T = M - s - 2, Pc(T,q)

P.(T,q) for all q E [0,1] and r E [0,1].
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Proof: Let us assume the contradiction holds

PC(M - s - 2, q)

Pc(M - s - 2, q)
o(M - 2) -

o(M - s -

Fo(M - 2) - o(M - s - 2)
1 - Fo(M - s - 2)
1 - Fo(M - s - 2)

2)

1 - FO(M - s - 2)
Fo(M - 2) - Fo(M - s - 2)
o(M - 2) - Fo(M - s - 2)
Fo(M - 2) - Fo(M - s - 2)
o(M - 2) - Fo(M - s - 2)

1 - Fo(M - s - 2)
<1

Fo(M - 2) - Fo(M - s - 2)

o(M - 2) -FPo(M - s - 2)

M-s

M-s

M-2

fo(M)ZErm (I
m=M-s-2

-

r)i-m Mi-1

(4.8)

m=M-s-2

We see that this leads to a contradiction because [4.8] cannot hold. We showed in [4.6] that
the second summation is strictly less than one except for r = 1. Hence PC(M - s - 2, q) ;>
Pc(M - s - 2, q) with equality only at r = 1.

0

This immediately leads to the conclusion that the game equilibrium for the SICR policy
is less than that of the CR policy ,

PC

P*

Lemma 14. For all r E [0, 1], Pci < P* with equality only at r = 1.
Proof: Let T* and q* be the minimizer and maximizer, respectively, for the SICR policy as
=

arg min Pc (T, q)
T

=

arg max min Pc(T, q)
q

T

Let T* and q* be the minimizer and maximizer, respectively for the CR policy as before.
Recall Lemma 9 showed that T* E {M - s - 2, oo} for the CR policy.

Lemma 13 showed that
Pc(T*, q)

Pc(T*, q)

for T* = M - s - 2 and all q. In particular,

Pc(T*, q*)

Pc(T*,q*).
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It is not necessarily the case that q* = q*, so let us assume that Q* # q*. Lemma 8 shows
that q* is the unique maximizer such that
Pc(T*, *) < Pc(T*, q*)
where the inequality is strict because q* is unique. Then again by Lemma 13 we see that
Pc(T*, q*) < Pc(T*, *)
Finally, since T* is the minimizer

Pc(T*, *) < c (

q*)

Hence we show that the SICR game equilibrium is less than or equal to the CR game
equilibrium as
*,

=

c* < Pc*= Pc(T*,q*)

In the proof above we do not require that q* = q*.

L

Indeed we wish to determine the

relation between r and q* for the SICR policy. We will show that Pc(oo, q) is approximately
linearly related to r, but first we must show that A is linearly related to r.

Lemma 15. Let

Q

and Q be the transition matrix for the transient states (i,j) for i

e

[M]/O and j E {CW, CCW} for the CR and SICR random walks, respectively, and let
A = max{Ai < 1} and A = max{

< 1} be the dominant eigenvalue of Q and Q, respectively.

Then A is linearly related to r as
A = 1+ r(A-1)
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Proof: We form Q from T just as in [3.4].
1

T=

0

LR QJ
(1,CW)

(1,CCW)

(2,CW)

(2,CCW)

(1- q)r

1- r
1- r

qr

qr

1-r

(1,CW)
(1,CCW)
(1- q)r

(1- q)r

1-r

(2,CW)
(2,CCW)

qr

(1-q)r

(4.9)

1 -r

qr

(M - 1,CW)
(M - 1,CCW)

This symmetry allows us to reduce the dynamics of Q E R2(M-1)x2(M-1) to a reduced
matrix Q' E RM1xM1 where

i

[(iCW),(j,CW) +

d(M-iCCW),(j,CW)

+

+ q(M-iCCW),(M-jCCW)]

q(iCW),(M-jCCW)

Note that q > 0 for r < 1 where qji = 0 in the CR analysis.
For example, consider Q' for M = 8.

1-r

(1-q)r

0

0

0

0

0

0

1 - r

(1- q)r

0

0

0

qr

0

0

1- r

(1 - q)r

0

qr

0

0

0

0

1- r

r

0

0

0

0

0

qr

1-r

(1-q)r

0

0

0

qr

0

0

1 - r

0

qr

0

0

0

0
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(4.10)

(1- q)r
1-

r

Comparing

Q'

in [3.5] and

Q' above,

it is apparent that

Q' = rQ' + (1 - r)I.

(4.11)

Then
= rA + (1 - r)
Lemma 16. Let A = max{A < 1} for the transition matrix Q'. In the limit as we increase
the number of nodes, M, the asymptotic P,(oo, 4*) = sr(1 - A).

Proof: In Section 3.1.3 we showed that the CR random walks result in a geometric decay in

fo(k) = Afo(k - 1) for k > k where k is the mixing time for the random walk. This allowed
us to claim that as T -+ oc
lim Pe(T, q) = I - A-9

T--+oo

(4.12)

Finally we showed that as we increase the discretization M,
lim Aq.

=

M-oo

1

Hence the series expansion of [4.12] about A = 1 yields
Pe(oo, q) = (1 - A)s

which shows that the capture probability is linearly related both to the spectral gap, 1 - A,
of

Q as

well as s.

That analysis equally applies to the "lazy" SICR random walks of this chapter, hence

Pc(oo,q) = (1 - A)s
= (1-rA -1+r)s

= (1 - A)sr
Then A is constant for some q and P, is linearly related to r.

(4.13)
1

Just as the game equilibrium for CR patrolling required an extensive discussion of the
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continuous form of the game, so too here will we benefit from a discussion of the continuous
form of SICR patrolling.

4.3

Connections to Markov Process

In Chapter 3 we argued that CR patrolling policies fit most naturally in the continuous,
rather than discrete, domain so that we could speak of a course reversal rate, IL, rather than a
probability of course reversal at every state transition, qm as a function of the discretization
M. Similarly, we can translate all of the discrete SICR analysis up to this point to a
continuous time Markov chain, or Markov process for short, where we consider completing
inspections at each node according to some fixed rate as a function of time.
We intend to develop a Markov process for the SICR model such that the inspection
durations at each of [M] nodes are exponentially distributed random variables, Dk, at each
step k, according to parameter oi > 0 for each state i E [M]. Specifically,

IP(Dk < dPkl = i) = 1 - e-"d.
We have assumed throughout this work that all nodes have identical properties such that
we assume c-i = -.1

Our stochastic process then proceeds as follows. We assume that we depart the origin
at time 0 to state (1, CW) without loss of generality. At time Do > 0,2 we transition to
(2, CW) with probability 1 - q or return to the origin with probability q; that is our state
transition probabilities from state i are still governed by the ith column of T. Thus we can
see that our state transitions remain unchanged, and we can refer to the sequence of state
transitions, {Pk}, as the embedded Markov chain for the process. We will draw the natural
analogy between the random holding interval duration and the inspection duration at each
state in the sequence {Pk}.
We depict this process in Figure 4-5 to draw attention to one nuance of this model. In
1

This need not be the case, of course, and we will consider a more general model, Semi-Markov processes,
momentarily.
2
It is standard when discussing Markov processes for the first holding interval is associated with subscript
0, which in our case is independent of the origin at state 0.
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the past we claimed that the system (patroller) required one time step to transition between
states according to the Markov chain. Here we claim that such transitions of the embedded
Markov chain are instantaneous, but upon arrival at each state, we require a non-negative
inspection/holding time, Dk > 0, before proceeding. Thus, this Markov process model is
most appropriate for environments when the expected inspection time is large compared to
the expected time to transition between adjacent nodes. We will have more to say about
the ratio between inspection time and transit time in subsequent sections.

-+Step

C*

Inspect,

Dk

~ Exp[-]

Figure 4-5: Continuous Time Markov Chain model for SICR

In constructing this continuous stochastic process, we will not attempt to combine the
continuous Poisson process modeling random intervals between course reversalsand a Markov
process modeling the random inspection durations (intervals). If we were to do so, we would
define the location of a random walker as in Section 3.2 as Tn = E'

(-1)k-lXk

where Xk

is the step length of step k and exponentially distributed according to parameter It > 0. We
would have to update the definition of path length, Sn, to account for the random inspection
durations. Then Sn

=

E"

[Xk+ Dk], and we could determine the set of constraints on Xk

and Dk for some N(t) = n and evaluate Fo(t) via [3.24]. This approach will similarly fail
to scale well, however, as we found for the originally proposed Continuous Course Reversal
(C-CR) patrolling policy. Therefore we limit our analysis to the finite set of nodes [M] along
the perimeter, and we investigate the impact of random inspection durations upon arrival
at each node on the capture probability.
We summarize our process as follows closely following [65].

Definition 10. A Continuous Stochastic Inspection Course Reversal (C-SICR) policy, {P(t)},
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t > 0, is a stochastic process such that for each t > 0,
n

Dkfor n

P(t) = Pn for Sn < t < Sn+1; So = 0; Sn =

1

k=1

where {Pn; n > 0} is a Markov chain with state space [M] with transitionmatrix T as in [3.1]
and each Dk is exponential with rate a > 0 independent of all other Dk.

Let Rig(t) = P(P(t) = jIP(0) = i). Then we are interested in Rij(t) for i = (1, CW)
and

j

= (0).

This is very similar to our discrete CR analysis where we showed that the

i, j element of Tk = P(Pk = jIPO = i). First, however, we must modify the state transition
matrix, T to account for the exponential holding interval at each state as

=

T

-(T - I)

where I is the identity matrix. Note that we employ the original CR transition matrix, T, as
in [3.1] rather than the SICR transition matrix, T, since the latter accounts for the delay at
each state with a self-loop with probability 1 - r. We interpret T' as a matrix of transition
rates where the i, j element is the rate of transition from i to j.
The Chapman-Kolmogorov equations for our Markov process given 0 < s < t can be
summarized as

RI (t) =

Z Rik(s)Rk (t -

s).

k

Let R (t) be the i, j element of the matrix [R(t)].

We obtain the forward Kolmogorov

equations by allowing s approach t from below yielding

d[R(t)] = [R(t)]TO
dt

(4.14)

For small M we can solve [4.14] analytically. For larger M we investigate the validity
of sampled-time approximations. Let 6 be the increment between sampled times. Then the
probability of a transition from i to j, i # j, in some time interval is TijJ + o(6), and the
probability of remaining in state i is 1 - o- + o(5). Thus the probability of transitioning in
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the interval [t, t +3] from i to j is the i, j element of [I + 6T']. Let r = U-.

Then we recover

T = I +ST.
Then A, is an eigenvalue of T' if and only if 1 + A,6 is an eigenvalue of T. Also, V is
an eigenvector of T' associated with eigenvalue A, if and only if v is an eigenvector of T
associated with eigenvalue 1 + Ac,.
A, and A

=

Hence there exists a one-to-one correspondence between

1 + AS. We have seen that

IAiI

< 1 and maxA1 = 1. Hence Ai < 0 and

max Ai = 0.

Then sampled-time approximation yields the identical steady-state distribution for 6 <
o-.

Importantly for us, we can determine A[Q] for sufficiently small J which then yields

Pc(oo, q). Note that we must update the definition of "attack duration", s, from our previous
discrete analysis. Let

s^be

the attack duration in continuous time, and we can see that

s = A/6. As we see in Figure 4-6a, the asymptotic Pe(oo, q) is equal for all r. Note that
we plot the number of time steps, but this is not equivalent to the amount of time since 3
linearly decreases with r.
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(a) C-SICR Pc for M = 60, q = 4.4/60, and
o-= 1

(b) Capture Probability, Pc

Figure 4-6: P, for C-SICR for M = 60, q = 4.4/60, and a = 1
While the asymptotic values are equal, however, the minimum values of P, increase
slightly with decreasing J as shown in Figure 4-6b. This is to be expected for two reasons.
Qualitatively, as we decrease 6 the sampled time approximation mimics the continuous time
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behavior more closely, and Pj'*should approach some bound in the limit as 6 -+ 0.
More quantitatively, as we decrease 6 by a factor of 10, say, we decrease the sharp peak
in fo(k) and Fo(k) seen at k = M/6 in Figures 4-2 and 4-3.

Let k' be the maximizer

k' = arg maxk Fo(k + 1) - Fo(k), and let us compare Pc at two different sampled time
approximations with 6 = 1062 for some o. Then Fo(k' + 1) - Fo(k') is a measure of the
maximum increase in FO(k) for a given q. Recall for CR analysis, k' = M - 2, and we found
that T* = M - s - 2 = k - s; this is because Pc(T, q) increased dramatically at T = M - s

coincident with the increased probability of a patroller circumnavigating the perimeter in
M time steps. At smaller sample time steps, 62, this peak is greatly diffused as seen in
Figure 4-3 such that max Pc(6 2 ) < max Pc (i) and min Pc(6 2 ) > min Pc(6i).
Let us demonstrate this concept in a related way. We have defined capture probability
as
Fo(T + s) - FO(T)
1 - Fo(T)
We could view this as a non-linear filter acting on a signal F(T) as
Fl(T)s - Fo(T)
1 - Fo(T)
Any abrupt increases in the input signal F(T) (since F(T) monotonically increases) are
mapped to minima and maxima in the output via the derivative term Fo(T). At smaller
sampled time approximations

62,

we sample at a higher rate such that the abrupt changes

in the input signal are moderated, and the output, Pc(T), less "extreme".
Unlike the equilibrium solution for CR patrolling, the SICR patrolling equilibrium is
dependent on M. Recall in SICR patrolling, we present a model with M nodes to inspect;
hence increase M increases the expected time to inspect all nodes. Contrarily, M was simply
the discretization of the perimeter in CR patrolling where we were interested in the effect of
M -+ oo in the limit. Regardless, we find the SICR equilibrium to be weakly dependent on
M, and we will present a representative case.
Figure 4-7a depicts the optimal rate of course reversal, -*,

for 0

<

r

<

1 for the case

of M = 200 and s = 20. Not surprisingly we recover the CR equilibrium of

[L*

= 7.5 for

r = 1. We see, however, that p* is not constant for fixed M and s as is the case in CR
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patrolling. Rather we are somewhat surprised to see that p* decreases to nearly 4.5 in the
limit as r - 0. The ramifications of this observation are vast. We might hope to find that
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(a) SICR patrolling optimal rate of course reversal, p*
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Figure 4-7: Stochastic Inspection Course Reversal patrolling optimal course reversal rate
M* is constant as we decrease the sampling time J such that the discrete model more closely
follows the continuous case. Indeed while decreasing J improves the model fidelity we find
that we are not free to choose J sufficiently small. Recall that the expected holding interval
(equivalently expected inspection time) at each node is E[Dk] = a-'. Thus the expected
time required to deterministically circumnavigate the perimeter is E[MDk]

=

M/o.

When

we first motivated this SICR model we claimed that a patroller moves instantly between
nodes but requires a unit time step to complete the inspection at that node. Now we can be
more precise and claim that a random walker requires 5 time to transit between nodes. Our
C-SICR analysis requires that J < o-1 such that r = uS < 1. In words these restrictions are
central to this chapter.
135

Let V be the ratio between expected time between nodes and expected time to complete
inspection. Then V = 6/or-1 = r. Thus we find that the SICR model is only valid for V

<

1.

That is the SICR model is only valid when the expected time to transit between nodes is
smaller than the expected time to inspect each node. Moreover we see from Figure 4-7b that
V is key to the game equilibrium. For V = r small, the transit time is much smaller than
the inspection time; then p* approaches its lower bound such that a random walk reverses
course less frequently. We see that P*is maximized for small V. Contrarily for large V

-+

1

we see the p* approaches its upper limit, a random walker reverses direction more frequently,
and P*is minimized.
It is perhaps most insightful when comparing the expected P* as we vary V to consider
the time to complete that inspection at some node to be fixed, and we vary the time between
nodes. That is, let us fix o and vary 6. Then we see more clearly that V small corresponds to
small 6 such that we would expect a patroller to circumnavigate the perimeter more quickly
than an environment with larger V.
Hence the C-SICR model provides key insights into the game equilibrium when varying
this informal ratio, V, between transit time and inspection time.

4.4

Connections to Semi-Markov Process

In the previous section we analyzed the impact of an exponentially distributed stochastic
holding intervals independent of the state. In this section we consider the opposite scenario:
deterministic holding intervals dependent on the state. Despite these differences, we find that
the proposed model is a generalization of the Markov process from the last section known
as Semi-Markov processes [65, 82]. In both cases there exists an embedded Markov chain
that determines the probability of transitioning from state i to j, say, and we are interested
here in the impact of the holding interval upon arrival at j. We argue that this proposed
Semi-Markov process model is relevant when the ratio between time for state transitions is
much larger than the time required to perform inspections at any node or state.
We are interested in a model where the distance between nodes in [M] determines the time
required to transition those nodes. Contrarily, all the models to this point either assumed
136

unit time step or instantaneous state transitions. Hence we proposed in the impact of the
patrolling environment on the capture probability.
Let H(t) be the Heaviside step or unit step function such that

H(t) =

0 t <0
I1

t;> 0

For two states i, j E [M], let fij be the distance between i and j according to some metric, say
fij =

I xi - xj 112 for xi E R2 . We are not as interested in specifying the distance metric as the

implications for deterministic holding intervals on Pc. As before, let Dk > 0 be the holding
interval of the kth step. Note that in this setting we consider the holding interval Dk to be
the time required to transition from i to j. We will make no restrictions on the adjacency
of i and

j

as we have done in the CR and SICR random walks, but rather consider a walk

on a complete graph of M nodes for a given geometry. Then let Gi (t) = H(t) - H(t - fij)

be the probability that
P(Dk < dPn = j, Pn1 = i) = Gig(d).

Let us provide a simple example with only M

=

3 nodes in R 2 as seen in Figure 4-8a.

Note that nodes 1 and 3 are much closer to each other than node 2. Figure 4-8b depicts
Pc(T) assuming that A is at node i E {1, 2, 3}. We find it initially surprising that Pc(T)
does not have a unique maxima nor minima as we have been accustomed to observing to
this point.
The deterministic holding intervals have a distinct impact on Pc(T) that precludes easy
generalizations. Consider Figure 4-9 which depicts the feasible sets of nodes in any path.
Note that the figure is drawn to scale such that the vertical distance represents the distance,
fij, between two subsequent nodes. The horizontal dashed lines at T and T+s then represent
a ''moving filter" over this set of nodes that allows us to visualize the irregularity we see in
Figure 4-8b. As we increase T (i.e., shift the dashed lines down), we see that there is no
regular pattern as to the presence of nodes within the interval [T, T + s] that leads to Pc.
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----------

0
------- -----------

3

-----

-m------- T
3

---------- ------- -- - -- ----- T + s
2
3

22

2

3

31

2

2

Figure 4-9: Feasible node path tree for Semi-Markov Patrolling

Indeed, for s sufficiently small, we can see that there exists T* such that P(T*) = 0.
In summary, we find that Semi-Markov processes are ill-suited to analyzing P, for a
given environment or arrangement of M nodes. Moreover, we find that the computational
complexity in determining P,is O(M") where n is the depth of recursion since the node path
tree is essentially a depth first search. Even the most trivial geometries fail to scale well for
large n, and we similarly fail to find any advantages when assuming that fL, is a multiple of
some lowest common divisor for all i, j E [M].
The limited utility of Semi-Markov processes applied to this patrolling setting does not
reduce our interest in the impacts of geometry on Pc, and we will address the issue from a
different perspective in the next chapter.
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4.5

Comments on Stochastic Inspection Patrolling

We see that our discrete SICR and C-SICR sections are intimately related, as expected.
Given o > 0 and for 6 <

--1 setting r = u in our stochastic process [4.1] recovers the

discrete case. We found that the discrete model more accurately follows the continuous
dynamics in the limit as 6 - 0 as expected; however, the optimal policy [* was dependent
on 6. We understood this once we viewed 6 as the transit time between nodes such that 6 is
a function of the game environment.
Returning to the discussion of V as the ratio between transit time between nodes and
node inspection times we see that CR patrolling is most valid for V = 1. This agrees with
our CR model that assumes a fixed unit step to transit and inspect a node. Our SICR model
and analysis sheds light on those scenarios where 0 < V < 1. In the next chapter we consider
a model where we assume the inspection times are negligible compared to the time required
to transition between nodes in [M], that is for large V. We hope to be able to make some
claims regarding P, for all V > 0.
Let us ask a much more general question: What is the relation between the capture
probability upper bound with and without stochastic inspections? Asked differently, can we
related the upper bound on capture probability with unit steps between state transitions to
the capture probability upper bound with instantaneous state transitions but exponential
holding times? Lemma 3 showed that the optimal policy among all policies is to transition
from one state to another uniformly at random. That is, if we remove the restriction to
transition only to adjacent nodes, the optimal policy is to choose one of the M -1

remaining

nodes uniformly. Note that the CR and SICR policies are constrained to paths along the
perimeter such that these results do not apply, but we are interested in the more general
case of stochastic holding intervals versus deterministic step lengths. Let us determine P, in
both cases. Let P, be the capture probability given deterministic unit steps for a uniform
transition model, and let P' be the capture probability in the case where the transitions are
uniform and instantaneous, but the holding interval is exponential at rate -. Then we are
interested in the conditions such that P' > Pc.
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P'/>

PC

1- (1-p)S
1-

soM-1
-

slog(
->

-

M

M-2

)

-(M - 1) log M2
(M-1

Further, we note that
lim - (M - 1) log

M-+Co

M-)=I

(M - 1

It is not surprising that Pc' > Pc for - > 1 for M large.
We do not include any analysis on multi-agent performance as SICR patrolling scales
identically with CR patrolling as we increase the number of agents N. See Figure 3-18 for a
comparison of P6lya and CR synchronized patrolling performance.
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Chapter 5
Cayley Patrolling
One similarity of P6lya and CR patrolling is that these policies both limit transitions at
each time step to only adjacent nodes. Viewed pessimistically, patrollers executing these
policies plod along at unit speed strictly constrained to remain along the perimeter. And
while we must be careful not to make specific claims regarding patroller's velocity in a SICR
random walk, such walks are similarly constrained to adjacent points along the cycle. In this
chapter we investigate a preliminary model that introduces additional dynamic modes for
the patroller. We introduce a parameter d, such that all nodes are adjacent not only to their
"neighbors" along the ring but also those nodes at distance td as in Figure 5-1. We will
define this more rigorously momentarily, but we pause to provide two physical interpretations
to this proposed model.
As has been the case in all the proposed patrolling models to this point, we will consider
the patrolling policy as a random walk with transitions according to a Markov chain, and
we will allow state transitions at unit time steps. The key to both interpretations of this
model, then, lies in interpreting the actions in each time step.

d= 5

d= 15

d = 10

d = 20

Figure 5-1: Sample patrolling graphs for various d given M = 40
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First, we could view this model as allowing P to pass along the interior of the perimeter
to reach a distant node more quickly. In this interpretation, let d be the farthest distance
across the perimeter that a patroller can reach in a time step. When constrained to Euclidean
geometry in the plane R2 , the triangle inequality prevents us from claiming that we can reach
any points outside a given radius within a time interval. For simplicity, however, let us claim
that a random walker is capable of moving to nodes either at graph distance +1 or ±d at
each transition. Then this random walk model will allow us to make certain claims regarding
the advantage of "cutting across" the perimeter to reach more distant points.
Similarly, we could interpret this model as a patroller constrained to the perimeter but
possessing two movement speeds. In this view, the patroller moves a unit distance (i.e.
neighboring nodes) at "low speed", and a distance d at "high speed." Then d is the ratio of
high to low speeds, and we will investigate the potential increase in capture probability when
the patroller is free to move at these two speeds. The limitation of this view, however, is that
we require a walker moving at high-speed to be unobservable to A except at the arrival at
the end of the time step. That is, if the walker moves from node i to node i + d at high-speed,
then we require that P cannot capture any A in the set of nodes {i + 1, i + d - 1}. Clearly
this restriction also exists in the previous perspective where the walker bypasses nodes in
that set while transitioning across the perimeter.
Graphs of this type generated by a finite set of generators are commonly referred to as
Cayley graphs [69]. We will see that these graphs demonstrate the structure of a finite group
generated by our choice of d, and a random walk on these graphs can be understood in large
part due to the isomorphism present in all these groups as predicted by Cayley's Theorem.
Hence our choice of titles for this chapter and the associated patrolling policies.

5.1

Model

Clearly if a P6lya or CR random walk is at Pk = i, then P+1

E {i +

1, i - 1} modulo M.

The only difference for a SICR random walk is that we allow the possibility of a self-loop
such that Pk+1 E {i + 1, 0, i - 1} modulo M. The distinction of this chapter is we propose a
model such that if Pk = i, then Pk+1 E {i + d, i + 1, i - 1, i - d} modulo M for all i E [M].
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As before, let Xk be the length of the kth step, and Xke

{±1, +d} for this random walk.

Further let p E [0, 1] be a parameter that determines the probability of taking of "short"
step; that is,
1
2
1
2p

P(Xk= )=-p
P(Xk

1)

=

=

P(Xk = d) = (1 - p)
2
1
P(Xk = -d) =-( 1 - p)
2

(5.1)

Let Pij = IP(Pk+l = ilPx = i) be the Markov transition matrix for this Markov chain. We

can then summarize our transition model as

0p,
Pi

=

(1

-p),7

j E {i+ 1,i - 1}

(mod M)

j E {i + d, i - d}

(mod M)

(5.2)

otherwise

0

Now we arbitrarily choose a node as an origin to calculate the probability of first return

fo(k), and let i = 1 refer to this origin. Define the transition matrix T as

T

3=

1

i,j = 1

0

i

Pi

otherwise

=

1,j#11

(5.3)

In this way the origin i = 1 is the only recurrent state in [M], and all other states i 4 1 are
transient. We aim to determine the probability that a random walker returns to the origin
at any step k given that the walker first left the origin at step 0. As before, let Pk E [M] be
a random variable for the position of the random walker at step k. Then we summarize the
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initial conditions as
1 if i = s
]P(PO =i
0

otherwise

Let [-ro]i = P(Po = i) be a row vector for this initial condition. Note that 7rOT = 7ro .

Then let 7r,

=

-roP = Pi, be the first row of transition matrix P such that 7ri represents the

PMF for the walker's location in [M] at the first step, k = 1. Then we can determine the
CDF, FO(k), as the
1
Fo(k + 1) =I7rTk

0

0
or more simply as the first element of 7rTk for any k > 0. Note that fo(k) is dependent on d
and p via our definition of T. We plot some sample results for various d and p in Figure 5-2.

0

0
--

---

d= 2
d =4
d==10

bD

=0. 1
p =0. 5
- ==0.9

0

bO
0

200
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300

k

100

200

300

k

(a) Log decay in fo for p = 0.5

(b) Log decay in fo for d = 4

Figure 5-2: Constant log behavior in return probability distributions, fo(k) and 1 - Fo(k),
at steady-state, M = 61

Let kd be the number of steps required prior to fo(k) arriving at steady state as deter-

144

mined by constant log decay.1 That is, for some 0 < c < 1 and all k > kd we have
fo(k)
fo(k - 1)

<
~

log fo(k) - log fo(k - 1) < e
Then note in Figure 5-2a that the plot for d = 10 experiences a large number of oscillations
before arriving at steady-state at kjo ~ 45 as determined by a constant log decay in fo(k).
Contrarily, the plot for d = 2 experiences no initial oscillations but does not achieve steady
state at k2 ~ 200. We will see in the next section the implications of kd upon the game
equilibrium P*.
Perhaps the most noticeable feature of Figure 5-2b is that for d

=

4 we see a large parity

effect for p = 0.1 versus, say, p = 0.9; that is, we observe a large difference in fo(k) for k odd
and even. For k < 2d and even, fo(k) is symmetric about p = 0.5 since
fo(k) =

Ak (1/ 2 p)k

+

Ak (1/2(1

-

P))k

where Ak is the kth Catalan number. However, for k < 2d and odd, fo(k) loses this symmetry.
As k increases, this k-step parity effect is reduced.
Definition 11. We refer to Cayley patrolling as a policy for P where a patrolling agent(s)
executes a random walk on a cycle Z/MZ with M nodes with steps Xk E {k1, kd} for some
1 < d < [M/2] governed by transitionprobabilitiesin [5.1] for p E [0, 1].
In the following analysis we restrict M to be prime to avoid any trivial behavior when M is
divisible by d. For example, consider M = 40 and d = 10. In the case where p = 0 such that
Xk E {Id} and the only states reachable after leaving the origin 0 are Pk E {0, 10, 20, 30}.

One (unattractive) solution is to restrict p E (0, 1) rather than p E [0, 1], but this would
require our solution space to not be compact. We submit that we can avoid such trivialities
without loss of generality by requiring M to be prime such that there does not exist a divisor
capable of creating such sub-tours.
1We could be more exact and define kd,p since fo(k) is a function of both d and p. For notational simplicity

we will refer to kd and kp given some fixed p and d, respectively.
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Game Equilibrium

5.2

We can determine the game equilibrium, PJ*, in the standard way be applying [1.8]. Figure 53 depicts illustrative results.

- p= 0.1
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-d =4
-- d=10
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0

200

100

- p=0.5
= 0.9

0
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T

T

(b) P, for d =4

(a) P, for p=0.5

Figure 5-3: Minimum Pc(T) occurs at T

-

oo when varying d or p for M = 61

We note immediately that T* is not a local minimum as was the case with CR and SICR
patrolling. Rather we see that Pc(T) is constant for T > T'. Moreover, we will see that T' is
dependent on d and p following the logic of kd and kp. This follows directly from [3.9], [3.10],
and [3.17] repeated here applicable for k > kd.
fo(k + 1) = Afo(k)
Fo(k) = 1 - coAk
P,(T, -r) = 1 - A'

where co = A-kd(1

-

Fo(kd)). Hence we see the central role of A = maxi(Ai : Ai < 1), the

second largest eigenvalue of T (where the largest eigenvalue of T equals 1).
It is no surprise that Pc(T') is constant for T' > Td given this random walk on the
undirected graph generated by {1,

+d}. We omitted any directional bias from our transition

model [5.2], and we note no increase in fo(k) as k approaches M. This is completely analogous
to our symmetric P6lya random walk with p = 1/2.
Our search for the optimal graph patrolling then reduces to finding d* and p* that min-
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imize A given M. Figure 5-4 depicts several trends in P*for various d and p that prevents
this optimization from being trivial. First, Figure 5-4a demonstrates that p*

$

0.5 for all

d. Second, Figure 5-4b illustrates that d* is not necessarily unique nor does d* obey any
immediately obvious symmetry. Note that we only consider d < [M/2J because the graphs
for d = d' and d = M - d are isomorphic.
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(a) P, versus p

(b) Max P,min versus d

Figure 5-4: Trends in game equilibrium, P*, for various d and p, M = 61

Figure 5-4a does demonstrate one result that we will leverage in the sequel. Note that
Pc(p = 0) = P,(p = 1) for all d. This is not a coincidence when M is prime. First consider
the case when p = 1.

Then from [5.1], each step Xk E {1} independent of d. Then

transition matrices P and subsequently T are equal for p = 1 such that A is independent of

d, and min P, is equal for all d.
Now consider the case with p = 0; then Xk E {+d} for all d. However we see that P, is
equal for all d which implies that Ad is equal for all d. Indeed with M prime and p = 0, a
walk restricted to steps Xk = d arrives at the origin in k = M steps. Similarly a walk with
steps Xk = -d returns to the origin in M steps. Hence we will show that the Markov chain
with transition matrix P for any d and p = 0 is isomorphic to the P6lya walk with p = 1/2.
Indeed, we will show that a random walk with p = 0 is isomorphic to a random walk with
p = 1, and we can show the min P, will be equal in both cases.
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5.3

Optimal Graph Generator

In this section we seek to characterize the optimal graph patrolling policy d* and p* that
maximize P*. We have shown above that maximizing P*is equivalent to minimizing A, the
second largest eigenvalue of T. More exactly, we seek
(d*, p*) = arg

min

dE1,.,[M/2J

A

pE[0,1]

As noted previously, the maximum eigenvalue of T equals 1, and we see that the associated
eigenvector that solves Tv, = vi is vi = 1

0

The Rayleigh-Ritz theorem [73]

0].

...

gives us an expression for A
max xTTx = A

TT

To satisfy x _ v, we just require that the first element of x1 = 0. Let us form

QER

QC

T with

by removing the first row and column of T associated with the origin. Then

-x

we can determine A as
max xTTx = max xTQx = A

XTX=1
Note that

Q = QT

xTX=1

is symmetric. Also note that

QC

P with Pij given by [5.2] where we

remove the first row and column. Hence while determining bounds on A of T is difficult in
general, we can use known properties of P and the submatrix

Q to

bound A.

First recall that a circulant matrix is simply a matrix where each row is just the previous
row cycled forward one step as in

A

=

a,

a2

a3

...

an

an

a,

a2

...

an-1

an a,

...

an-2

a3

an

an

a2

...

a,

Clearly P is a circulant matrix, and such matrices have a nice structure that we can leverage
to bound A of

Q.

Let OM

PM-1

<

0

2

< V) = 1 be the eigenvalues of P; then we seek
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and A. We can extend Weyl's inequality on the eigenvalues of the

a relation between {}

sum of symmetric matrices to provide such a relation known as the interlacing eigenvalues
theorem for bordered matrices.
Lemma 17. Let B e R"'x be a symmetric matrix, let x E R' be a vector, and let b E R be
a real number. Let B E Rn+1xn+1 be a symmetric matrix formed as:
f3 b yT
y

B

Let the eigenvalues of b and B be {4} and {fi}, respectively, arrangedin increasing order.
Then
01

5

32

1

2

- <2

n 5 On 5

n-

n+1

Proof: The proof applies the Courant-Fischer theorem to achieve an upper and lower bound
El

on each f3 for 1 < i < n and can be found in [73].
Applying Lemma 17 to P and

Q yields
b2

We can refine our bound on
Lemma 18. Let C E
for k E

{0,... , n -

Rnx"

42

bounds on A
(5.4)

< A < 7P, = 1

using the special structure of the circulant matrix P.

be a circulant matrix defined by the elements of the first row ck

1} where the (k, j) entry Ckj

=

cj-k

(mod n).

Then the eigenvalues of C

are given as
n-1

'$,)

=Z cke -2,rimk/n

(55)

k=O

Discussion: Note that 0 2 = maxm 0,4 :,4

< 1. That is, '4 are not necessarily sorted in

increasing order by the index m; hence let {4'} be the sequence of unsorted eigenvalues of
C. Note, however, that b1 = 0' as m = 0 is the unique maximizer of [5.5].
Proof: Circulant matrices are closely related to the discrete Fourier transform, and so we
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can confirm that each eigenvector that satisfies Cv = 4v is of the form

V
where Wm = e

=

II

W

2

n-1
M I

is the mth root of unity. Then the eigenvalues are given as

n

n-1
IM = 11Zkw=0

El

ro k

k=O

Applying Lemma 18 to P provides us a relation for 02. Indeed, we can simplify [5.5]
significantly given that at most 4 elements of ck > 0 as
1

=

-27rim

1

-27_m

1

d)m

-2ri(M-

1

-27ri(M-1)m

M

M
+-l-pe
+ -(1 -p)e
Mpe +p1-p)e V
2
2 2
7rm(M - 2))
(p ) Cos (rm(M - 2d)
e-im (p cos
)
M
M

(5.6)

With m = 0, we can see the V) = 1 = V1 so that we can restrict

0 2

= maxm>1

m'P

Further, we see that 0 2 is a piecewise linear function of p for a given d.
1
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----
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0.9
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0.4

0.8

1

P

Figure 5-5:

b2 versus p for all d < 30 demonstrating 0 2 convexity, M = 61

Figure 5-5 depicts 02 for all d < M/2 where we have highlighted the complementary
pairs {(2, 30), (4,15), (6, 10)}. Additionally we have plotted the convex hull of these curves
for all d. We can see from Figure 5-5 that

02

is a convex function in p for any d. We can

confirm this from [5.6] noting that the maximum of affine functions is convex. While this
helps us bound A, we cannot similarly claim that A is convex. We can, however, show that
150

A is convex when considering

Q as the sum

of two symmetric matrices.

Lemma 19. Let A = maxi Ai be the largest eigenvalue of

Q.

Then A is convex in p for a

given d.
Proof: Let A, B E RM1xM1 be two symmetric matrices generated similarly as P

Then

Q=

Aij =

M-1)
1 jE{i+1,i-1} (mod
0 otherwise

Bi, =

1 jE{i+d,i-d} (modM-1)
0 otherwise

!pA + (1 - p)B.

We claim that a function

f

: R" -+ R is convex by Jensen's inequality [36] for some

0 < 0 < 1 and x,y E domainf if
f (Ox + (1 Let S§

)y) < Of (X) + (1 - 9)f (y)
= {X C RnXnIXT = X}.

be the set of symmetric n x n matrices, S§

function maximum eigenvalue function f(X) = A,,a(X) with domain
Amax

=

f=

Then the

Sn is convex since

max yTXY

y Ty=1

by the Rayleigh-Ritz theorem is a pointwise maximum of linear functions of X.
Hence we can see that A of Q is convex in p.

l

Figure 5-5 also illustrates that there exists a symmetry in )2 about p = 1/2 when choosing
d appropriately, and the following lemma formalizes this observation.
Lemma 20. Given Markov transition matrix P in [5.2] with M prime. Let V$d(p)

=

max 0, |Vm < 1 be the second largest eigenvalue of P for a given d dependent on p. Then
there exists d1 , d 2 E [M] such that

od4 (p) =

d2(1
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-

p)

Moreover, d1 and d2 are related by
dId 2

(mod M) - 1.

Discussion: Adam [1] first conjectured that such an isomorphism of circulant graphs existed. Since then a great deal of literature [52, 56, 74, 125] has addressed many facets of the
original conjecture. We will follow the exposition in [11].
Proof: We will consider a random walk with transition matrix P as a walk on a graph,
G = (V, E). Let the vertices be given by the integer ring V(G) = {vi} for i E ZM. Let S be
the set of non-zero elements of Zm that generates the set of edges, E(G), as (vi, vj) E E(G)
if j - s E S. We are interested in an undirected graph such that S = -S, and we refer to S
as the symbol of G(S). We can see that G(S) is a circulant Cayley graph of size M.
Let S1, S2 C ZM be two such generating sets. Let Z* = {r : Si = rS2}, then we can
see that r and M are relatively prime. Recall that two integers, a, b, are relatively prime or
coprime if the greatest common divisor gcd(a, b) = 1. Then we can establish that two graphs
are isomorphic G(S1) ~ G(S 2 ) with S, = {±1, +d 1} and S2 = {1,
d1 d2

±d2 } if S 2

=

d1 S1 with

1 mod M.

This graph isomorphism applies only to the adjacency matrix of G such that we can show
G(S 1 ) ~ G(d 2S1 ), however we further require that the edge weightings are complementary to
prove the claim. Let Ps1 (p) be the Markov transition matrix formed as in [5.2] by generating
set Si = { 1, +d1 } for a given p. Let Ps2 (p) be generated by the set S2 = d2 S 1 for a given
p with d1 d 2 (mod M)

1. We can see the relation between Ps1 (p) and Ps2 (p) when viewed

element-wise

iE

Ps1(p)i,j = {,
(1 - p),

Pd2S P)i,j

=

,

(I - p),
Pd2S1 (P)ij

= Ps

2 (1

-

{i±1}

(mod M)

jE{i

d1 }

(modM)

j E {i

d 2}

(mod M)

j E {i

d1 d2}

P)ij
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(mod M) ={Ji ± 1}

(mod M)

Hence there exists a permutation matrix C with Cj = 1: j = d 2 i (mod M) such that

CPs1(p)CT =

Pd2s 1 (p) = Ps2 (1

-

p)

Given that Ps, and Ps2 are both double stochastic, we know that the largest eigenvalue
will be 01(p) = 1 with the associated eigenvector 1 of all ones. Then the second largest
eigenvectors must be orthogonal to 1 and Courant-Fischer theorem, and we can show the
equivalence of the second largest eigenvalues using the Rayleigh-Ritz theorem

2(1 _ p) =

v2'Ps2 (1 - p)v2

max

v2 v2

v 2 ERM
V211

=

max vm2CPS 1T(p)CTv 2
v 2 ERM
V2 V2
V2 I

vTPsI
(p)v
TCCTV 1

=max
v 1..L1

)

=V2E(

where we let v,

=

CTv 2 , and we note that a permutation matrix satisfies CTC

=

I.

0

Given an integer n, the number of integers in the range 1 ; k < n that are coprime to n
is given my Euler's totient or phi function,
q$(n)

=n

1-

where we evaluate the product over those prime numbers p dividing n. Given our assumption
that M is prime, we see that the cardinality of

IZ* I =

M.

dS = S, then p* = 1/2 is the unique minimizer

Lemma 21. Given M prime and d
satisfying
=

Proof: We have shown that

Od

arg min

24(p)

is convex in p because it is the maximum of affine func-

tions [5.6]. Further we can see the minimum

V/4
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does not occur at p = 0 or p = 1 because

there exists m' such that 0',,(p) < od(0). Recall we showed that
exists a 0 < p* < 1 that is the unique minimizer of
Lemma 20 established that

24

(p)

=

/2

(1

-

2

(1)

=

42(0). Hence there

42(p).

p) for did 2

1 mod M. Then for d, = d2,

p* = 1/2 must be the unique minimizer.

5.4

Relation to Mixing Time

The previous section posed the graph patrolling problem as a random walk on a Cayley
graph and found that d* = v'/M and p* = 1/2. We can reinforce this analysis from the
perspective on minimizing mixing time of a random walk on groups.
Colloquilly, we define mixing time as the time required before a random walk reaches the
steady-state distribution. We can see this concept in Figure 5-3a as the time before Pc(T)
reaches a constant value. Previously we have claimed that our proposed patrolling policies
approach a steady-state distribution at some step k such that we see a constant log decay in

fo(k) for k > Ic. Figure 3-5a depicts this for the CR policy, for example. In each of the CR,
SICR, and Cayley random walks we have started our analysis similarly from which we can
draw parallels to the mixing time analysis. We first defined these random walks as a Markov
transition matrix P that acts in a vertex-transitive way upon all nodes in [M]. We then
arbitrarily chose one node as the origin, modified P to create T where the origin is the only
recurrent state and all other states are transient. We partitioned T to create the transition
matrix for the transient states,

Q
T=

1

0

_R Q_
Finally, we found that P, in each policy was closely related to A(Q) = max Ai(Q). Moreover, we found that minimizing A(Q) in turn maximized P, and allowed us to make certain
optimality claims for each policy.
We showed in the previous section, however, that the relation

QC

P allows us to leverage

the interleaving eigenvalue theorem to bound A(Q). Shifting our focus to the eigenvalues of
P which we referred to as V4 in this chapter allows us, in turn, to draw from a great deal of
literature with the same aim, namely to minimize the second largest eigenvalue of a matrix.
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The transition matrix P for the Cayley walks of this chapter have such special structure
particularly with p = 1/2 that we can draw heavily from the group theoretic formulations
of related problems.
Let us first begin by defining mixing time and mixing rate more rigorously as related
measures of how quickly Markov processes approach steady state. Specifically, we are interested in applying these concepts to our proposed random walks, and we will loosely follow
the discussion in [95]. First we define total variation distance, dTv(a,3) as the distance
between two probability distributions, say a and 3 defined on a state space [M] where P is
defined on m.
dTv(a,3) = Ila - #lI = max la(A) - O(A)I
Ac[M]

Throughout we have defined the steady state or stationary distribution 7r for P aperiodic
and irreducible 2 as a row-vector satisfying the relation

7rP = 7r

Hence 7r is the left eigenvector associated with the maximum eigenvalue A(P) = 1. For the
Cayley random walks of this chapter, we can see that uniform distribution is the stationary
distribution ir(y) = 1/M for all y E [M]. We can use the Convergence Theorem to prove
that the total variation distance from any initial distribution to the stationary distribution
7r decays exponentially as
d(t)

maxIP"(X,-)

-

7r|I

c"

x=[M]

From classical Perron-Frobenius theory, we know that d(t) monotonically decreases and
limn,,. Pn = II where H is a matrix of M rows of 7r. We can now define mixing time as
the number of steps before the distance to equilibrium or stationarity is sufficiently small for
some c < 1/2.
tmix(c) := min(t: d(t)
2

E)

A Maxkov chain is irreducible if, for any two states (x, y) = [M], there exists and integer n such that
P(x, y)" > 0 such that we can loosely say that a walker can reach any state from any other. A Markov chain
is aperiodic if gcd(n : P(x, y)" > 0) = 1. Thus P6lya walks are irreducible and periodic for M even, and
Cayley walks are irreducible and aperiodic.
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We refer to a Markov chain as reversible if it satisfies the detailed balance condition

irxP(x, y) = 7rYP(y, X)
for all states x, y E [M]. Then if P is reversible, we can show that the eigenvectors of P are
orthonormal; let vi be an eigenvector of P that satisfies Pvj = Aivi, then (vi, vj) = 0 for all
i, j E [M] and (-,-) is the standard inner product. Then we can bound tmix(e) as

A(P) log
1-A(P)

2E

tMix(e) ! log
2c

/

(1 - A(P))

(5.7)

We made no other assumptions on the structure of P other than requiring that P be reversible, aperiodic, and irreducible, but we can already see that minimizing tmix(e) is equivalent to minimizing A(P). Note that [5.7] is often presented in terms of the spectral gap,
y = 1 - A(P), and we can take advantage of the rich literature in the spectral graph theory
field.
Given our Cayley graph geometry as defined by the generating symbol S, we can improve our bounds on tmix(c) based on the geometry of the associated graph. For example,
Mohar[120] demonstrates the relation between graph diameter and A (for k-regular graphs
with k = 4 and p = 1/2)

diam(G)

1 8 - A(G)
1
log(M - 1)
2 1 4 (4 - A)

(5.8)

Quenell [139] refines this estimate and showed that the diameter and A are related (again
for k-regular graphs with k = 4 and p = 1/2) as

diam(G) < arccosh(M

-

1) + 1

4 arccosh( A(G)

(5.9)

We can see in both these relations that we can minimize tmix by minimizing the graph
diameter.
Corollary 2. Given a Cayley graph of size M generated by symbols {1, d}, the minimum
graph diameter occurs at d* = NfM&
156

Discussion: We aim to prove the same results as in Lemma 21 without the requirement
that M be prime.

Proof: Let diam(Gd) be the diameter of a Cayley graph Gd

=

(Vd, Ed)

generated by the set

S = {1, d}, and let dist(u, v) be the length of the shortest path on G between two vertices
u, v E Vd. Then diam(G) = max,,wEv dist(u, v). We seek the symbol d* that is the minimizer
of diam(Gd). We can determine d* by first determining a relation for the graph diameter for
any d. Let a and b be the number of steps of "length" 1 and d, respectively. More exactly,
let us consider a random walk on the cyclic group CM = Z/MZ generated by S =

{1, d}.

Then a and b are the number of operations by symbols 1 and d, respectively, on the longest
irreducible path in CM. We can see that diam(Gd) = a+ b. Moreover, we see that b =

and a =

jM/d

jd.
d* = arg min diam(Gd)

s.t. diam(Gd) = a + b =

M
d
+ 2
2d

(5.10)

We can see, then, that minimum graph diameter occurs at d* = IIiVi I where we define IlxII
E

as the nearest integer to x.

Hence Cayley graphs generated by S = {1, d*} minimize A and hence maximize P*for
d* = v/M. We must be careful, however, not to extend this result to the case where M is
not square such that d* = VAM. In this case, d*

=

ii VMK

as per Corollary 2, but we cannot

claim that p* = 1/2. All the mixing time analysis in this section has assumed that p = 1/2,
and we found this assumption allowed us to leverage a great deal of mixing times literature.
Consider M = 61 as in Figure 5-4. We can verify that d* =

IIV'M I

= 8, but p* = 1/2.

Regardless, we can approximate p* = 1/2 by the symmetry arguments of Lemmas 18 and 19,
but we cannot use the mixing time analysis as presented in this section to make these claims.
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Multi-Agent Performance

5.5

The analysis above provides a framework from which to determine the performance of multiagent teams each executing a Cayley Patrolling policy. As with CR patrolling, we will neglect
analyzing independent multi-agent policies, PI, as we find the performance of such policies
to be dominated by synchronized multi-agent policies, PS.

Definition 12. We refer to a multi-agent policy as Cayley synchronized patrolling given N
agents where each agent executes the following control law r E PS on a cycle Z/MZ with
M nodes and parameter d > 1: agent 1 performs a simple random walk with i.i.d. steps
X1,k E

[N]/{1}
7r

C

{k1, kd} with transitionprobabilities as in [5.1] for p c [0, 1] and remaining agents
take steps X,k

= X1,k

for agents j -A 1 and all time steps k > 0. Thus each policy

pS is completely defined by p for a given M and d.

Our interest lies in how a Cayley synchronized patrolling policy performance scales with
N agents.

Lemma 22. The capture probabilityfor a Cayley synchronized patrollingpolicy scales linearly
with N; that is
P*(T, 7rS, N) oc NP*(T, 7r, 1)

Proof: We have shown that the minimizer T* = minT>O Pc(T, ir) = 00 for Cayley patrolling;
that is, the minimum P* = Pc(oo). More simply, the performance of a Cayley patrolling
policy is determined at its asymptote. Previously we have shown that we can approximate
Pc(oo) by a series expansion about A = 1 yielding Pc(oo) = (1 - A)s.
Lemma 18 shows that we can bound A as

'0 2

5 A < 1 where 0 2 = maxm> 0m.

We

defined 0' in [5.6] where we can see that m = 1 is the unique maximizer for p* = 1/2.
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Simplifying we have
S1

= o (

2

(M - 2d) )
M

CO
co (M2d) +cos-O
=-2 (-(~
1

4d 2
2M 2

~- 1-+1-

2

1 (
2 cs

(M - 2) )
M

2
M
4
2M 2

d2

M1
M

In the last relation we take advantage of our finding that d* = vMlf. Thus we can bound
PC(T, -r, N) when each of N agents patrols an cycle of size M/N.

Pc(T, 7rs, N)

=

(1 - A)s
(1V-2 )s

<-sN
-M
< NPc(T, 7r , 1)

E

Figure 5-6 depicts this linear scaling of P*with N for M = 100 and s = 10. Perhaps
the most surprising aspect of Figure 5-6 is that CR synchronized policies outperform Cayley
synchronized policies for large N. While this becomes evident after the analysis of this
chapter and particularly Lemma 22, it might not be so apparent when first considering the
problem. We posed Cayley patrolling as modeling the random walk for a patroller who
can move according to either unit steps or steps of length d, and this seemed initially as
a considerable advantage over CR patrolling with its fixed unit steps. The difference, of
course, is that the optimal CR synchronized policy, q*, changes with N agents; indeed for
large N, each agent patrols an decreasing fraction of the perimeter such that q* -+ 0, and
each agent pursues an increasingly deterministic policy. By constrast, a Cayley patrolling
policy outperforms a CR policy for N = 1 because it diffuses more quickly as per the mixing
time analysis of Section 5.4, but this advantage is outweighed by the linear scaling for large
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Figure 5-6: Multi-agent Cayley Patrolling performance

N.
For example, consider the multi-agent patrolling performance along a perimeter with
M = 100 and s = 10 as depicted in Figure 5-6 for N = 10.

Each agent then patrols

an effective perimeter of size M/N = 10 which equals the attack duration s. Thus the
optimal CR policy is q* = 0, and each agent deterministically proceeds along the perimeter
without changing directions achieving Pc*= 1. The Cayley patrolling model does not allow
this deterministic walk for any N and cannot achieve P* = 1 except as N

-+

M. Stated

differently, there exists a non-zero probability that a patroller will not return to the origin
within s steps after leaving (i.e., P*> 0) with a Cayley patrolling policy for M/N > 3.

5.6

Comments on Cayley Patrolling

We have restricted our attention to symmetric walks on graphs generated by generating
symbol sets consisting of two elements, S = {1,

+d}.

graphs with three generating elements, say S = {1,

What is the impact if we consider

+d, +e}? One reason to avoid consid-

ering policies with three generators is that we must determine the optimality of the tuples
(d, e) E M/2 x M/2 - 1. Moreover, such analysis does not provide us with any compelling
reason why a random walk on a graph of three generators results in a capture probability
that is strictly greater than the capture probability when considering four generators. Indeed, we can show as we did in Lemma 3 that the optimal policy is to perform a random
walk on a complete graph.
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There is, however, a great deal of literature regarding the construction of graphs with
properties we desire. Specifically, we desire a graph G that is vertex-transitive and maximizes
the spectral gap 1 - A. Ramanujan graphs satisfy those requirements; indeed a Ramanujan
graph s defined in [104] as a simple, k-regular graph (i.e., no multiple edges or loops) with
A(G) <; 2/kv/k - 1: A(G) = max A < 1. We can see that Ramanujan graphs are a subset
of expander graphs with particular interest in network theory. We motivated our interest
in Cayley random walks as a study of the implications for a patrolling policy with a lowand high-speed. Absent this physical motivation, the Ramanujan graph sub-field provides
many explicit construction of k-regular graphs that maximize the spectral gap, and hence,
maximize the capture probability, P. Indeed the authors extended their work in [105] to
provide explicit construction of an infinite family of p + 1-regular graphs on M vertices where
p, M = 1 (mod 4) are two unequal primes. We can equivalently view these Ramanujan
graphs as minimizing the mixing time given the discussion of the previous section. All of
the literature on Ramanujan graphs deals with the eigenvalues of the adjacency matrix,
A, but we have demonstrated that it is the dominant eigenvalue of the Markov transition
matrix, P. We can trivially relate the eigenvalues A(A) = kA(P) for a k-regular graph
with equal transition probability 1/k to each adjacent vertex. Of interest would be a study
of Ramanujan graphs of degree k > 4 with unequal transition probabilities. This chapter
limited our analysis to 4-regular graphs, and we found that p* = 1/2, but this need not be the
case in more general graphs. These Ramanujan graphs would provide the ideal construction
for such an analysis. Indeed, we can see in [103, 145] that the cardinality of the symbol set
ISI = o(VMI) need not be large.
Diaconis and Shashahani [48, 49] addressed the mixing rate of random walks on groups in
full generality, and they provide information on the elements of S via representation theory
of finite groups. Their work would be an excellent beginning for the analysis of a more
general class of Cayley random walks and associated capture probabilities. The work in [37]
provides a Fastest Mixing Markov Chain optimization.
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Chapter 6
Presence Patrolling
We have motivated this study of patrolling by drawing a distinction between surveillance
and patrolling. We claim that the former allows one player to observe the other without
being observed himself whereas the latter requires that the patroller operate within the
environment such that he is observable at all times.
Consider the task of securing a museum against a burglary. Using our definitions above,
hidden cameras provide surveillance whereas uniformed security guards patrol the museum's
exhibits. And while hidden cameras can operate continuously and monitor a given area,
they are a brittle and incomplete solution to secure the museum. The thieves in classic
movies of bank or museum heists just cut the power to the cameras or spray paint over
them. Security guards, while not infallible, can be seen to complement static surveillance
cameras by providing a roving albeit detectable presence. The point of this chapter is that
security guards succeed in part exactly because they are observable and provide a visible
deterrent to any would-be criminal.
Indeed research [87, 151] has shown that the increased presence of uniformed police
officers in marked cars reduces crime in certain neighborhoods. Police departments refer
to this tactic of discouraging or deterring crime via increased police visibility as presence
patrols. Military forces [53, 168] use identical tactics during stability and support operations
to project the presence of a strong force throughout neighborhoods that might otherwise
consider resorting to insurgency or guerrilla warfare.
Let us return to the counter poaching scenario to apply a proposed presence patrolling
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tactic to a team of UAVs. In this theoretical case, let us first consider the game equilibrium
between poachers and rangers if the UAVs are conducting surveillance flights at high-altitude
such that poachers cannot detect them. We claim that at equilibrium the UAV team maximize their return rate (i.e., minimize latency) at every point in the wildlife preserve, and
the poachers seek to maximize success by moving as quickly as possible to avoid capture.
We can see that the poachers will behave identically independent of the number of UAVs
airborne, and they will target those rhinos near the fence line to allow rapid attacks and
escape.
Now let us consider the same UAV team conducting patrols at flight altitudes such that
the poachers can detect them. As we have claimed throughout, the poachers will respond
to the UAVs so as to minimize the probability of capture. Viewed differently, the UAVs'
presence will force the poachers to react and flee the area before returning to attack. Under
some assumptions we can see that it would be advantageous for the UAV's to be as fast and
noisy as possible to alert as many poachers to their presence. At the extreme we could see
these UAVs driving the poachers from in front of them as hounds to a fox hunt although
this is admittedly far fetched. Regardless, the key is that the game equilibrium shifts as the
rangers fly more UAVs in contrast to the surveillance tactic. Indeed we will argue that we
could theoretically prevent poaching given sufficient UAVs flying at low-altitude although
we will be the first to admit this would never be realistically feasible nor the best use of
resources.
A final insight into this patrolling game equilibrium is that we would expect a trade-off
between UAV speed and poacher detection. Thus while flying faster would project the UAV's
presence to a larger area, we would expect a related decrease in the probability of detecting
any poachers in that area. We are, thus, interested in the game equilibrium as we vary the
speed and detection ratios between high and low-speed.

6.1

Model

Our model for Presence Patrolling will be a combination from Course Reversal and Cayley
patrolling. As in both cases, we will limit our analysis to patrolling a perimeter of a set of
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(a) d= 2

(b) d= 3

Figure 6-1: Model of Presence Patrolling, M
speed; blue edges represent high-speed steps.

=

(c) d= 4

12. Green edges represent steps at slow-

points, [M]. As in CR patrolling we will consider a random walk with a certain probability
of reversing directions at every step with some modification to be discussed shortly. As
in Cayley patrolling we present a patroller that can transition along the perimeter at lowspeed (which we will define as unit speed) and high-speed, d. As motivated above, we are
interested in the trade-off between increased speed, d, and decreased detection probability.
Let ge be the probability of detection at low-speed, and let gh be the probability of detection
at high-speed. To simplify analysis, we say that P detects A upon returning to the origin
with probability one when moving at low-speed, g, = 1. Let 0 < gh 5 1 be the probability
that P detects A upon returning to the origin at high-speed.
One significant modification from previous models is that we are interested in the impact
of P constrained to the perimeter while moving at high-speed such that he is observable
while in high-speed. Stated differently, recall that Cayley random walks consisted of steps
Xk E {1,

+d}, and a step Xk = d beginning at some node i bypassed all states in the

interval [i + 1, i + d - 1]. We claimed this was the physical equivalent of "cutting across"
the perimeter such that A located at any nodes in that interval would detect P. We wish to
improve this model so that A observes P at both low- and high-speeds and at all intermediate
nodes. Figure 6-1 depicts our Presence Patrolling model for M = 12 as a Cayley graph for
some d. We arbitrarily choose some node as the origin (depicted as 9). Then green edges
represent steps arriving at the origin at low-speed (unit speed) that detect A with probability

ge = 1, and blue edges represent steps either arriving or passing the origin at high-speed
that detect A with probability gh.
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We will begin with the state space Z/MZ x 2 we used to analyze CR patrolling that is
the product of node locations [M] and direction, but we will need to augment it with the
patrolling agent's speed. That is, the state at any step k is a tuple (i, c, v) E Z/MZ x 2 x 2 for
i E [M], c E {CW, CCW}, and v E {, h} such that we can consider the random walk as the
output of a 1-step Markov process. Let p be the probability of course reversal in low-speed,
and let q be the probability of course reversal in high-speed. Let r be the probability of
transitioning from low to high-speed and let u be the probability of transitioning from high
to low-speed. Note that these transition probabilities need not be complementary; that is
0 < p+ q

2 and 0 < r +u < 2.

As before, let Xk E {1, +d} be a random variable describing the length of the kth step.
Further, let Yk E {CW, CCW} and Zk e E{, h} be the direction and speed of the kth step,
respectively, and let Yk and Zk be their realized values. Finally, let ,Yk and ,'Zk indicate the
inverse value for each. We will define the state transitions for this discrete stochastic process
as follows where we note that Xk, Yk, and Zk are independent of each other.
P(Xk+l = IYk = CW, Zk = f) = (1 - p)(1 - r)
P(Xk+1 = -1|Yk

P(Xk+l = I|Yk

=
=

CW, k

= f)

= p(l - r)

CCW,Zk = ) = p(l - r)

P(Xk+1 = -1|yk = CW,Zk = f) = (1- p)(1 - r)
P(Xk+l

= djyk

P(Xk+1 = -dyk
P(Xk+1 = dlyk

CW, Zk= h) = (1 - q)(1 - u)
= CW,

=

P(Xk+1 = -dyk

k

= h) = q(1 - u)

CCW,Zk = h) = q(1 - u)
=

CW,

k

= h) = (1 - q)(1 - u)

P(Yk+1 = --'YkYk =f)
P(Yk+1 =

'YkYk = h) = q

P(Zk+l = -'ZkZk =)
P(Zk±1

=

= P

= r

'Zk+Zk = h) = u

(6.1)

Definition 13. We refer to Presence Patrolling, (PP), as a policy for P where a patrolling
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agent(s) executes a random walk on a cycle Z/MZ with steps Xk E {+1, kd}, directions
YeE {CW, CCW}, and speeds Zk E

{,

h} governed by transition probabilities in [6.1] for

p,q,r,u E [0,11
We will refer to a Presence Patrolling (PP) random walk equivalently as a PP policy for
a single agent.
While we argue that this model of the PP random walk is intuitive and allows us to study
Presence Patrolling in a robust way, we must make one significant modification to what has
become our standard analysis approach. In all of our other previously proposed patrolling
policies we claimed that the patroller P captured the adversary A upon returning to the
origin. Here we claim that P captures A in one of two ways. As before P captures A upon
return to the origin at low-speed (given our simplifying assumption that the probability of
detection at low-speed, gi = 1.)

The novel aspect of PP policies is the possibility of P

capturing A while at high-speed along an edge that "passes by" the origin. Our standard
analysis approach has been to arbitrarily choose one node in [M] as the origin and determine
the probability of returning to the origin given some policy where we modeled the policy as
a random walk along a graph, G = (V, E). This standard approach is clearly sufficient to
determine the probability of returning to the origin, but we cannot generalize it to determine
the additional probability of "passing by" the origin.
By examining Figure 6-1 we can see, however, that there exists a set of directed edges
Ed

C E that pass by the origin at high-speed as depicted in blue. Further we see that the

cardinality IEd I increases with d. Moreover, we see that we can see that there exists only two
directed edges that return to the origin at low-speed as depicted in green. These observations
motivate us to define the policy as a random walk on a line graph and apply our standard
analysis approach applied to this modified transition matrix on the line graph.
Briefly, given a graph G = (V, E), we define the associated line graph L(G) such that
edges of G are the vertices of L(G), and two vertices of L(G) are adjacent whenever the
corresponding edges of G are adjacent [72]. Hence for any d as in Figure 6-1 we can determine
the set of edges of G that either arrive or "pass by" the origin, and we can refer to these
edges of Ed c E as vertices of L(G). Thus armed we can now leverage our standard analysis
approach to determine the probability of "arriving" at any of the vertices Ed in L(G) given
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a transition matrix T for a PP policy.
Let i, j E V be adjacent vertices for the original graph G = (V, E). Just as in Cayley
patrolling we can see that G is a 4-regular graph, but unlike the Cayley graph we must
concern ourselves with the directed edges (i,j) E E. Consider some vertex j E V; then j is
the tail of four edges, {(j - 1, j), (j + 1, j), (j - d, j), (j + d, j)}, and j is the head of four
edges, {(j, j + 1), (j,j - 1), (j,j + d), (j,j - d)}. Translating this observation to the line
graph, let (i, j) be a vertex in L(G); then a consequence of G being 4-regular is that (i,j) is
the tail of four edges and the head of four edges for some d. We can summarize the model
dynamics of [6.1] in terms of transitioning between these adjacent vertices of L(G). Let D,b
be the probability of transitioning from a to b according to [6.1] for vertices a, b in L(G).

(jj

- d)

(j,j+ 1)

(j,j - 1)

(j,
j+ d)

(1 - p)(-r)

p(l - r)

(1 - q)r

qr

(j- 1,j)

p(l - r)
(I- p)r

(1- p)(1-r)
pr

qr
(1- q)(1 - u)

(1 - q)r
q(1 - u)

(j+ 1,j)
(j - d,j)

pr

(1 - p)r

q(1 - u)

D=

(6.2)

(1 - q)(1 - u)_ (j + d,j)

We can see that there are 4M vertices in L(G), and we can use D to generate the
transition matrix T E R4Mx4M. We augment the state space with an absorbing state, abs,
such that

Tabs,abs =

1. There are two sets of vertices in L(G) that are adjacent to the

absorbing state. The first set consists of the two edges in G whose tail is the origin, namely
Je = {(M - 1, 0), (1, 0)}. The second set, Jh, consists of those edges in G representing highspeed steps (i.e., a node difference of d), namely Jh,cw = {(j, j+ d)} for M - d <
and Jh,ccw = {(j, j - d)} for 1 < j

d with

Jh = Jh,cw

U Jh,ccw.

j

M -1

We modify T such that

Ta,abs = 1 for a E T representing the probability that a patroller P executing a PP policy

returns to the origin at low-speed and detects A with probability ge = 1. Finally we modify
T such that T,ab, = gh for b E Th representing the probability that P detects A at the origin
when transitioning "past" the origin at high-speed. Note that we must scale the remainder

of row T by 1 - gh such that

Z3 TJ =

1.
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Let us partition T as

1

T=

(6.3)

LR Q'i
where the first row corresponds to the absorbing state, abs. Then R E R 4" with Ra
1 for a E J and Rb

= gh

=

for b E Jh. Let {A 2} = eig(T). We have previously shown

in [3.9], [3.10], and [3.17] that there exists a direct relation between A and the asymptotic
first return probability as well as the asymptotic capture probability repeated here.
fo(k +1)

= Afo(k)

Fo(k) = 1 - coAk
Pc(oo) = 1 - As

Hence we seek the second largest eigenvalue of T, A = maxi(Ai : Ai < 1).

The block

partitioning of [6.3] allows us to show that eig(Q) c eig(T) such that A is equivalently the
second largest eigenvalue of Q. We can see, however, there are two row vectors of zeros in

Q for

rows a E Je . The observation that Ra = 1 motivates us to partition T differently

T=

C

]

(6.4)

1 0 0
C=

1 0 0
1 0 0

The eigenvalues of C are {1, 0, 0} so the partition of T in [6.4] allows us to say that A E
eig(Q'). Further, the structure of T allows us to claim that A(gh) is a convex function in the

interval 0 <-gh < 1. Moreover we claim that A(l) = min gh A(gh).Lemma 23. Let the matrix T(gh) E R 4M+1x4M+1 be parameterized by gh for some tuple
(p, q, r,u) according to the generator D in [6.2]. Let { Aj(gh)} = eig [T(gh)] and A(gh) =
maxi Ai(gh) . Then A(gh) is a convex function in the interval 0
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<

gh

:5 L.

Moreover we claim

that A(1) = mingh A(gh).
Discussion: We can argue the veracity of this lemma qualitatively. As we increase gh

-+

1

the patroller P is more likely to detect an adversary A at the origin when P is transitioning
at high-speed for any choice of parameters (p, q, r,u). At gh

=

1 we would expect to maximize

asymptotic Pc(oo) = 1 - A', and hence minimize A.
We will proceed very similarly to Lemma 7 where we showed there existed a bijection
between a parameter q and the maximum eigenvalue of a given matrix A[Bq].
We can numerically confirm Lemma 23 as depicted in Figure 6-2 for the fixed tuples
(p, q, r,u), and we aim to prove that this is the case.
1

-

-

(0.05, 0.17, 0.05, 0.35)
(0.83, 0.05, 0.95, 0.23)
(0.89, 0.05, 0.95, 0.23)

0.98

0.96
1

0.8

0.6

0.4

0.2

9h

Figure 6-2: Monotonic decrease in transition matrix eigenvalue, A, with gh

Proof: We can see that T(gh) is the convex combination T(gh) = (1 - gh)T(O) + ghT(1).
By defining A as the maximum over the set {A 1 } results in a unique mapping from gh -+ A,
and we can say that A(gh) is a function with domain [0, 1].
Now let us show that function gA(A) is an injective function. Recall that given a domain X
and X1 , X2 E X, a function

f

is injective if f(xi) = f(x

2)

=> X1 = x 2. In words, we show that

specifying some A uniquely identifies some gh, or there exists a one-to-one correspondence
from A to gh.
Consider A,, A2 E [A(1), A(0)];' then the function gh(A) is injective if 9h(A1) = gh(A2) ->

A1 = A2 . Let g,1 = gA(A1) such that A, = max Ai[T(gh,1)], and let vi be the unit eigenvector
'While Lemma 7 proved that q(A) was an injective function for 0 < A < 1, here we only claim that gA (A)
is an injective function in the interval A(1)

A < A(0).
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associated with A,[T(gh,1)]; that is, 1Tv, = 1. Define gh,2 and T(gh,2) similarly. Then we
have

gh(Al)

= gh(A2)

v1 T(gh,1)vi = V T(gh,2)V2

vfA1 = V A2

A1

=

A2

Note that this result is not trivial. For any A(1) 5 A < A(O) there are multiple gh E [0, 1]
such that A E {Aj[T(g')]}.

The claim is that there is a unique gh for all A such that

A = max Ai[T(gh)].

Now let us establish that gh(A) is a surjective function. Recall given a domain X and
Y, a function

f

is surjective if for every y E Y there exists an x E X such that f(x) = y.

We can see that A(gh) is surjective then by establishing that there exists a ga E [0, 1] for all
A(gh)

E [A(1), A(0)].

Consider that the matrix

Q'

is irreducible such that we can directly

apply the Perron-Frobenius theorem. We can therefore bound A as
min

Q' <A<maxEQ'

1 - gA

Thus limh-+o A(gh)
A(gh)

=

(6.5)

A< 1

A(0). We can also see that limh,4l A(gh)

=

A(1). Finally we see that

is defined in the compact interval [0,1] such that we can claim that A(gh) is surjective.

Then A(gh) is bijective since A(gh) is a function over the domain [0,1] that is both surjective and injective. This bijection allows us to claim that the minimum mingh A(gh)

=

A(),

and we see that A(gh) is monotonically decreasing with gh.

Finally A(gh) is a convex function by Jensen's inequality and Lemma 19.
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Figure 6-3: Game Equilibrium, P*, for Presence Patrolling policies, M = 60, s = 6

6.2

Game Equilibrium

In our standard way, we can use T to determine the CDF Fo(k) and, hence, PC(T,7r) where the
policy 7r is defined by the tuple (p, q, r, u). Note that the speed ratio, d, and the probability
of detection at high-speed, gh, are fixed for a given environment, and we seek the optimal
policy 7r*

=

(p*, q*, r*, u*). Indeed, we will soon see that increasing d and gh strictly increase

the game equilibrium P*as we would expect.
We cannot hope to analytically determine lr* for any given M, s, d, and gh. We can
numerically determine 7r*, however, and then characterize these optimal policies. To that
end we created a MATLAB@ script that iterated over parameters 0 < p, q, r,u < 1 for
M = 60, s = 6, and d E [2, 101. Figure 6-3 depicts PF* versus gh for various d.
Before returning to our analysis of Figure 6-3, let us pause briefly to explain why we
do not optimize the parameters (p, q, r,u) over the closed interval [0,1] but rather the open
interval (0,1). Our first defense of this approach is broadly philosophical in that we are
seeking the optimal stochastic policies that maximize the game equilibrium, P,*, and any
policy parameter equalling 0 or 1 describes deterministic behavior. The natural retort is,
"What if deterministic behavior is optimal given some environment defined by M, s, d, and
gA?" If we optimize over the closed interval we find that indeed there exists deterministic
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policies (i.e., policies where at least one of the policy parameters p, q, r, or u equal zero or one)
that result in higher game equilibria. Closer analysis, however, shows that such "optimal"
deterministic policies fail to satisfy Assumption 3 as they are not symmetric policies.
Recall that we defined symmetric policies as those policies where there exists an automorphism, f : V(G) -+ V(G) for G = (V, E) such that the history or filtration V, satisfies
7r[f(Vn)] =

f(r[Vn]). Colloquially we refer to these symmetric policies as those that apply

identically at each vertex V of the underlying graph G. Now consider the "optimal" policy (p*,q*, r*, u*) = (1, q, 0, u) for any q, u E (0, 1). Our model of such a policy results in
Fo(1) = 1; that is a PP random walk returns to the origin in two steps deterministically as
the random walk alternates between nodes 0 and 1. Thus the random walk never reaches
other nodes in [M]/{0, 1}, and the capture probability Pc is undefined for these vertices. We
recover the identical behavior at high-speed when gh

=

1 such that (p*, q*, r*, u*) = (p, 1, r, 0)

for any r, u E (0, 1). Note that just limiting p, q < 1 and r,u > 0 is insufficient as there
exist similar trivial policies when we optimize for p, q E [0, 1) and r,u E (0, 1] that fail to
satisfy Assumption 3. Hence we optimize over the open interval to ensure that the resulting
optimal policies are symmetric and stochastic.
Several conclusions are evident from Figure 6-3. First as expected, we confirm that Pc*
monotonically increases with d and gh. Qualitatively we expect this to be the case. A
patrolling policy with d = 10, for example, can "pass by" the origin over a much larger set
of edges, Jh. Additionally for a fixed d it is not surprising that Pc* increases with gh as a
patroller detects A at the origin with higher probability. The unexpected behavior evident
in Figure 6-3 is that there appears a sharp increase in the slope of Pc*/9h at some critical
point for each d. For example with d = 10 we see an approximately linear increase from
gh

=

0 to 0.1; then the linear increase continues but at a higher rate or slope. We largely

dedicate the remainder of this section to understanding this critical point and the impact on
PC*Figure 6-4 depicts the optimal policy 7r* = (p*, q*, r*, u*) versus gA for various d. Let
probhgg
9 be the probability that a PP random walk step is length d (i.e., a high-speed step).
More rigorously, define probhigh

=

P(Zk

=

h). We can evaluate probhigh

=

;-9.

Then we

can use probhigh as a statistic describing the optimal policy at some given gh and d. As we
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Figure 6-4: Optimal policy parameters (p*, q*, r*, u*) versus gh for M = 60, s = 6
would expect, we can characterize 7r* as predominately low-speed policy (i.e. probhigh is low)
for gh small. At the other extreme with gh -+ 1 we see ir* is characterized as a high-speed

policy (i.e. probhigh is large). What is surprising, however, is that we see the transition from
low-speed to high-speed policies occurs more rapidly as we increase d, and this transition
occurs at a lower critical gh as we increase d.
Consider d = 2; we see that lr* is a high-speed policy for gh ;> 0.6, but the transition of
probhigh and r is gradual. Compare this to d = 3 where we see a much more rapid increase
in probhigh and r for

Na

~ 0.3. Further we see gh ~ 0.15 for d = 4 and 9h ~ 0.1 for d = 6.

We can begin to explain this phase change behavior if we use our eigenvalue analysis
above to bound P(oo). We have shown previously that
Pc*:5Pc(00) = 1 - A(9h)
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For all gh E [0, 1] there exists an optimal policy tuple 7r*(gh) = (p*, q*, r*, u*) which defines
T,

Q, and,

hence, A given M, s and d. Let Dg in [6.2] be the transition matrix generator

defined by the optimal policy tuple 7r*(gh). Given Dg, let us construct T

)(g)
as before but

with the modification that we define g' E [0, 1] such that Rb = g9 for b E Jh. Essentially, we
construct Dg, by fixing the parameter tuple (p, q, r,u), and we then vary g' over the interval
[0,1] to determine the impact on T,(g). Let Agh(gk) be the largest eigenvalue of TK(0
less than one; that is, if {A 9 ,0,(g)} = eig[Th(g), then Agh(gh

)

=

maxi A9,i

9.

In essence we are reconstructing Figure 6-2 but we choose the tuples (p, q, r,u) as the
optimal policy for some M, s, d, and importantly gh. Indeed we constructed Figure 6-2 using
the optimal tuples for M = 60, s = 6, d = 4, and gh E {0, 0.4, 1} as depicted in the legend.
We could then calculate Ag (g) for each g,, g9

C

[0, 1] to determine a large family of convex

functions, but in practice we find that it is not essential to evaluate so many values of gh.
Surprisingly we find that we can largely characterize the phase change present in P*at
some critical gh by bounding P*by the optimal policy just at the endpoints gh = 0 and
1. Let Ao(g') and Al(g') be the convex functions of g' corresponding to the second-largest
eigenvalue of Tyh(g)

for gh

=

0 and 1, respectively. Then we can bound P*(g)

at gh

=

0

and 1 as
P*(0) < 1 - Ao(0)s
P*(1) < 1 - A,(1)'

Note that we only claim that P*5 Agh (g0 for g'

=

gh but we can see that these bounds

are tight in practice over a larger interval. Figure 6-5 depicts these bounds, 1 - Ao(g')s
and 1 - A, (g')9, for gh E [0, 1], and we can see that these bounds are valid nearly over the
entire interval [0,1].

Let us be more rigorous.

Let Pc,max(gh) = maxgh 1 - A9 h(gh)

8

.

We

depict Pc,max (gh) if Figure 6-5 in dark blue, and we confirm that P*(gh) < Pc,max(gh) for all

ge E [0, 1].
Thus while we can bound P*(gh) for all gh, what we find surprising qualitatively is
how closely the maximum of the bounds determined at gh = 0 and 1 agree with Pc,maxConsider the curves for d = 2 and d = 3. Here we see that PC,max = maxi 1 - Ai(gh)S for
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176

o

i E {0, 1}. Stated differently, for gh 5
for gh

N4,

Pc,max(gh)

= 1 - A1(gh)S.

N

~. 0.3 for d = 2, Pcmax(gh) = 1 -

and

Ao(gh)s,

We can make a similar case for d = 3. For d = 4

we see a large degree of agreement at low gh. In fact at higher gh, we find that the bound
Pc*(gh) 5 1 - Aj(g)S is tighter than the bound Pc*(gh)

Pc,max(gh)-

This observation that Pc* is largely bounded by the optimal parameters evaluated at
A

= 0 and 1 explains much of the observed phase change behavior. First notice that we can

predict the critical gA where the optimal policy transitions from low-speed to high-speed as
the intersection of the two extremal bounds; that is

='

Ao(g') = A1 (g'). Further we see

that ga decreases as we increase d resulting from the greater slope of the bound determined
at gh

=

1 causing the intersection of the two bounds to occur earlier. This increased slope

also results in a higher Pcmax(gh) associated with the increased Pc*(gh) at

9A

=

1 as we

increase d.
While it is challenging to claim any concrete results in general for any environment
defined by M, s, d, and gh, we can use the observations above to make several qualitative
claims regarding optimal PP policies that we feel are more applicable to a broad range of
environments. Let us refer to points a, b, e, and

f

in Figure 6-5 for d = 6. We can see

that points a and d are design points in that the bounds at those points are determined by
the optimal policy tuple 7r*(gh) for

9A

= 0 and 1, respectively. Note that any change in the

parameters p, q, r, or u at either point a or
We see that the upper bound at

f

f

may not necessarily decrease these bounds.

is not tight such that we expect T* < 00, and P*(T*, ir*)

occurs at some finite T*. Thus we claim that varying the parameters p, q, r, or u will strictly
decrease P*by the nature of the optimal policy 7r*. Stated differently, points a and

f

are

not defined by the tuple (p, q, r, u) that minimizes Ao(0) or A1 (1), respectively, but rather
points a and

f

are defined by 7r* that maximizes Pc*at gA = 0 and 1, respectively. Indeed we

can find tuples 7r' = (p, q, r,u) that minimize A1 (1), for example, but these tuples necessarily
reduce PC(T, 7r')

Pc*.

More interesting are points b and e, however. These points, by contrast, are not design
points, and they clearly represent a suboptimal policy. Consider first point b; here the
patroller is applying essentially a low-speed policy that is optimal at gh = 0 when gA = 1.

These policies are characterized by a high probability of low-speed steps despite the fact that
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the probability of detection at high-speeds is one. Thus it is not surprising that the increase
in P, between points a and b is minimal since the policy cannot benefit from the increase
detection probability. The opposite scenario occurs at point e. Here the patroller is executing
a high-speed policy that is optimal with gh

=

1 when gh = 0. Hence the associated random

walk consists of a high probability of high-speed steps while the probability of detection
along these steps is zero. In this case it is not surprising that P, -+ 0.
Viewing curves (a, b) and (e,

f) geometrically

we now understand that they must always

intersect. Lemma 23 requires that Agh (gh) monotonically decreases, hence these curves must
be convex up. Additionally, point a must always be above point e by the nature of the
policy 7r*(0) optimized to point a. Finally we showed that we can characterize the critical
phase change gA as the intersection of these two curves. As we increase the speed ratio d,
we can show that the upper bound at
geometrically we can understand that

f

Na

increases while point e is fixed near zero. Hence
will always decrease for increasing d.

Hence while we find the PP model to be too complex to generalize all equilibria, we
find that we can make broad characterizations that inform both future theoretical as well as
applied studies.

6.3

Multi-Agent Performance

As is typical throughout this chapter, we cannot make any rigorous claims regarding the
multi-agent performance of PP policies, but we also find that numerical studies allow us to
make certain characterizations that inform future study and application. Let us begin by
more rigorously defining multi-agent PP policies.
Definition 14. We refer to a multi-agent policy as Synchronized Presence Patrolling given
N agents where each agent executes the following control law 7r

E PS

on a cycle Z/MZ with

M nodes, speed ratio d > 2 and 0 < gh < 1: agent 1 performs a simple random walk with
i.i.d. steps X1,k E {+1, +d} with transition probabilities as in [6.1] for p, q, r,u E (0, 1) and
remaining agents [N]/{1} take steps X,k = X1,k for agents j f 1 and all time steps k > 0.
Thus each policy 1rs E PS is completely defined by the tuple (p, q, r,u) for a given M, d, and
Vh-
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Figure 6-6: Multi-agent Synchronized Presence Patrolling performance for d = 2, gh = 0
and d = 4, gh = 1

We created a MATLAB@ script that iterated through p, q, r,u E (0, 1) for two configurations with M = 100 and s = 10: d = 2, gh = 0 and d = 4, gh = 1. Figure 6-6 depicts
the performance of synchronized presence patrolling policies. We shade the region between
these two curves that acknowlege that any environment with d E {2, 3, 4} and gh E [0, 1] is
enveloped between these two bounding curves.
It is surprising that for d = 2 and gA = 0, the CR synchronized policy dominates the PP
synchronized policy for N > 4. For N = 1 we see that PP synchronized policies have a slight
advantage over CR synchronized because the PP random walk diffuses slightly faster given
high-speed steps of d = 2. However for N = 4, the effective perimeter is of length M/N = 25
such that diffusion is no longer the dominant effect. Rather we see that each high-speed step
actually reduces P, because 'P detects A at the origin with probability zero (e.g., gA = 0.)
As the effective perimeter length decreases, the advantage of rapid diffusion decreases. We
do note, however, that the performance of this PP synchronized policy still achieves P*= 1
albeit requiring larger N agents as compared to CR synchronized policy. We have added the
performance curve for a PP synchronized policy with d = 2 and gh E {0.5, 1} for comparison
to demonstrate the advantage of increasing gh particularly at low N.
At the other extreme, the performance of a PP synchronized policy with d = 4 and gA = 1
exceeds all other policies as expected. This is more a function of the increased detection
probability rather than the increased speed ratio (i.e., gh = 1 rather than d = 4).
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6.4

Comments on Presence Patrolling

Clearly with four independent parameters describing a PP policy (i.e., p, q, r, and u), there no
longer exists a single family of solutions as was the case for Cayley patrolling. By comparison,
we could consider Course Reversal patrolling to have two families of equilibrium. For q < q*
we found that a CR random walk returned to the origin with no course reversals in M steps
such that T* = M -s -2.

For q > q* we showed that the capture probability for a CR policy

was instead governed by the asymptotic performance, and T* = oo. The optimal CR policy,
q*, for a given environment results in a equilibria where PC(M - s - 2, q*) = Pc(oo, q*). We
can make a similar observation for many PP policies although this claim does not hold in
general.
We observe a similar pattern in PP policies optimized for gh < gh and gh > g,.

We

can see this perhaps most clearly in Figure 6-7 which depicts PC(T, r*) versus T for various
gh

E {0, 0.1, ... , 1}. For

gh < N

we see that the optimal policy

lrh

results in a time history

of PC(T, ir,) with an interval of increased Pc(T) for M - s < T < M. We have shown
previously that such time histories are associated with random walks that circumnavigate
the perimeter in M steps without reversing direction with high probability, approximately
(1 -p)M.

Our first reaction might then be to question whether 7r* is truly optimal for some

gh < N.

For example, increasing p would decrease this probability of circumnavigating the

perimeter in M time steps thereby decreasing this local peak PC(T, 7r) at T = M. Closer
analysis reveals, however, that decreasing p independently of the other control parameters
in the tuple (p, q, r, u) results in a strict decrease in asymptotic Pc(oo) as well as P*. Thus
we claim there exists a "family" of equilibrium for a given d for gh < gh characterized by
the balance between a peak PC(M) and decrease in Pc(oo). We can see this most clearly in
Figure 6-7 for d

=

2, 3, and 4 for gh small. Reviewing Figure 6-5 we see that P*

Pcm

for gh < gh for d E {3, 4}. We can now understand that this upper bound is not tight for gh

small as T* < oo for this "family" of equilibria.
By contrast, we see in Figure 6-5 that there exists an interval g
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gh

1 where

P*= Pc,ma and T* = oc. We associate this behavior with optimal policies

lr*

such that

Pc(T, wr)
Pc(oo,fr*h) gh= min
T<oo
g
In words, these optimal policies for a given gh maximize both Pc(T) for T finite as well as
the asymptotic Pc(oo) as we can visually confirm in Figure 6-7 particularly for d E {3, 4}.
We note that these optimal policies have much in common with CR game equilibria in this
regard.
Perhaps most surprising is the "family" of optimal policies for gh -+ 1 for all d. Consider
1 and q* -+ 0.2

d = 3; we can see from Figure 6-4 that p* -

Closer analysis shows

that P* is largely independent of r* = 0.85, but u* = 0.21 clearly maximizes P*as any
increase/decrease of u* significantly reduces Pc*. The associated PP random walk proceeds
as follows: the random walk moves in some direction, say clockwise, deterministically (i.e.,
q = 0) at high-speed for 1/u - 5 steps before taking one step at low-speed; after this lowspeed step the walk changes direction deterministically (i.e., p = 1) and transitions back to
high-speed with high probability r = 0.85. The minimizer T* = 14, but increasing p, r, or u
immediately shifts the equilibrium such that T* = oo. Hence this equilibrium is also closely
related to CR equilibria concepts. Thus while we see in Figure 6-5 that the upper bound
Pc,max is not tight for gh a 1, analysis shows that minor variations to the policy make the
bound tight.
We can use the generalizations above to sketch the optimal policy for gA E [0, 1]. We
begin by approximating the optimal policy ir* for gh = 0 associated with point a in Figure 65 as follows: p* r qOR, q* -+ 0, r* -+ 0, and u*

e

4r*. In words we find that 7r* is not

surprisingly similar to the CR equilibria for some M and s; hence we use the CR equilibria
q*R to approximate the course reversal probability at low-speed for the PP policy. The
0.2 such that u* a 4r* despite r -+ 0. This

probability of a high-speed step probhigh = ;
policy ir* defines Pc*for both points a and b.

We can similarly approximate the optimal policy ir* for gA

=

1 as p* + 1, q*too, r*-+ 1,

and u* - 1/4r*. We described this policy earlier, and we note here that probhigh
2

0.8.

Recall that we optimize over the open interval p, q E (0, 1) to prevent trivial solutions. Analysis shows
that p* and q* are arbitrarily close to 1 and 0, respectively.
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Figure 6-7: P*(T) for M = 60, s = 6

182

Policy 7r* then defines both points e and

f.

Finally we can approximate when the phase

change between low and high-speed policies as the intersection of curves (a, b) and (e,

f).

While the PP model is theoretically valid for a large range of speed ratios, d > 2, we pause
here to interject a degree of realism. We motivated much of this work as a mathematical
model of a UAV patrolling a wildlife preserve against poachers. In this setting the speed ratio
d is then the ratio between maximum speed and stall speed, and while there are admittedly
a wide range of aircraft designs available achieving a speed ratio d > 5, say, it challenging.
Moreover, in practice few UAV operators would alternate between stall and maximum speed;
rather their operations would likely be marked by an even smaller ratio between high and
low-speed. This theoretical model equally applies to ground-based patrolling, and while
ground vehicles do not have a minimum (e.g., stall) speed, we claim it is still unlikely to
patrol an environment with a speed ratio d > 5.
That said, the benefit of this PP model is that it allows a technician to trade between
speed ratio d and probability of detection

gh.

For example, prior to introducing the PP

model it would challenging for a technician to assess whether it is better to fly a UAV with
d = 2 and gh = 0.8 or a d = 3 and gh = 0.4. This PP model allows us to make some claims
regarding the performance in both these cases to inform future patrolling efforts.
The PP model also allows us to consider a different form of the game where A believes
in a different gh than P can attain. Hence P can deceive A into behaving in a particular
way. Consider a police cruiser patrolling a neighborhood; this PP model would recommend
that the police alternate between low and high-speed travel to maximize the probability of
capture. The police would be aware that high-speed patrolling decreases their probability
of detection, g,-P, but any potential criminal might have another estimate of this detection
probability,

ghA.

The relation between gh,p and g9,A could lead the police to a different

game equilibrium. For example if gh,A > gP

it could be optimal for the police to use a

high-speed policy as define above despite a low probability of detecting any crime. In essence
we claim that the PP model could capture this dissymmetry of information between P and
A to predict an equilibrium that prevents crime through these presence patrols as discussed
in the law enforcement literature [87, 151].
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Chapter 7
Conclusions
Let us begin by considering our proposed advances in the field of Patrolling Security Games
(PSG) as applied to our running example of a game between rangers and poachers at a
wildlife preserve. The current state of the art for these PSGs assumes that either the poachers has complete or zero information regarding the presence of patrolling rangers and/or
UAVs. In the first case the PSG equilibrium would have the rangers following a biased
P6lya random walk. We have shown however that these biased P6lya patrolling policies are
sub-optimal even within the family of P6lya patrolling policies given an (arguably) more
realistic poacher that can only observe locally rather than globally. In the latter case the
PSG equilibrium would have the rangers follow a deterministic patrolling policy of circumnavigating the perimeter with no reversals. We have shown that poachers with a local set of
observations can defeat such a deterministic policy with trivial ease. Hence, we claim that
we have made modest improvements in the game equilibrium when we relax the assumption
that the adversary (poacher) has complete global information on the location of all patrollers
(rangers).
We have motivated this study of patrolling by drawing a distinction between surveillance
and patrolling. We claim that the former allows one player to observe the other without
being observed himself whereas the latter requires that the patroller operate within the
environment such that he is observable at all times.
Consider the task of securing a museum against a burglary. Using our definitions above,
hidden cameras provide surveillance whereas uniformed security guards patrol the museum's
185

exhibits. And while hidden cameras can operate continuously and monitor a given area,
they represent a brittle and incomplete solution to secure the museum.

The thieves in

classic movies of bank or museum heists simply cut the power to the cameras or obscure
them. Security guards, while not infallible, can be seen to complement static surveillance
cameras by providing a roving albeit detectable presence. The point of this chapter is that
security guards succeed in part exactly because they are observable and provide a visible
deterrent to any would-be criminal.
Indeed research [87, 151] has shown that the increased presence of uniformed police
officers in marked cars reduces crime in certain neighborhoods. Police departments refer
to this tactic of discouraging or deterring crime via increased police visibility as presence
patrols. Military forces [53, 168] use identical tactics during stability and support operations
to project the presence of a strong force throughout neighborhoods that might otherwise
consider resorting to insurgency or guerrilla warfare.
Let us return to the counter poaching scenario to apply a proposed presence patrolling
tactic to a team of UAVs. In this theoretical case, let us first consider the game equilibrium
between poachers and rangers if the UAVs are conducting surveillance flights at high-altitude
such that poachers cannot detect them. We claim that at equilibrium the UAV team maximize their return rate (i.e., minimize latency) at every point in the wildlife preserve, and
the poachers seek to maximize success by moving as quickly as possible to avoid capture.
We can see that the poachers will behave identically independent of the number of UAVs
airborne, and they will target those animals near the fence line to allow rapid attacks and
escape.
Now let us consider the same UAV team conducting patrols at flight altitudes such
that the poachers can detect them either visually and/or audibly. As we have claimed
throughout, the poachers will respond to the UAVs so as to minimize the probability of
capture. Viewed differently, the UAVs' presence will force the poachers to react and possibly
flee the area before returning to attack. Under some assumptions we can see that it would
be advantageous for the UAV's to be as fast and noisy as possible to alert as many poachers
to their presence. At the extreme we could see these UAVs driving the poachers from in
front of them as hounds to a fox hunt although this is admittedly far fetched. Regardless,
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the key is that the game equilibrium shifts as the rangers fly more UAVs in contrast to the
surveillance tactic. Indeed one could argue that we could theoretically prevent poaching
given sufficient UAVs flying at low-altitude although we will be the first to admit this would
never be realistically feasible nor the best use of resources.
A final insight into this patrolling game equilibrium is that we would expect a trade-off
between UAV speed and poacher detection. Thus while flying faster would project the UAV's
presence to a larger area, we would expect a related decrease in the probability of detecting
any poachers in that area. We are, thus, interested in the game equilibrium as we vary the
speed and detection ratios between high and low-speed.
We contend that this work provides a framework from which to rigorously analyze the
optimality of these so-called presence patrols. In the study of Stochastic Inspection Course
Reversal (SICR) patrolling policies we presented the informal parameter V as the ratio
between time to transition between nodes and the expected time required to inspect those
nodes. We found, not surprisingly, that minimizing the time required to transition between
nodes increased the capture probability. Recall that we showed that V = r in the context
of SICR patrolling. Then interestingly, we also showed that at equilibrium as V

-+

0 , the

optimal waiting time T* -+ oo. That is, a purely rationale (and extremely patient) adversary
would postpone any attacks indefinitely as V diminishes. While we would be the first to
caution against overextending this claim of the possibility of reducing crime via presence
patrolling, this result does show that our analytical work agrees with the experience of many
security forces. Namely, conducting presence patrols at high speed relative to a fixed expected
inspection time has the tendency to reduce the rate of criminal attacks and increases the
probability of capture.
We followed our SICR patrolling analysis with the numerical studies of Presence Patrolling, and we found that much of our SICR-related findings applied more directly than
perhaps initially expected. Consider, for example, that the curves of Pc(T) in Figure 6-7
for low probability of detection (i.e., gh -+ 0) are similar to the curves of Pc(T). More importantly our Presence Patrolling analysis agrees with our SICR analysis that higher speed
patrolling results in higher capture probabilities. The surprising result was the realization
that there exists a phase change behavior in Presence Patrolling. We have shown that at
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low detection probabilities, g9, we can characterize the optimal policy as predominately lowspeed and markedly similar to Course Reversal patrolling. Above some threshold, gA

>

gN,

we characterize the optimal policy as predominately high-speed but still similar to Course
Reversal patrolling albeit at larger step lengths.
Our Presence Patrolling analysis allows us to make certain claims regarding whether
speed ratio, d, or detection probability, gh, has a larger impact on the capture probability.
More simply, our results indicate, for example, that a patroller with a speed ratio d = 4
but detection probability gh = 0.25 achieves a higher capture probability than a speed ratio
d = 2 and detection probability gh

=

1.

There are natural extensions from our Presence Patrolling work on a perimeter to patrolling policies in other metric spaces. Appendix A presents numerical studies of several
proposed patrolling policies within convex and non-convex regions in R2 , and that research
indicates the our proposed Levy Spiral (informally Lollipop) patrolling holds significant potential within this domain. Levy Spiral patrolling policies are parametrized by a 3-tuple that
allows a technician to vary the rate of global exploration, local exploration, and the ratio
of local to global exploration steps. This concept of relatively few global exploration steps
followed by several local steps is analogous to the Presence Patrolling random walks, and we
find it reassuring that the study of both policies provide related results.
The results of Cayley patrolling are perhaps the most theoretical of this work, yet they
also offer insights into optimal policies in application. The key result leveraged group theory
to demonstrate that the optimal step length d* =

y'M7.

In application, however, we are

not free to choose the maximum step length; rather we motivated that analysis by claiming
that d represents the farthest a random walker could travel in one time step. Hence, d
is typically bounded in application We have repeatedly mentioned the correlation between
our optimal patrolling given various models and the mixing time of the associated Markov
chains. As before, let A = max(A [T] < 1) for the transition matrix T of any of the patrolling
models we have proposed. We showed that the asymptotic capture probability is related to
A as Pc(oo, 7r) = 1 - A'.

Hence we maximize the capture probability by minimizing A.

Similarly, we have shown that Markov chains minimize the mixing time by minimizing A.
This similarity is not coincidence. Recall that we informally defined mixing time as the
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number of time steps before the probability distribution over the state space of a Markov
chain became uniform. In the context of patrolling, mixing time is the number of steps
after a patroller departs some node, say the origin, before he is equally likely to be at any
other node along the ring. Viewed in this way, it is not surprising that a random walk on
a complete graph represents the upper bound on capture probability since the mixing time
is one step, and the patroller is equally likely to be at any other node immediately after
departure.
A closed form analytic solution for p* might be possible after applying lessons from strong
stationary times to the CR Markov chain. The difficulty is that the CR Markov chain is not
reversible hence we must develop a methodology to apply mixing time analysis to this specific
Markov chain. We did not pursue this line of analysis in this present work because initial
efforts provided only rough bounds on mixing times. By contrast, the game equilibrium Pc*
hinges on the optimal T* = M - s - 2 in the case of CR patrolling, and rough bounds on

mixing times are insufficient to determine p*. Developing such bounds would be generally
important such that we could claim the fastest mixing time for a given Markov chain is, say,
M log M, and we could seek the parameters that achieve this lower bound if possible.
This relationship between our proposed game metric, P*, and mixing time of the associated Markov chain deserves a great deal more study. We just briefly introduced the relation
between random walks on groups and our interpretation of Cayley patrolling. The symmetry
of patrolling rings allows us to consider the same symmetry of the associated group structure. For example, we could comment on the optimal set of generators, S, if we allow more
than just two elements as in S = {+1, td}. Moreover, the study of random walks on groups
might allow us to extend this patrolling analysis to other domains such as patrolling toroids
Z/(MZ) 2.

Novel to this work is the distinction between synchronized and independent teams of
patrollers. We motivated this distinction by proposing that the difference between the capture probabilities for these two multi-agent policies represents the benefit of collaboration.
Stated differently, independent multi-agent policies represent a lower bound and synchronized multi-agent policies upper bound P* given any degree of communication. We claimed
that we could further extend this two-player game to consider a model where the adver189

sary cannot only observe the patrollers visually and/or audibly within some local range but
also detect any inter-patroller communication.

Depending on how we specifically model

the adversary's benefits from this proposed electronic eavesdropping would shift the game
equilibrium, but we contend that our multi-agent analysis bounds the equilibrium of this
proposed game. The concept of an adversary intercepting patroller's communications would
be most appropriate to UAV operations in contested environments, say when patrolling deep
within an adversary's territory, rather than patrolling a wildlife preserve against poachers as
has been our running example. We believe that the framework we have proposed provides
a initial point for beginning an analysis of this game where inter-patroller communications
are susceptible to interception and manipulation.
This study of patrolling on a cycle is of interest not only for application but also for
theoretical reasons. We have found that this study brings together such fields as probability,
stochastic processes, number theory, and group theory. We could have expanded upon the
role of quadratic residues within the field of number theory as applied to Cayley patrolling.
It is not surprising that the optimal P6lya patrolling policy, p = 1/2, diffuses at a rate of
vx/

given the similarity between the P6lya random walk and Brownian motion although we

did not pursue these parallels. The Continuous Course Reversal (C-CR) policy could be
simplified to a martingale constrained to remain within some bounds such that we could
discuss the expected length of the martingale before it contacts one of these borders in the
context of stopping times. Integer sequences were deeply involved in our derivation of the
P6lya and CR path enumeration methods to include Mohanty path folding and Narayana
numbers. We have already mentioned the deep connections between random walks on groups
and several of the proposed patrolling models. There no doubt exists a superior algorithm
to find the optimal SICR patrolling policy for large M; we simply sampled q in the interval
[0, 1], but for larger M we could take advantage of the problem structure to determine an
optimal hill climbing algorithm that converges to the unique optimal q* for a given r.
What if there existed a different form of this proposed two-player game where the adversary is not willing to be as patient. More formally, what if A had some upper bound on
the optimal waiting time T* = min{minT Pc(T, 7r), Tmax}? We can see that this (arguably
more realistic) formulation does not substantially change the game equilibrium. Indeed the
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equilibrium P*is unchanged given the P6lya, CR, and SICR patrolling policies. Only with
Cayley patrolling would we see a different equilibrium, and then only in the case where there
exists a policy (p, d) such that the mixing time for the associated Cayley graph tmix ;

Tmax.

Only in this unlikely case is it optimal for 'P to adopt a policy that maximizes mixing time.
We have shown that there exists multiple extensions and avenues for further research into
the game equilibrium for this field of patrolling security games, but we claim that we have
significantly advanced the state of the art by considering those games where the adversary
chooses a best response to a patroller's observed policy. Significantly we have shown that
not only does the adoption and application of this work to existing patrolling algorithms
benefit the patrollers, but that posing the patrolling scenario as a two-player game allows us
to develop patrolling policies that force the adversary to modify his behavior in response.
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Appendix A
Patrolling within Bounded Regions
We are interested in extending the game introduced in Chapter 1 to a bounded region in
R 2 . While the analysis of patrolling policies along perimeters/rings is advantageous as the
geometry has no boundaries, bounded regions are of utmost interest in many applications.
Thus while we motivated much of our work with a patroller versus poacher game played
along the perimeter of a wildlife preserve, we find it equally interesting to apply this game
to the interior of the wildlife preserve as well. Recall that we refer to bounded interior as
the game environment, S, as rudimentarily shown in Figure 1-1.
Analysis of bounded regions is much more challenging than the study of toroids or rings,
and this appendix will be devoted entirely to numerical studies of various proposed policies
to provide some quantitative assessment allowing us to compare the performance of varoius
policies. Thus given the simplified single-stage game model presented in Section 1.3.2, we
will perform numerical studies of policies that we allow to propogate for time t < tf whereupon player A must decide to "attack" or "defer action", (actions C and D in Table 1-5a,
respectively).
Whereas the patrolling policies in Chapters 2 to 6 restricted their associated random
walks to steps of length {±1, ±d}, we will not similarly restrict the steps to integral lengths
in this chapter. Additionally, we will often find it beneficial to refer to the coordinates,
xi E 8, for the endpoints of line segments. Then let us define a path d as a sequence of
C
points d = {xi : Xi E E

(xi_ 1 , i)

||=I

- xilj = tf} such that the union of the line segments

forms a polygonal chain (equivalently a piecewise linear curve) with the points d
193

forming the vertices. Note that this polygonal curve is length tf assuming unit velocity, and
we will use length and time references interchangeably. Let D =

U{d}

be the set of all

feasible paths of length tf.

A.1

Point Sampling Policies

In this section we explore several point sampling policies that create paths dps where the
inter-arrival times ATps approach the optimal distribution. More formally, let us define a
define a point sampling policy as a function 7rs
tion, g, defined over S such that path dps = {xi
aJ

a2

g -+ D for some probability distribuPr(a

<

xi,1 :5 bi, a2

xi,2

<

b2 )

=

g dxidX2 }. The only difference in the following subsections is the distribution g from

which we sample S.

A.1.1

Uniform Distribution

Let us construct a path du as a sequence of points drawn with uniform probability such
that gu = 1/1E1 as this will demonstrate the techniques we will use for the remainder of this
paper.
Figure A-la depicts a sample trajectory for two agents following a Uniform Distribution
path du. Not surprisingly, du visits points toward the perimeter of S much less frequently
than points toward the center. Figure A-lb demonstrates this fact more clearly as it depicts
the capture probability P, for an adversary A located at each square within S. Points along
the perimeter have a much lower P, corresponding to less frequent visits. Clearly policies
7ru -+ du fail to adequately maximize the minimum P, across E. Similar policies where the
waypoints are drawn from a piecewise constant distribution across 8 significantly reduce the
disparity of Pc, but we still observe decrease in P, as we approach the perimeter of E (not
shown for brevity).
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Figure A-1: Capture Probability, Pc, of Uniform Point Sampling policy

A.1.2

Uniform Sampling along Perimeter

The failure of any point-sampling technique that samples from within the interior of E
motivates the search for a policy that samples only along the perimeter of E. Indeed, let
conv[E] be the convex hull of S, then a simple policy where we sample uniformly along the
perimeter such that gup = (1/I conv[E] IV x E conv[E]; 0 otherwise) achieves a much more
uniform distribution of Pc. Figure A-2 demonstrates this increased uniformity throughout

E.

A.1.3

Stochastic Reflection along Perimeter

One of the major contributions of Search Games literature in [90] was the derivation of
a search policy for the "Princess-Monster" game where the distribution of path length in
E was uniform.

We construct a sequence of random variables T =

{

1 , 6 2 ,...

} where

Pr(19 E T) = 1/2 sin OdO, 0 < 0 < 7r. Given the sequence T, we construct a path in E where
each waypoint Xi E conv 8 and the angle between successive points is
we define the path dsR = {Xi : xi E conv[E],ZEi'I

1

||x4+1

-

=

E9.

More precisely,

tf, Zixi+1

=

ei}

where

Zxixi+l the angle measured from the tangent at xi. Hence dsR consists of a number of chords
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Figure A-2: Capture Probability, Pc, from Uniform Perimeter sampling policy

across E. Figure A-3 presents a sample heat map of P, when implementing this policy and
demonstrates that the corners of £ have a slightly higher P. It is interesting to see that the
stochastic reflection policy achieves a lower P, in the interior than the uniform perimeter
policy in figure A-2..
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Figure A-3: Capture Probability, P,, from Stochastic Reflection sampling policy

It is not surprising that all these point sampling policies suffer from boundary effects. Also
note that Lemma 1 shows that the distribution of AT at every point in £ should be geometric
(equivalenty exponential) due to the memoryless property of this distribution. As any path
approaches the perimeter of E, however, the policy begins to lose its memoryless property
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due to the proximity of the border. Indeed, implementing the Uniform Distribution policy
on a torus (not shown here) eliminates these boundary effects, and the resulting distribution
of AT is uniform. Of course, these point sampling policies only apply when E is convex, a
serious consideration if this were to be implemented in practice.

A.2

Random Walk Policies

Whereas the point sampling policies of section A.1 create paths as a sequence of points
sampled according to some distribution irps : g -+ D in E, the random walk policies of this
section create paths as a sequence of step lengths, ri, drawn from some distribution h such
that Pr(a < ri < b)

xi + riZ9, ri
of points xi

-

CE

h, 92

fa h dx. Then a policy rRW : h

=
-

-+

D with paths dRw

=

{Xi : Xi+ 1 =

U(O, 27)). In words, we construct a path dRw E D as a sequence

where the total path length is tf as before. The distance from xi to xi+1

is distributed according to some distribution h, and the angle between some reference and
the line segment (Xi, xi+ 1 ) is uniformly distributed in [0, 2r]. The only caveat is if we draw
some distance ri and angle 9i such that any portion of the segment (Xi, Xi+1)

E, we then

reflect the line segment that extends beyond conv S back into E where the angle of reflection
equals the angle of incidence just as in classical physics. We will explore two policies that
use different distributions h.

A.2.1

Gaussian Random Walk

To model the diffusive nature of reflected Brownian motion, we implemented a Gaussian
random walk as a discrete form of a 2-D Weiner process by constructing a path where the
distance between successive points is normally distributed ri ~ M(0, a). By varying the
variance a we control the rate of diffusion of P.
Figure A-4b shows the distribution of P, for a = 0.3 where we note the following observations.
First, the corners E have a slightly lower P, than the interior. This does not occur if
this policy is implemented on a torus, and it represents another boundary effect. Note also
that the policy achieves a higher P, throughout much of £ as compared to any previous
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Figure A-4: Gaussian random walk characteristics
type of policy. One detraction from the Gaussian random walks is the relatively slow rate
of diffusion.

Random walks where the step sizes are drawn from a Levy distribution, in

contrast, have much higher rates of diffusion.

A.2.2

L vy Flight

L6vy Flight refers to random walks where the step sizes, ri, are drawn from "heavy-tailed"
distribution (e.g. a distribution with a power law tail that has infinite variance). Typical
examples of such distributions are L6vy alpha-stable distributions parameterized by an index
of stability a = (0, 2], scale parameter c, skewness parameter

#,

and shift parameter yt [148].

The Gaussian distribution is a special case of an alpha-stable distribution with a = 2 whereas
a Cauchy distribution is a special case with a = 1 and 3 = 0. Levy alpha-stable distributions
with a < 2 have potential given our game environment because they have infinite variance
such that they allow P to diffuse throughout E more rapidly than a Gaussian random walk.
Levy Flight has been studied extensively in the field of ecology as a possible model for
the behavior of foraging animals [140, 144, 153, 170]. In general, Levy Flight is characterized
by shorts step of local exploration followed by a long step of global exploration. See Figure
A-5a for an example Levy Flight path.
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Figure A-5: L6vy Flight random walk characteristics
Importantly [170] demonstrates that Levy Flight is the time optimal policy for mobile
agents (i.e., foraging animals) to find scarce targets and is directly applicable to our work
(albeit [170] does not consider the game theoretical implications of such a policy). The most
immediate observation is that the minimum Pc in figure A-5b is higher than any other policy.
A Levy Flight policy is then defined by the tuple (a,0, c, p). We have significant ability
to modify the behavoir of the associated Levy Flight path through our choice of this policy
tuple. For example, stable distributions with a < 2 are "heavy-tailed" such that that the
resulting paths have a non-zero probability of a step of very long length. More rigorously,
if X is a random variable drawn from a stable distribution with a < 2, lims, 00 P(X >
X + tjX > x) = 1 for all t > 0. We can see then that a influences the probability of these
long steps.
The parameter 3 is a measure of the asymmetry of the distribution. Since we choose the
step direction uniformly from [0, 27r], skewness does not have a logical contribution to the
resulting random walk path, and we will consider L6vy Flight policies with

#

= 0.

The parameter p is a measure of centrality (i.e., p is the distribution mean for a > 1
whereas the mean is undefined for a < 1), and we can manipulate p to alter the local
exploration of the Levy Flight random walk. For example, with p = 0 the random walk is
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characterized by a sequence of very small steps punctuated by occasional long steps. We
can then increase the "typical" small step length by increasing p thereby adjusting the local
exploration rate. Hence we can say, in general, that a influences the ratio of local and global
exploration, and /p influences the rate of local exploration. We will typically maintain the
scaling parameter c = 1 for simplicity.

A.3

Levy Spirals

While the Lvy Flight policies offer significant advantages versus the Gaussian random walks
or the point sampling policies, we find that the resulting random walk behavior does not
reflect several key aspects of our desired patrolling policy. First we would hope that any
patrolling agent would do better than "clumping" near a point when exploring a given
locality. In essence we would expect an optimal patrolling policy not to return to a previously
visited point too frequently as that presents a lost opportunity for greater local and/or global
exploration. Second we are interested in generating paths that are dynamically realizable.
Such a requirement adds significant difficulty to the problem formulation and solution, but
the local exploration resulting from Levy Flight would require a holonomic agent to reverse
directions instantly and quite frequently. Given these considerations we propose the following
hybrid patrolling policy that we will refer to as Levy Spiral patrolling, or more colloquilly,
Lollipop Patrolling.
We will define Levy Spiral patrolling as a random walk with steps drawn from a stable
distribution with a < 2 as in Levy Flight with an important distinction to be discussed
momentarily. In addition to the restriction to stable distributions with a < 2, we will only
consider distributions with 3 = 0, c = 1, and p = 0. Such a stable distribution defined by

the tuple (a, 3, c, M) = (a, 0, 1, 0) are referred to as (L6vy) symmetric alpha stable (SaS)
distributions. We depict several SaS distributions for a E {2.0, 1.5, 1.0, 0.5} in Figure A-6.
We create a Levy Spiral random walk in the standard way by choosing a step size from the
SaS distribution with one important modification. Let R, be a random variable describing
the length of the ith "step". We will not, however, construct our random walk as a sequence
of steps of length Ri so we will use the term "step length" somewhat loosely. Rather, we
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propose a hybrid random walk whose behavoir at the ith step is a function of R-. We introduce
a parameter o- that will serve as a cutoff between local and global exploration as follows.
If Ri
Xi+

>

a, then we propogate the random walk with step R' such that the coordinate

= xi + RZO, where 9i ~ U[O, 27r].

If

IRiI

< a we propogate an Archimedean spiral

about the last coordinate xi. In this case we increase the arc length of the Archimedean spiral
by R,. The resulting behavior is marked by a large global exploration step (i.e., 1R,

a)

followed by an Archimedean spiral whose arc length is often the sum of several steps (i.e.
|R?1 < 0-).

Recall that an Archimedean spiral is described in polar coordinates as r = aO. Then
a is a measure of the distance between successive turns of the spiral. We are interested
in patrolling applications such that a is a function of the sensor's detection range. The
larger the sensor's range, the larger the appropriate a, and, hence, the greater rate of local
exploration.
We see that a then controls the ratio of local to global exploration. Figure A-7 depicts
two different example Levy Spiral random walks. Figure A-7b demonstrates that decreasing
a results in an increased probability of a large step. Note that the large number of reflected
line segments at the bottom of Figure A-7b is the result of randomly selecting a very large
step size relative to the size of the environment, 9.
We then use these paths to determine the capture probability for locations within E.
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(b) a = 1.3,

(a) a =1.5, o= 0.1

= 0.15

Figure A-7: Levy Spiral random walks
Figure A-8 depicts the performance of several various Levy Spiral patrolling policies. Note
that these policies are defined by the tuples (a, a, a). Analysis shows that reducing a < 1.5
greatly increases the probability of a large step and the resulting policy is marked by very
rapid global exploration. The choice of a has a greater influence on the rate of global
exploration than does a which we see as roughly establishing the ratio of local to global
exploration steps. Finally, as previously discussed, a is a function of the patroller's sensor
range. Indeed the optimal a* is function of the adversary A's observation range; ideally
the patroller P spirals outward with a distance between successive turns that A at some
location does not observe A multiple times in one spiral. Otherwise the interarrival times
AT would be nearly identical between successive observations, and A could benefit from
such information.
We can see the promise of Levy Spiral patrolling to provide the most adaptable patrolling
policy of all those presented. The tuple (a, a, a) provides a great deal of flexibility to a
2
technician applying this policy to a region in R . Note that these regions need not be
convex, and we can modify the policy to maximize the global exploration based on the

shape of the environment.
It is for this reason that we do not provide an "optimal" tuple (a*, a*, a*). Different environments will require different parameter sets, and any generalizations would be necessarily
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vague. Clearly a policy tuple that is optimized to explore a nonconvex region will not be
optimal in a convex environment. Even a simple scaling of the same shaped environment
will not have the same optimal policy as the original.
Initial analysis on toroidal environments yielded trivial results. Consider a flat torus
formed by repeating unit squares. We find that the "optimal" policy is for a

-+

0 such

that the probability of local exploration approaches zero. This is optimal in the sense that
the result is uniform across the toroidal environment (as is every policy implemented on
a torus with sufficient diffusion), and the distribution of interarrival times approached the
exponential distribution. Clearly we require a different metric to demonstrate optimality
because we cannot extend this result on a torus to any bounded region. Regardless we
maintain optimistism that L6vy Spiral patrolling is best suited to address the original game
formulation applied in a bounded environment.
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