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Abstract
This thesis documents efforts performed in the service to two direct neutrino mass
experiments, namely KATRIN at the Karlsruhe Institute of Technology in Karlsruhe,
Germany and Project8 at the University of Washington in Seattle. These experiments
aim to utilize a measurement of the shape of the endpoint of the tritium beta decay
spectrum to determine the neutrino mass, which is a technique that relies only on
basic kinematics and enjoys a long and distinguished history. Additionally, these
experiments utilize classical electrodynamics in their analysis of the beta electron
spectrum, at KATRIN through the use of a MAC-E filter and at Project8 through
magnetic confinement of electrons within a waveguide and the measurement of their
weakly energy dependent relativistic cyclotron frequencies, which is an entirely new
technique. In the thesis, both experiments are described in detail with particular
attention paid to the components involved in energy analysis.
Exploiting these experiments' similarities, an extensive simulation package called
KASSIOPEIA has been prepared, which is the principal effort described herein. KASSIOPEIA

is applied to both KATRIN and Project8, which in the case of KATRIN

delivers valuable and detailed information regarding the performance of the electrostatic spectrometers used there, in particular the main and monitor spectrometers.
In its application to Project8, KASSIOPEIA is used to determine precise electron trajectories, which can be used to simulate the signals these electrons induce in the
waveguide.
This thesis also includes experimental results obtained at the monitor spectrometer of the KATRIN experiment, which demonstrate the efficacy of the magnetic pulse
technique at ejecting problematic stored electrons at MAc-E filters. The magnetic
pulse technique relies on using a set of external aircoils surrounding a MAC-E filter
to reverse and rapidly restore the magnetic field in the spectrometer symmetry plane,
causing stored particle to hit the vessel walls. Owing to its success as demonstrated
in this work, this technique will be employed at the main spectrometer during the
upcoming data taking run at KATRIN.
Finally, this thesis presents some results from the inaugural run at Project8, which

iii

showed that the theretofore undemonstrated technique, named Cyclotron Radiation
Emission Spectroscopy (CRES), is capable of detecting the signal a single electron
excites in a waveguide as it its magnetically trapped inside. In the history of tritium
based neutrino mass experiments this technique is unique, and presents an entirely
complimentary approach to that used at KATRIN. Based as it is on a frequency
measurement, the technique shows great promise to mature into an extremely high
precision form of electron spectroscopy, with many applications throughout nuclear
physics.
Thesis Supervisor: Joseph Formaggio
Title: Professor of Physics

iv

for John L. Wood

v

vi

Contents
Neutrinos in Historical Context

3

1.1

Prelude: 1897-1930

3

1.2

Early Developments: 1930-1945

4

1.3

Postwar Renaissance: 1945-1960

6

1.4

Multiplying Frontiers: 1960-1980

11

1.5

Neutrino Mass Experiments

. . .

14

1.5.1

Stockholm 1972 . . . . . .

16

1.5.2

Moscow 1981

. . . . . . .

17

1.5.3

Los Alamos 1987 . . . . .

18

1.5.4

Mainz 1999 . . . . . . . .

19

Current Knowledge . . . . . . . .

19

.
.
.

.
.
.
.

24

.

. . . . . . . . . . . . . . . . .

28

. . . . . . . . . . . . . . . . .

33

2.3

Neutrino Mass . . . . . . . . . . .

.

Spontaneous Symmetry Breaking

.

2.2

.

Gauge Invariance

.

.

. . . . . . . . . . . . . . . . .

. . . . . . . . .

2.1

The KATRIN Experiment

37

. . . . . . . . . . . . . . . . .

38

3.2

Source Section. . . . . . . . . . .

. . . . . . . . . . . . . . . . .

39

WGTS . . . . . . . . . . .

. . . . . . . . . . . . . . . . .

40

Trlansport Section . . . . . . . . .

. . . . . . . . . . . . . . . . .

42

DPS2-F . . . . . . . . . .

. . . . . . . . . . . . . . . . .

43

3.3.1

vii

.
.
.

3.3

.

3.2.1

.

Experimental Overview of KATRIN
.

3.1

.

3

23

Neutrinos in Theoretical Context

.

2

.

1.6

. . . . . . .

.

1

45

Spectrometer Section . .

.

47

.

48

Pre-Spectrometer

3.4.2

Main Spectrometer

FPD . . . . . . .

56

. . . . .

56

MAC-E Filters

63

4.1

Principles

. . . . . . . . . . . . . . .

63

4.2

Concept

. . . . . . . . . . . . . . . .

65

4.3

Magnet and Trap Systems . . . . . .

68

4.4

Gas System

. . . . . . . . . . . . . .

69

4.5

Detection and Receiver System

. . .

71

4.6

Data Acquisition and Analysis System

4.7

Summary

.

.

.

.

.

The Project8 Experiment

. . . . . . . . . . . . . . .

.

4

52

Detector Section.....

3.5.1
3.6

50

.

3.5

3.4.1

.

3.4

.

CPS . . . . . . .

3.3.2

5 The Kassiopeia Simulation Package
Motivatidon and Purpose

81
Particles . . . . . . . . . .

82

5.2.2

Organization

. . . . . . .

83

5.2.3

Structure

. . . . . . . . .

84

5.2.4

Fields

. . . . . . . . . . .

89

5.2.5

Trajectory and Interactions

90

5.2.6

Navigation . . . . . . . . .

95

5.2.7

Generation and Termination

98

5.2.8

Algorithm . . . . . . . . .

99

. . . . . . . . . . . . .

102

.

.

.

.

.

5.2.1

.

Design

Geometry

.

5.3

..

5.3.1

Structure

. . . . . . . . .

103

5.3.2

Placement . . . . . . . . .

104

.

5.2

. ... 79

...

.

........

76
79

.

5.1

73

viii

Cloning

. . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

107

5.3.5

Visitation . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

108

5.3.6

Extension

. . . . . .

. . . . . . . . . . . . . . . . . . . . . .

1 10

Generation . . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

114

.

.

.

.

5.3.4

Values . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . . 1 17

5.4.2

Position Creation . .

. . . . . . . . . . . . . . . . . . . . . .

118

5.4.3

Direction Creation

.

. . . . . . . . . . . . . . . . . . . . . .

119

5.4.4

Energy Creation

5.4.5

Time Creation . . . .

. . . . . . . . . . . . . . . . . . . . . .

1 20

5.5

Termination . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

1 21

5.6

Trajectory . . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

1 22

5.6.1

Representations . . .

. . . . . . . . . . . . . . . . . . . . . .

126

5.6.2

Terms

. . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

127

5.6.3

Integrators . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

129

5.6.4

Controls . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

132

Interaction. . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

134

.
.
.
.
.
.
.
.
.
.

. . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

135

5.7.2

Calculator . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

136

5.7.3

Space Interactions

.

. . . . . . . . . . . . . . . . . . . . . .

137

Navigation . . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

138

5.8.1

Space Navigation . .

. . . . . . . . . . . . . . . . . . . . . .

139

5.8.2

Surface Navigation

.

. . . . . . . . . . . . . . . . . . . . . .

143

Initialization . . . . . . . . .

. . . . . . . . . . . . . . . . . . . . . .

1 43

.

.

.

.

Density

.

.

.

5.9

. . . . . .

5.7.1

.

5.8

. .

5.9.1

Tokens and Processors

. . . . . . . . . . . . . . . . . . . . . .

1 44

5.9.2

Domain Specific Scripti rg Language . . . . . . . . . . . . . . .

147

5.9.3

Builders . . . . . . .

15 1

.

5.7

.

5.4.1

.....119

. . . . . . . . . . . . . . . . . . . . . .

Properties and Results of KATRIN

155

6.1

155

Main Spectrometer Simulations

. . . . . . . . . . . . . . . . . . .

.

6

10 6

Shape

.

5.4

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

5.3.3

ix

6.1.2

Confined Orbits . . . . .

164

Monitor Spectrometer Simulations

169

6.2.1

Free Orbits

. . . . . . .

172

6.2.2

Confined Orbits . . . . .

175

.

.

.

.

159

. . . .

178

6.3.1

Apparatus . . . . . . . .

180

6.3.2

High Field Measurments

182

6.3.3

Low Field Measurments

186

Magnetic Pulse Method

191

7.1

Magnetic Traps . . . . . . . . . . . . . . . . . . . . . . . .

191

7.2

Electron Trajectories . . . . . . . . . . . . . . . . . . . . .

200

7.3

Electromagnetic Potentials in Waveguides

. . . . . . . . .

7.3.2

Eigenfunctions for Rectangular Waveugides . . . . .

.

212

7.3.3

Vector and Scalar Potential Expansion Coeffiecients

.

.
.

210

214

7.3.4

Expansion Coefficients for Project 8 . . . . . . . . .

217

Fields and Power in Waveguides . . . . . . . . . . . . . . .

222

7.4.1

Field Expansions for Cylindrical Waveguides . . . .

222

7.4.2

Power Flow in Cylindrical Waveguides

. . . . . . .

224

7.4.3

Power Flow at Project8

. . . . . . . . . . . . . . .

228

Project8 Simulations . . . . . . . . . . . . . . . . . . . . .

238

7.5.1

Tracking Simulations . . . . . . . . . . . . . . . . .

240

7.5.2

Trapping Simulations . . . . . . . . . . . . . . . . .

244

Project8 Results . . . . . . . . . . . . . . . . . . . . . . . .

246

7.6.1

The Midge Framework . . . . . . . . . . . . . . . .

246

7.6.2

Power Ratio Points . . . . . . . . . . . . . . . . . .

249

7.6.3

Candidate Lines . . . . . . . . . . . . . . . . . . . .

252

7.6.4

Electron Events . . . . . . . . . . . . . . . . . . . .

255

.

.

.

.

.

.

.

.

.

Vector and Scalar Potential Eigenfunction Expansions

.

7.6

7.3.1

.

7.5

209

.

7.4

.

Results from Project8

.

7

. . . . . . .

.

6.3

Free Orbits

.

6.2

6.1.1

x

7.6.5
8

The Krypton Spectrum . . . . . . . . . . . . . . . . . . . . . .

Conclusions and Outlook

257
261

xi

xli

List of Figures
1-1

Experimentally measured neutrino properties.

Values come

from a global analysis of high precision experiments performed in late

2013.........
3-1

21

.....................................

Isometric view of the entire KATRIN experiment. Main components are labelled with abbreviations introduced in the text. . . . .

3-2

39

An annotated CAD drawing of the WGTS system. The injection region, beam tube port, DPS1-R and DPS1-F subsystems are
m arked.

3-3

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

41

Injection and DPS1 regions of the WGTS. Tritium gas is pumped
into the beam tube at low pressure through the injection region at the
center of the WGTS, shown at left, and removed at either ened by
mirrored DPS1 modules, whosn at right.

3-4

. . . . . . . . . . . . . . . .

42

An annotated CAD drawing of the DPS2-F system. Annotations indicate the five beam tubes in a chicane arrangement with their
surrounding solenoids as well as the four large turbomolcular pumps
responsible for removing tritium.

3-5

. . . . . . . . . . . . . . . . . . . .

A pair of photographs of the FT-ICR device.

44

Devices are de-

ployed in the pumping outlet manifolds of the DPS2-F for measuring
tritium ion content at up and downstream positions. At left, a view
down the bore of the device with electrodes visible. At right, a side
view of the device to show aspect. . . . . . . . . . . . . . . . . . . . .
xiii

45

3-6

CAD model of the CPS system.

Model is partially cut away to

show some of the internal detail. The chicane in the beam pth, the
calibration instrumentation, the cryostats and the beam tube itself are

all clearly visible. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3-7

46

Photograph of the partially assembled CPS system. Taken at
the ASG facility in Genoa, Italy in February 2014.

The individual

cryostats for the superconducting magnets are all visible and sit in
half of the cold mass shell. . . . . . . . . . . . . . . . . . . . . . . . .
3-8

CAD model of the pre-spectrometer.

Model hull is rendered

translucently to show the internal electrode sstructure.
3-9

47

. . . . . . . .

49

Photograph of the Main Spectrometer. Picture was taken soon
after the conclusion of primary welding at the MAN DWE plant in
Deggendorf, Bavaria. . . . . . . . . . . . . . . . . . . . . . . . . . . .

51

3-10 Photograph of the Main Spectrometer wire modules. Picture
was taken between the conclusion of wire module installation and vessel
closure in summer 2012.

. . . . . . . . . . . . . . . . . . . . . . . . .

53

3-11 CAD Drawing of the Detector Section. An exploded view of the
detector section at Katrin shows the internal subsystems and superconducting magnets.

. . . . . . . . . . . . . . . . . . . . . . . . . . .

54

3-12 Photograph of the Focal Plane Detector. Backside of an FPD
wafer shows segmentation into pixels, which provide individual determinations of the count rate.

. . . . . . . . . . . . . . . . . . . . . . .

57

3-13 Diagram of a Mac-E filter. Transiting electrons interact with strong
solenoidal magnetic fields and retarding electric potentials. Energy flow
during transit is depicted schematically at the bottom.

. . . . . . . .

58

3-14 Typical adiabatically calculated transmission angle at the main
spectrometer. The portion of phase space corresponding to transmitted particles is shaded red. . . . . . . . . . . . . . . . . . . . . . . . .

60

3-15 Typical adiabatically calculated trapping angle at the main
spectrometer. The trapped electron phase space is shaded red. . . .
xiv

60

3-16 Adiabatically calculated transmission function at the main
spectrometer. An isotropically distributed set of initial momenta is
assum ed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4-1

61

A schematic diagram of the Project 8 prototype setup. Magnet components are colored in green, gas system components in purple, and
RF components in orange.

4-2

. . . . . . . . . . . . . . . . . . . . . . . .

67

At left, the original six tesla cold bore Project 8 magnet, nicknamed
the "green giant". At right the new Spectrospin 200 MHz five tesla
commercial NMR magnet.

4-3

. . . . . . . . . . . . . . . . . . . . . . . .

68

At left, the molecular structure of the DPPH molecule; the nearly
free unpaired electron is indicated with a dot. At right, the in-phase
and quadrature signals obtained with the lock-in amplifier method;
frequency is in kilohertz on the x-axis.

4-4

. . . . . . . . . . . . . . . . .

70

At left, a diagram of the gas system as assembled and used in the
2011-2013 runs. At right, a picture of the deployed gas system. .....

4-5

71

At left, a component diagram of the high and intermediate frequency
receiver chains. At right, a picture of the high frequency chain under
test on the bench.................

5-1

......

..

........

.73

A schematic representation of an event with several primary tracks,
a secondary track, and these tracks' constituent steps.

Initial track

states are shown in white, intermediate states in grey, and final states

in black. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5-2

A schematic representation of the global simulation algorithm used in
KASSIOPEIA

5-3

85

..........

................................

101

At left, a nested system of spaces, their boundary surfaces and a few
free surfaces are depicted as they might appear if physically realized.
At right the same nested system is represented as a tree structure in
which the nodes are spaces and the leaves are surfaces.

5-4

. . . . . . . .

103

Schematic picure of steps taken in different KASSIOPEIA representations. 127
xv

5-5

Space navigation. The caching mechanism operating over three steps
in the presence of a single surface is shown. . . . . . . . . . . . . . . .

6-1

142

Simulation of a few magnetic field lines at the main spectrometer. Starting points of field lines were chosen uniformly from a disk
normal to the beamline a the midpoint of the entrance solenoid. Coloring is by logarithm of electric potential along the line relative to that
of the tank. ........

6-2

................................

Orbits in the main spectrometer.

157

The transmitted track is in

red, the reflected in violet, magnetically trapped in green, and pinned
between the magnet and the potential in light blue. . . . . . . . . . .
6-3

Local view of orbits in the main spectrometer. Behavior in the
vicinity of critical points. . . . . . . . . . . . . . . . . . . . . . . . . .

6-4

158

159

Simulated transmission angle at the main spectrometer. Analysis to derive this result was performed on a set of 33048 initial states
described in the text and simulated using Kassiopeia.

6-5

. . . . . . . . .

160

Simulated transmission function at the main spectrometer.
An isotropic momentum distribution is assumed, and the set of initial
states used were the same as in figure 6-4.

6-6

. . . . . . . . . . . . . . .

161

Sheaf of analyzing planes for an incident energy of 18598 eV
at the main spectrometer.

This energy is somewhat below the

transition region between reflection and transmission; consequently the
sheaf is uncollapsed with the surfaces still well separated. . . . . . . .
6-7

162

Sheaf of analyzing planes for an incident energy of 18599.6 eV
at the main spectrometer. This energy contains both reflected and
transmitted particles, hence its sheaf of planes is in a state of partial
collapse.

6-8

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

163

Sheaf of analyzing planes for an incident energy of 18601 eV at
the main spectrometer. At this energy all particles are transmitted
and the sheaf of planes is fully collapsed.
xvi

. . . . . . . . . . . . . . . .

163

6-9

Simulated trapping angle at the main spectrometer.

. . . . .

164

6-10 Simulated trapping function at the main spectrometer. .....

165

6-11 Simulated axial frequencies at the main spectrometer. ....

166

6-12 Simulated axial period deviations at the main spectrometer.

167

6-13 Simulated magnetron frequency at the main spectrometer.

.

168

6-14 Simulated magnetron angle residuals at the main spectrometer. 169
6-15 Simulation of magnetic field lines in the monitor spectrometer. Starting points of field lines were chosen uniformly from a disk
normal to the beamline a the midpoint of the entrance solenoid. Coloring is by logarithm of electric potential along the line relative to that
of the inner electrodes. . . . . . . . . . . . . . . . . . . . . . . . . . .

170

6-16 Orbits in the monitor spectrometer. A moderately chaotic track
is plotted in red, and a highly chaotic track is plotted in violet. The
violet track is also plotted above in the three dimensional figure. . . .

171

6-17 Simulated transmission angle at the monitor spectrometer. .

172

6-18 Simulated transmission function at the monitor spectrometer. 173
6-19 Sheaf of analyzing planes for an incident energy of 17822 eV
at the monitor spectrometer. This energy contains only reflected
particles. The interweaving of the various angular sheets in the sheaf
is indicative of chaotic conditions. . . . . . . . . . . . . . . . . . . . .

174

6-20 Simulated trapping angle at the monitor spectrometer. . . . .

175

6-21 Simulated trapping function at the monitor spectrometer. . .

176

6-22 Simulated axial frequency distribution at the monitor spectrom eter. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

177

6-23 Simulated magnetron frequency distribution at the monitor
spectrom eter. . . . . . . . . . . . . . . . . ... . . . . . . . . . . . .
6-24 H-Bridge switch at the monitor spectrometer.

178

The h-bridge

permits fast switching of an arrangement of aircoils to implement the
magnetic pulse technique.

. . . . . . . . . . . . . . . . . . . . . . . .
xvii

181

6-25 Equipment used to implement the magnetic pulse technique
at the monitor spectrometer. At left is the h-bridge for switching
the aircoils, at right is the krypton emanator in lead shielding connected to the spectrometer

. . . . . . . . . . . . . . . . . . . . . . .

182

6-26 Magnetic field lines for the high-field magnetic pulse measurement.

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

183

6-27 ADC spectrum for the high-field magnetic pulse run. Raw
channel numbers are given, with a rough conversion of 3.67 keV/ch. .

184

6-28 Relative TTL time/ADC Spectrum for the high-field magnetic pulse run. TTL pulse always occurs slightly after the inversion
cycle is completed.

. . . . . . . . . . . . . . . . . . . . . . . . . . . .

185

6-29 Relative TTL time spectrum for the high-field magnetic pulse
run. The microcontroller sits on a printed circuit board near the front
of the photo, while the batteries of MOSFETs are in the center.

. . .

186

6-30 Field lines for the low-field configuration of the magnetic pulse.187
6-31 ADC Spectrum for the high-field magnetic pulse run. The
microcontroller sits on a printed circuit board near the front of the
photo, while the batteries of MOSFETs are in the center. . . . . . . .

188

6-32 ADC Spectrum for the high-field magnetic pulse run. The
microcontroller sits on a printed circuit board near the front of the
photo, while the batteries of MOSFETs are in the center. . . . . . . .

189

6-33 ADC Spectrum for the high-field magnetic pulse run. The
microcontroller sits on a printed circuit board near the front of the
photo, while the batteries of MOSFETs are in the center. . . . . . . .
7-1

Wide view field line plot of the fourth-order magnetic field in the harmonic trapping coil arrangement at Project8 . . . . . . . . . . . . . .

7-2

190

196

Wide view contour plot of the fourth-order magnetic field strength in
the harmonic trapping coil arrangement at Project8.
xviii

. . . . . . . . .

196

7-3

Narrow view field line plot of the fourth-order magnetic field in the
harmonic trapping coil arrangement at Project8. . . . . . . . . . . . .

7-4

Narrow view contour plot of the fourth-order magnetic field strength
in the harmonic trapping coil arrangement at Project8. . . . . . . . .

7-5

. . . . . . . . . .

. . . . . . . . . . . .

199

Narrow view contour plot of the fourth-order magnetic field strength
in the bathtub trapping coil arrangement at Project8. . . . . . . . . .

7-9

198

Narrow view field line plot of the fourth-order magnetic field in the
bathtub trapping coil arrangement at Project8.

7-8

198

Wide view contour plot of the fourth-order magnetic field strength in
the bathtub trapping coil arrangement at Project8.

7-7

197

Wide view field line plot of the fourth-order magnetic field in the bathtub trapping coil arrangement at Project8. . . . . . . . . . . . . . . .

7-6

197

199

Flux coordinate surfaces in the (z,r) plane for an azimuthal trapping
magnetic field expanded to second order. Length along both axes is
expressed in units of the quantity V/2BO/B 2 . . . . . . . . . . . . . . .

202

7-10 Power at Project8 in the axial sidebands near the first cyclotron harmonic in the TE1 0 mode at 30477 eV and 88 degrees. . . . . . . . . .

231

7-11 Power at Project8 in the axial sidebands near the first cyclotron harmonic in the TE1 0 mode at 30477 eV and 85 degrees. . . . . . . . . .

232

7-12 Power in dBa at Project8 in the axial sidebands near the first cyclotron
harmonic in the TE10 mode at 30477 eV and 85 degrees.

. . . . . . .

232

7-13 Power at Project8 at first cyclotron harmonic over a wide range of
energies and pitch angles.

. . . . . . . . . . . . . . . . . . . . . . . .

233

7-14 Power at Project8 at the first axial sideband of the first cyclotron
harmonic over a wide range of energies and pitch angles.

. . . . . . .

234

7-15 Power at Project8 at first cyclotron harmonic and the zeroth and second axial harmonic in the TE 10 mode at 30477 eV over the full range
of trapped pitch angles . . . . . . . . . . . . . . . . . . . . . . . . . .

235

7-16 Power at Project8 in the axial sidebands near the second cyclotron
harmonic in the TE, mode at 30477 eV and 88 degrees.
xix

. . . . . . .

236

7-17 Power at Project8 in the axial sidebands near the second cyclotron
harmonic in the TM1 1 mode at 30477 eV and 88 degrees. . . . . . . .

236

7-18 Power at Project8 in the axial sidebands near the second cyclotron
harmonic in the TE1 1 mode at 30477 eV and 85 degrees.

. . . . . . .

237

7-19 Power at Project8 in the axial sidebands near the second cyclotron
harmonic in the TM1 1 mode at 30477 eV and 85 degrees. . . . . . . .

237

7-20 View of an electron simulated within the Project8 geometry.
The trapping coils appear in green, while the waveguide body and
kapton windows appear in orange. . . . . . . . . . . . . . . . . . . . .

239

7-21 Near view of an electron simulated within the Project8 geometry. The true position over a single axial oscillation is color coded by
frequency and the guiding center position over many axial oscillations
is coded in greyscale by kinetic energy.

. . . . . . . . . . . . . . . . .

239

7-22 Simulated axial frequencies in the harmonic trap at Project8. 240
7-23 Comparison of analytic and simulated axial periods in the
harmonic trap at Project8.

. . . . . . . . . . . . . . . . . . . . .

241

7-24 Simulated magnetron frequencies in the harmonic trap at

P roject8. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 241
7-25 Simulated axial frequencies in the bathtub trap at Project8.

242

7-26 Comparison of analytic and simulated axial periods in the
bathtub trap at Project8.

. . . . . . . . . . . . . . . . . . . . . .

243

7-27 Simulated magnetron frequencies in the bathtub trap at Project8.243
7-28 Trapped initial electron states in the harmonic trap at Project8.245
7-29 Trapped initial electron states the bathtub trap at Project8.

245

7-30 Midge configuration for simulating chirps at Project8.

. . . .

248

7-31 Spectrogram of simulated chirps at Project8. . . . . . . . . . .

248

7-32 Averaged power spectrum at 600 MHz at Project8. . . . . . .

249

7-33 Smoothed power spectrum at 600 MHz at Project8.

250

. . . . .

7-34 Signal to Background short-time power ratios at Project8.

.

250

7-35 Point scores at Project8. . . . . . . . . . . . . . . . . . . . . . . .

252

xx

. . . . . . . . . . . . . . . . . . . . . .

255

7-37 Connected event at Project8. . . . . . . . . . . . . . . . . . . . .

256

7-36 Line qualities at Project8.

7-38 The 18 keV multiplet of 83-Krypton as measured at Project8. 258
7-39 The 30 keV multiplet of 83-Krypton as measured at Project8. 258

xxi

mxii

List of Tables
5.1

Single-value generating classes available in the KSGen system. ....

5.2

Multiple-value generating classes available in the KSGen system.

5.3

Composite position creators available in the KSGen system.

5.4

Special geometric value generating classes available in the KSGen system. 119

5.5

Composite direction creators available in the KSGen system. . . . . .

119

5.6

Energy creators available in the KSGen system.

. . . . . . . . . . . .

120

5.7

Composite time creators available in the KSGen system.

. . . . . . .

120

5.8

Special time value generating classes available in the KSGen system. .

121

5.9

Terminators comprising the KSTerm subsystem of KASSIOPEIA

. . .

122

5.10 Integrators available in KASSIOPEIA . . . . . . . . . . . . . . . . . . .

132

5.11 Controls available in KASSIOPEIA . . . . . . . . . . . . . . . . . . . .

133

. . . . . . . . . . . . .

145

5.12 XML tokens and their corresponding lexemes.
6.1

117
.

118

. . . . .

118

Experimental parameters for the high-field magnetic pulse
m easurem ent. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

6.2

184

Experimental parameters for the low-field magnetic pulse mea. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

188

7.1

As-built parameters for the trapping coil arrangements at Project8 . .

195

7.2

Field expansion coefficients for the trapping coil arrangements at Project8195

7.3

Scoring parameters used in the analysis of Project8 data. . . . . . . .

252

7.4

Line identification parameters used in the analysis of Project8 data. .

254

7.5

Event metric parameters used in the analysis of Project8 data. . . . .

256

surem ent.

1

2

Chapter 1
Neutrinos in Historical Context
Now see what change from Fortune springs! 0 dire vicissitude of things!
-

George Sandys, Christ's Passion (1640)

The history of neutrino physics is a tortuous one, and like physics as a whole is frought
with false starts, longstanding puzzles, and moments of resolution and enlightenment
that spark periods of flowering and growth. What follows in this chapter is a brief
history of our understanding of neutrinos and the weak force with which they are
fundamentally intertwined, leading up to the questions of their masses, mixings, and
the mystery of the origins of these phenomena which occupy the present.

1.1

Prelude: 1897-1930

At the turn of the twentieth centry, the field of physics was in a state of rapid flux.
The 1897 discovery of the electron by J. J. Thomson, J. S. Townsend, and H. A.
Wilson showed that atoms were not the indivisible objects of erstwhile thought, and
the revelation that these particles were universal and fundamental ushered in the
new science of elementary particle physics [1]. Subsequently, rapid developments in
technology allowed for the further exploration of radioactivity and the properties of
radiation itself.

By the second decade of the twentieth century, the now-familiar

categorization of nuclear radiation into alpha, beta, and gamma types was firmly in

3

place, and the monoenergetic nature of alpha and beta radiation had been observed
and widely accepted.
However, the observation of beta decay by Chadwick in 1912 introduced difficult
new questions [2]. The continuous nature of the electron spectrum he observed seemed
to violate conservation of energy, which sparked considerable discussion about its
possible interpretations.

A pair of calorimetric experiments by Ellis in 1927 and

Meitner in 1930 affirmatively resolved a debate concerning the primary origin of the
continuous fl-spectrum [3, 4], triggering Pauli to send his famous "Radioactive Letter"
of December 1930 in which he proposed a theretofore unobserved light, neutral particle
in order to save the principles of energy and momentum conservation [6]. This particle,
later named the neutrino by Fermi, was a pariah of the early twentieth century;
Pauli himself admitted that he had done "something terrible" in postulating and
unobservable particle, and Bethe and Peierls remarked in 1934 that the neutrino would
"never be observed" [7, 36]. Indeed, twenty years were to pass before experimentalists
were able to challenge this point of view.

1.2

Early Developments:

1930-1945

Following the conception of the neutrino, in late 1933 Fermi developed a relativistic
Hamiltonian for the weak interaction which was one of the first fruits of the widespread
effort to unify quantum mechanics and special relativity [8]. In it, four relativistic
quantum fields corresponding to a neutron, a proton, an electron, and a neutrino
interact at a single vertex:

0

'WF =

-r EI)OT'pOn 'OeT'v +{h.c},

(1.1)

{T}
where the objects T are elements of sets of tensors which have definite transformation
properties under the Lorentz group, namely the set 1, f{75 , -Y,,

,, o-,,}, and the

numbers {CT} are the relative strengths of the various terms.

Even at this early

stage, Fermi considered that the elusive neutrino might have a nonzero mass, and
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discussed the predictions of his theory on the beta decay spectrum if this were indeed
the case. The prospects for experimentally addressing this possibility looked grim
however in these early days, and with the determination of Bethe and Peierls in 1934
that the neutrino interaction cross section must be less than 10-4 cm 2 [36], no serious
efforts would be made for decades.
From the time of its inception, determining the precise tensor structure of Fermi's
theory was a point of major importance. In the same paper that introduced his theory, Fermi determined that nuclear transitions obeying the selection rules AJ = 0
and AP = 0, now called Fermi transitions in his honor, are due to nonrelativistic
matrix elements which originate from either scalar (1) or vector (-y") terms in his
Hamiltonian.

Three years later, Gamow and Teller showed that another group of

beta decays which have selecion rules of AJ = 0,
(_y

5

_yp)

1 are explained by axial vector

or tensor (a") interactions [10]. A few years later, relativistic considerations

first introduced by Fierz in 1937 showed that the coexistence of scalar and vector or
tensor and axial vector interactions leads to an extra energy dependence in the spectrum of the form 1

+mec 2 /Ee, strongly contradicting experimental observations. [11].

Finally, in 1941 Konopinski and Uhlenbeck performed a multipole expansion on the
transition matrix elements involved in weak decays to explain that 'forbidden' transisions are characterized by the fact that the outgoing /3-electrons have nonzero angular
momentum. Selection rules for these L
with AP = (-I)L.

$

0 transitions obey AJ = L - 1, L, L + 1,

#-

Hence, by the start of the 1940s the classification of nuclear

decay was largely complete, leaving only the possibilities Cs, CT- / 0 and Cv, CA

#

0

for the coefficients appearing in equation 1.1.
The 1930s also saw huge strides made in seemingly unrelated subfields of physics,
especially the understanding of the strong nuclear force.

In 1935, Hideki Yukawa

published his model of the strong force between fermionic nucleons mediated by the
exchange of a boson, historically significant as it was the first instance of an interaction
of this type [37]. In his paper, he also suggested that the same mechanism might be
responsible for weak interactions, albeit with a different coupling to leptons. Two
years later, the muon was discovered by Anderson and Neddermeyer in cosmic ray
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showers, which, before its ferinionic nature was understood, seemed good candidate
for Yukawa's meson since its mass was in the correct range [38]. Somewhat later, in
1942, Sakata and Inoue made the farsighted proposal that Yukawa's meson decays into
particles M and N where M subsequently decays into N, an electron and a neutrino,
though this contribution was not well known outside Japan due to the outbreak of

war [39].
In Europe and the United States, the second world war provided the impetus
for rapid development in nuclear science and technology. On 2 December of 1942,
Fermi and his collaborators at the University of Chicago built a nuclear pile in secret
under the west stands of Stagg Field, initiating the first artificially sustained nuclear
reaction [40].

This work would have a profound effect, politically, militarily and

economically, ushering in the atomic age.

1.3

Postwar Renaissance: 1945-1960

Emboldened by the technology and infrastructure afforded through the development
of nuclear weapons, scientists at mid-century renewed their investigations into the
weak interaction with redoubled effort. Among the first new discoveries of the postwar
era was the pi meson, first observed in 1947 by Powell, Lattes, Occhialini, and collaborators at the University of Bristol in nuclear emulsion exposed to cosmic rays [41].
This was soon revealed to be Yukawa's strong force mediator, and Gardner and Lattes would go on to produce pions artificially in the cyclotron at the University of
California at Berkeley the following year [42].

1947 also saw the discovery of the

scintillation properties of naphthalene by Broser and Kallmann [43, 44], and it was
soon noticed that many other aromatic compounds exhibit similar behavior. These
discoveries would have far-reaching consequences, especially for neutrino physics, as
these types of scintillator can be economically produced at high purity and in large
quantities.
The years following the conclusion of the war also saw much activity in advancing
the theoretical understanding of nuclear physics, and one of the gems of this period
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is the nuclear shell model, introduced in 1949. The idea of the shell model was the
result of the independent efforts of many people and groups, most notably the group
of Haxel, Jensen, and Suess and the more individualized efforts of Mayer and Wigner;
Jensen, Meyer and Wigner all shared the 1963 Nobel prize for their work [15, 16].
Mayer in particular remarked that she was inspired in her resolution of the problem
by a comment from Fermi in which he inquired about the evidence of of spin-orbit
coupling in nuclear states. A few years later in 1953, Konopinski and Langer extended
Fierz's 1937 relativistic analysis to more complex forbidden nuclear decays, showing
again that only the scalar-tensor and vector-axial-vector combinations are possible,
otherwise an energy dependence similar to the original Fierz interference term would
arise [17]. Two years later, Stech and Jensen found that high center of mass energies
E such that mec 2

< E the irrelevance of the mass causes a chiral symmetry to appear

in the Fermi interaction, which again constrains the interaction to be either scalartensor or vector-axial-vector [18]. Finally, in 1954 Yang and Mills introduced the first
theory based on the principle of non-Abelian local gauge invariance, whose group was
SU(2) in their application [46]. Initial interest in the theory was low, however, since
the underlying gauge principle requires that the intermediate bosons be massless.
The intensity of experimental efforts to resolve the tensorial content of the Fermi
theory of weak interactions also waxed in the 1950s, as the number of weakly interacting systems seemed to grow without ceasing as new particles were discovered.
In 1949, the collaboration of Brown discovered a new meson in photographic plates
exposed by balloon. This meson, which they named the

T

and which we know today

as one of the kaons, seemed to decay into three pions [23]. Shortly thereafter, the
collaboration of Armenteros found another meson, which he designated the 0, that
seemingly had the same properties as Brown's r while decaying into two pions rather
than three and thereby violating parity [24]. This identity crisis was the famous r-O
puzzle, which would require a seismic reevaluation of the weak interaction before it
was fully resolved.
The muon, another weakly interacting system discovered in 1937, was rapidly becoming another important tool for understanding Fermi's Hamiltonian. By 1950 its
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beta decay was well studied

enough that a convenient parameterization of its differ-

ential decay rate F had been formulated by Michel, which collected the uncertainty
surrounding the underlying reaction into a few simple parameters, as follows [21]:

d21F
X2 dxdQ
1

.3~2(4
\
C(3 - 3x) + p - (4x - 3) i
3

c,
\(1
3 (4
p, cos (0) ((1 - x) + 6 2 (4x - 3)).
3

(1.2)

In the above, x is the ratio K/Kx., K being the kinetic energy of the outgoing
electron or positron, the four vector p,, is the muon polarization, and the plus sign
in the angularly-dependent term describes muons, whereas the minus sign describes
antimuons. The paramters p,

, and 6, which encode the effects of various tensorial

coefficients in the Fermi Hamiltonian, were the principal objects of investigation.
Since angularly sensitive experiments are comparatively difficult, typical measurments
of this period targeted p alone. One of the first measurements, made by Sagane,
Gardner and Hubbard in 1951, obtained a value of zero for p, strongly favoring
the scalar-tensor option for the Fermi interaction [22].

Two years later, in 1953,

experiments by the groups of Rustad and Ruby and of Allen and Jentschkc observed
the angular correlation between

-electrons and recoiling nuclei in the Gainow-Teller

decay of 6 He [19, 20]. Their results also favored the scalar-tensor option for the weak
interaction over the vector-axial-vector alternative.

Thus began one of the most

embarrassing episodes in the history of the study of the weak interaction, wherein the
entire field was led astray for years as a result of poorly executed early experiments
supported by subsequent confirmation bias.
Finally, the situation began to change in late 1956, when Lee and Yang proposed
an iconoclastic answer to the T-0 puzzle, noting that no experiment had ever been
carried out which directly constrained parity violation in weak interactions [25]. The
missing expriment was performed in short order by Wu and her collaborators at NIST
the following year, observing the asymmetry of electron emission in polarized "Co decay [26]. This experiment, which elegantly and clearly demonstrated parity violation
in the weak interaction, has become a much admired moment in experimental physics.
8

Other work soon followed suit, with a result from Garwin and collaborators observing
the decays of polarized p+ particles stopped in carbon published in support of Wu's
work later the same year [28]. Also in 1957, an experment by Herrmannsfeldt and
collaborators observed that the angular correlations between the
recoiling chlorine nucleus in

35

-positron and the

Ar decay strongly indicate vector type interactions [30].

The year closed with Salam remarking in a review article that parity violation in the
weak interaction relates intimately to the masslessness of the neutrino [29]. By 1958,
the establishment of the vector-axial-vector interaction was complete, crowned by
the exquisite experiment of Goldhaber, Grodzins and Sunyar which directly demonstrated the left-handed helicity of the neutrino. This was accomplished by measuring
the polarization of the 961 keV gamma ray emitted by an excited
a daughter of the K-shell electron capture decay of

1 52

11 2 Sm

nucleus, itself

Eu [31].

Against this dramatic backdrop, other experimenters were looking in earnest for
the missing direct experimental evidence of Pauli's neutrino. In 1952, Rodeback and
Allen developed a nuclear recoil experiment at the University of Illinois that would
provide the first bit of direct confirmation of their existence. Under investigation was
a decay of

37

Ar, produced at Oak Ridge by the bombardment of "Ca.

isotope decays by electron capture from the K and L shells, producing

This argon
37

C1 and a

neutrino in the final state:

37

+ 3 7 C1

Ar + e-

+

le

(1.3)

If conservation of momentum held, the two-body character of the final state allowed
for the inference of an outgoing, unobserved particle if the recoiling chlorine nucleus
could be detected. The experiment was devised to perform a time of flight measurement, in which prompt Auger electrons of about 3 keV produced by the decay of the
electronically excited chlorine were observed in delayed coincidence with the recoiling
ion, which was accelerated into a detector after a flight of 6 cm. With an available
energy

Q

of 816 keV, the expected flight time of 8.5 ps was in good agreement with

the observation after corrections, conclusively demonstrating that momentum and
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energy were being carried away by the unobserved neutrino [45].
In the footsteps of this tantalizing result, an experiment was devised by Cowan
and Reines which aimed to make the first direct detection of neutrino interactions
in matter.

The experiment was designed to observe the inverse beta decay of the

neutron, which proceeds via following reaction:

p + ve - n + e+

(1.4)

In their experiment, Cowan and Reines surrounded a cylindrical vessel containing an
aqueous solution of CdCl2 with an extruded annular tank of organic liquid scintillator which was instrumented in photomultiplier tubes. Perhaps owing to the many
photomultipliers used, Cowan and Reines named their device Herr Auge, meaning
"mister eye" in German. The signature of the inverse beta decay in Herr Auge was a
prompt signal from the back to back 511 keV gammas produced by the annihilation
of the positron followed by a delayed signal from gammas produced in the capture of
the primary neutron on cadmium.
Owing to the small cross section of the reaction, this design requires a powerful
nuclear reactor to produce antineutrinos at the requisite intensity. In 1953, Herr Auge
was first deployed with 300 liters of target scintillator at the Hanford reactor, which
was originally constructed to produce the plutonium for the bomb that killed 75,000
people at Nagasaki. After an ambiguous result, an expanded version was prepared
with 4200 liters of scintillator and redeployed in 1956 at the new Savannah river
nuclear weapons production facility. This version was the first experiment to detect
neutrinos by direct observation, and measured a cross section of 11

2.6 x 10-4 cm 2

for the reaction [47].
The 1950s closed with an early paper of Feynman and Gell-Mann which recast
the Fermi Hamiltonian as a current-current axial vector interaction, complete with
the neutrino field. This work was published in 1958, and as it predates quarks, used

nucleon fields instead [32]:
10

GF'HF

where the parameter

-p(1

--

'75)'b

ep

(1

-~

5

)i/v -I- {h.c},

(1.5)

, called the axial vector coupling constant, is determined by

the details of nucleon structure and has the value -1.2573

+ 0.0028. This paved the

way for later work, which would further recast this low-energy interaction as the limit
of an interaction actually mediated by an intermediate boson. On the experimental
side, remeasurments of the Michel parameter of the muon decay spectrum in 1959 by
Dudziak, Sagane and Vedder finally obtained the correct value of 3/4 for p [35]. By
1963, measurements of 'He decay made by Vise and Rustad returned that measurment
program to orthodoxy as well, delivering results in line with the axial-vector GamowTeller term [34].

1.4

Multiplying Frontiers: 1960-1980

By the time the 1950s came to a close, physics as a whole was well primed for another
period of rapid growth. The resolution of the vector-axial-vector nature of the Fermi
interaction made its description in terms of an intermediate boson possible, which
was a viewpoint that had become increasingly compelling as the fundamental understanding of quantum field theory and the regularization of its infinities had advanced.
Additionally, the 1960s saw the beginnings of a 'second generation' of physics experiments built around new and more powerful particle accelerators, namely the Proton
Synchrotron at CERN which became operational in 1959 and achieved a design energy
of 28 GeV and the 33 GeV Alternating Gradient Synchrotron at Brookhaven National
Laboratory which achieved its design energy in July of 1960.
These new resources immediately excited the imaginations of many physicists, in
particular Pontecorvo and Schwartz who proposed programs of experiments in 1959
and 1960, respectively, to probe the weak interaction with high energy neutrinos from
pion decay [48]. Two years later, Schwartz himself was a collaborator in a landmark
experiment at Brookhaven headed by Lederman which involved aspects of his plan

and resulted in the discovery of the muon neutrino [49].
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This result earned the

collaboration the Nobel Prize in 1988, and confirmed the long-open 1942 hypothesis
of Sakata and Inoue.
This landmark experiment was paralleled by similarly impressive advances in theory, whose principal problem at the beginning of the decade was to understand the
large and ever multiplying number of particles known from observations. Many members of the community were looking with keen interest at the representation theory of
Lie groups by this time, but the key step came in 1961, when Gell-Mann and Ne'eman
independently introduced a classification scheme based on the group SU(3) [52, 51].
This scheme was known as the 'eightfold way', since the representations that are
most useful for classifying mesons are eight dimensional.

Accompanying this shift

in thought was the 1963 result of Cabibbo, which built on previous work done by
Katayaia, Maki, and their respective collaborators. Cabbibo's work demonstrated
that several troublesome experimental puzzles can be resolved in a simple way by
allowing rotations amongst the several types of weak current [53], though its characterization in terms of quarks was not yet possible. Not all efforts of this period
concerned the inner workings of hadrons, however, and building on the discovery of
the muon neutrino as well as foregoing speculative work by Pontecorvo, Maki, Nakagawa, and Sakata proposed in 1962 that the muon and electron neutrinos mix [50].
In 1964 another watershed moment in physics occurred, again in the form of a pair
of independent efforts, when Gell-Mann and Zweig realized that the representations of
SU(3) underlying the eightfold way could be explained clearly if mesons and baryons
were composite particles made up of fractionally charged elements which appear in
three different varieties. Zweig called his hypothetical constituents 'spades', and GellMann chose the name 'quarks' for his [54, 55]. Shortly thereafter and indeed in the
same year, the three independent groups of Maki, Hara and Bjorken and Glashow
proposed the existence of a fourth quark, in an early appeal to the new idea of
generational symmetry [56, 57, 58].

By 1970, the new ideas of current-mixing as

refined by Cabibbo and the quark picture had been combined by Glashow, Iliopolous
and Maiani, who illustrated a mechanism which could eliminate the strangenesschanging neutral currents which had been predicted but remained unobserved [59].
12

However, their cancellation mechanism which in modern language occurs between
the (u, d) quark doublet and the (c, s) doublet requires a fourth quark to work, which
was a difficult proposition to make amidst the overwhelming success of the eightfold
way of SU(3).

Nonetheless, early observational hints of a fourth quark in cosmic

rays published by Niu, Mikumo and Maeda in 1971 were taken seriously by some
physicists. Among this group were Kobayashi and Maskawa, who in 1973 added a
third generation to Cabibbo's two-generation scheme to produce the model of quark
mixing still used today. [60]. A particularly profound consequence of Kobayashi and
Maskawa's work was that it provided a mechanism through which direct CP violation
can occur, though this subtle effect would remain out of reach until the beginning of

the 1990s.
Finally, in November of 1974 a pair of experiments were performed that conclusively demonstrated both the existence of the fourth quark and the usefulness of the
quark model itself, which was theretofore still regarded as speculative.

The exper-

iments, performed by Richter and collaborators at the Stanford Linear Accelerator
Laboratory and Ting and collaborators at the Brookhaven National Lab, discovered
a new heavy meson which came to be called the J/,

seemingly composed of the

missing fourth quark and its antiparticle [62, 61]. So important were these discoveries that they came to be called the 'November Revolution', marking the moment at
which the standard model emerged, eventually assuming the preeminence it enjoys
today.
Following these events, the tide had indeed turned, and subsequent discoveries
were generally seen to shore up the standard model rather than threaten it.

An

early and important example of this type was the discovery of the tau lepton at
SLAC by Perl and his collaboration, the result of a series of experiments performed
between 1974 and 1977 [63]. Though this was certainly work of the highest possible
caliber, earning Perl and his collaborators a Nobel Prize in 1995, that it was in the
end the repetition of the established standard model pattern of generations was soon
suspected.

Such suspicions were soon confirmed with the discovery of the upsilon

particle and its bottom quark constituents by Lederman and his collaborators at
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Fermilab later in 1977 [64].
And thus the stage was set: by the close of the 1970s, though its inadequacies as a
fundamental description of the world were known and much discussed, the standard
model reigned over its subject and those that studied it. Even new vocabulary was
introduced, with the term 'new physics' now used as shorthand for any experimental result that challenged the model's supremacy, and nets were cast out to distant
corners in search of any new surprise. As the dust settled, the neutrino, somewhat
overshadowed in the previous decades by the mushrooming collider industry, quietly
emerged as the last one standing, giving the first glimpse out through the keyhole to
the next room.

1.5

Neutrino Mass Experiments

The idea that neutrinos might have mass dates right back to their conception, with
Fermi adumbrating the consequences that nonzero neutrino mass would have on beta
spectra in 1934, a year after the publication of his theory of the weak interaction [9].
In the intervening eighty years little has changed, in a sense, and beta decay remains
the most powerful experimental probe of the mass of the neutrino.
The beta decay spectrum as normally discussed refers to the probability density for
a radioactive nucleus to emit a beta electron of energy E. Since there is only a finite
amount of energy

Q

available in the decay, this density enjoys compact support on

the energy interval [0,

Q].

Normally, this probabilty density is equivalently expressed

as a rate density dN/dE, which takes the following form in natural units:

dN

d

where

= C-IMI 2 -F(Z,E)-(E+me)-/E+2Eme-(Q-E)

IM1

2

(Q

-

E)2 + m2, (1.6)

- 5.55 is the nuclear transition matrix element for tritium beta decay,

me is the electron mass, mi is the mass of one of the neutrino mass eigenstates, and
C is an overall factor involving the Fermi constant and the Cabibbo angle, given by:
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2G

(17)

os

The Fermi function F(Z, E) in equation 1.6 above captures the effect of the nucleus
on the outgoing wavefunction. A basic initial form that uses Dirac-Coulomb wavefunctions and takes into account the finite nuclear radius R is given by:

Fo(Z, E) = 2 (S + 2)

e,6

2pemec2R)2-

hc

,
( +
IF(3 + 2S)1 2

(1.8)

where if the nuclear charge is Z and the fine structure constant is a, S is given by
/1

- (Za)2 - 1, and 6 by Za/e. For electrons emitted from tritium at its endpoint

at roughly 18 keV, the Fermi function is about 1.18. Adding another level of detail,
we can incorporate the screening effect of atomic electrons on the potential seen by
the outgoing beta electron, yielding a first correction as follows:

F 1 (Z, E - E) = Fo(Z, E - k)

E -F
E

(1.9)

,

with F representing the Thomas-Fermi potential at the nuclear radius, given by
E = 1.45Z 4 / 3 a2me. This is a small correction, especially at high energy, but presages
a much more important effect for neutrino mass studies. This is the action of the
presence of the emitting system's final states, which lie at different energies and may
be populated with different probabilities by the sudden and violent action of beta
decay. If we describe the inital state by the ket II) and the set of final states by the
set of kets

IF)

with energies Ei and assume that the suddenness of the beta decay is

perfect, the presence of these states yield the following decay spectrum:

dE

=C _ |M|12

|(Fi|

2E

)e-F(Z
2)o(,

(E + ie) /E

F +2me

i)

( E - Zit)2 -

- Zi
E
EII(

- (Q - F)Z (Q-7 E)2 +mg

2

2

E -mc

(Qi

771,c4
4

)

dN

- F mrjc2),
(1.10)
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where

) is the Heaviside step function, and the quantity

energy equal to

Q

- E;.

Qi

is a modified decay

The importance of these effects on analyzing data from

a tritium decay experiment becomes paramount at energies less than a few tens of
electron volts. Indeed, such is the complication these final state effects impose on
an experiment in achieving high precision that one can meaningfully divide neutrino
mass experiments into two groups based on which side of this division their precisions

fall.

1.5.1

Stockholm 1972

What could be called the first modern, tritium-based neutrino mass experiment was
that of Bergkvist in 1972 at the University of Stockholm. By the time this experiment was performed, much of the raw woodshedding had been done in demonstrating
that the neutrino mass was likely less than 100 eV, after which there was a lull in
experimental activity up to the discovery of the muon neutrino in 1962. This event
rekindled interest in mass measurements, and advances in technology made pushing
through to higher precision seem possible. However, a major barrier to improvements
in precision as the upper limit drops to tens of electron volts presents itself in that
the physical states of the source rapidly become dominant sources of potential error.
Bergkvist's experiment was the first that fully incorporated the spectrometer resolution function, the electron energy loss function, and the crucial final state distribution
into its analysis in a cohesive way. For this reason, all subsequent tritium beta decay
experiments can be thought of as descendants of the Stockholm experiment, and the
pair of papers describing it are now considered classics in the field [65, 66].
The experimental setup used at Stockholm was also innovative, consisting of a
double-focusing 7rv/

magnetic spectrometer modified specially for its application to

beta endpoint measurments. Normally, resolution in a spectrometer of this kind is
limited by defects relating to the nonzero sizes of the aperture and detector, with resolution generally increasing as these sizes go down. However, this is quite a crippling
situation for an endpoint measurement, since the count rate in the region of interest
is already quite low. An innovation on the part of Bergkvist corrected the associated
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errors by allowing the electric potential across the source face to be nonuniform and
inserting a grid of electrodes at the first focusing point halfway between the source
and the detector.
These technological innovations combined with his thorough and integrated views
on analysis allowed Bergkvist to report the best upper limit on the neutrino mass of
his time, at 55 eV.

1.5.2

Moscow 1981

The next major neutrino mass experiment, attaining near-infamy in the time since
its results were published, was the experiment of Lyubimov and his collaborators performed in Moscow at the Institute for Theoretical and Experimental Physics (ITEP),
Moscow, in 1981. Of all the efforts in the constellation of tritium beta decay experiments, the ITEP experiment is the only one to claim to have made a mass measurement as opposed to an upper limit. Their claim, that rne lies between 14 and
46eV with a most likely value of 35 eV at 99% confidence, was galvanizing, especially
because neutrinos possessing a mass in this range would have profound cosmological
consequences.
The experimental setup used in the ITEP experiment, though falling into the
same basic pattern of source-spectrometer-detector that characterize the most sensitive beta decay experiments, differed in its choice of source and spectrometer from
Bergkvist's work. The source chosen was a thin film of tritiated valine which offers
the advantage that an intense source can be made of this material which has a low
tritium vapor pressure.

However, a major drawback lies in the complexity of the

molecule, making reliable calculations of the final state distribution very difficult.
The spectrometer used at the Moscow experiment was also a new design, invented
by Tret'yakov who was also a collaborator at ITEP. The Tret'yakov spectrometer
employs toroidal sections of alternating magnetic fields guarded by shutters to analyze the momenta of an incoming beam of electrons, which are focused in the regions
between the toroids and at the end where an electron detector is placed.
Though the results of the ITEP experiment turned out in the end to be unverifiable
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by other groups, it can be defensibly said that their work did more to advance the field
than any before or since. In their wake, more than twenty new efforts were spawned,
and enough interest was generated that funding these efforts was justifiable.

Most

importantly, the responses to their analysis and criticisms of their methods generated
new ideas that would help push the limits of precision to new levels in subsequent
experiments.

1.5.3

Los Alamos 1987

Of all the experiments proposed in response to the ITEP result, we single out the work
of Wilkerson, Robertson and collaborators at the Los Alamos National Laboratory
in Santa Fe for particular mention, owing to its deep connection to the KATRIN
experiment described in chapter 3. Aside from sharing personnel, the Los Alamos
experiment also introduced a totally new type of source in response to the difficulties
introduced by the use of complex molecules like the valine employed at ITEP or the
foil used by Bergkvist. The LANL source was ambitious in design, which features
tritium gas released into a tube equipped with a complex pumping apparatus placed
between the source outlet and the inlet of the spectrometer. Surrounding the tube
are long solenoidal magnets which guide the beta electrons through it and down the
beamline.
This source design, called the windowless gaseous tritium source, permitted the
direct use of a beta emitter simple enough that reliable final state calculations could
be furnished for it. Additionally, the estimation of the energy loss function is much
simpler than in the case of a solid or liquid state source, and the resolution of the
spectrometer can be directly measured by injecting radioactive krypton gas into the
device in place of tritium. The spectrometer used was derived from the Tret'yakov
design employed by the ITEP group, but with a number of modifications, including
an external aircoil system used to buck out the terrestrial magnetic field from the
sensitive field regions inside, another feature it shares with the KATRIN experiment.
The LANL experiment, benefiting from the difficulties encountered by ITEP and
the interest it generated in calculating final states for tritium systems, was able to
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establish a neutrino mass upper limit of 27eV at 95% confidence.

1.5.4

Mainz 1999

We close this section with a brief look at the tritium decay experiment performed
at Mainz University throughout the 1990s, which currently holds the best limit on
the neutrino mass at 2.2cV at 95% confidence. This was achieved using a quenchcondensed tritium film source, which was advantageous in that it packed a punch in
luminosity in a small space and with less complexity than required for a Los Alamos
style WGTS. However, at the extreme limits of precision, the solid state effects in a
source of this kind become the main sources of error. Despite this difference in source
technology, the Mainz experiment is in many ways the closest antecessor to KATRIN,
with most the senior personnel on Mainz presently focusing their efforts in Karlsruhe.
The principal similarity between the Mainz and KATRIN experiments is in their
spectrometer design. Indeed, in much the same way that the Los Alamos experiment
introduced a radical new source, the Mainz experiment spectrometer was also innovative, having being designed by Lobashev in the 1980s and first implemented at the
experiment perfomed at his home institution of Troitsk. This spectrometer design
is called the MAC-E filter, and in contrast to the Tret'yakov design it employs both
electric and magnetic fields to analyze incoming electrons. A huge advantage of the
design, which is discussed at length in chapters 3 and 6 is that it solves many of the
luminosity problems that have plagued beta decay experiments with no reduction in
resolution.

1.6

Current Knowledge

The study of neutrinos outside of the general march up to the enthronement of the
standard model was largely a side story, until the late 1990s brought the topic to center stage. In the hunt for physics that would challenge or extend the standard model,
various varieties of grand unified theory had been formulated in an effort to combine
the fundamental forces into one, and among the common predictions these theories
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made was that the proton would be unstable over very long timescales. Large scale experiments were undertaken to seriously study these theories, and looking for evidence
of proton decay typically needed tremendous amounts of very clean material. By the
close of the twentieth century these efforts had advanced enough that their principal
backgrounds were neutrino events. In particular, the Kamiokande experiment, built
in a disused mine from 1982 to 1983, while setting the world's best limit on proton
decay, had found that it could make contributions to neutrino physics as well. Repurposed and upgraded for neutrino observations, the Kamiokande experiment was
succeeded by Kamiokande-I which started taking data in 1985. Fortunately, it was
operational at an extremely opportune moment, coinciding with Supernova 1987A.
This event was recorded at Kamiokande-II, as was the first unquestionable observation
of solar neutrinos.
By the mid 1990s proton decay remained unobserved, and it was beginning to be
suspected that the solution to the solar neutrino deficit first addressed by Ray Davis
in the Homestake experiment lay in neutrino oscillations. Kamiokande-II upgraded
again to Super-Kamiokande in 1996 using a water target fifteen times its previous
mass, both to continue the search for proton decay and to observe the neutrinos
from the sun in greater detail.

In 1998, the collaboration announced that it had

observed evidence for solart neutrino oscillations, galvanizing the community and
sparking great interest in new experiments. Among these was the SNO experiment
in Sudbury, Canada, which was able in 2001 to confirm neutrino oscillations as the
solution to the solar neutrino problem by measuring the neutral current as well as
the charged current interactions in its detector.
The rest, it might be said, is history. With the confirmation of the existence of
neutrino oscillations, physicists had their first taste of new physics since the november revolution a quarter century before.

Since that time, the number of neutrino

experiments has exploded, delivering ever more precise measurments of the mixing
parameters and mass splittings, including measurements using artificially produced
reactor neutrinos, neutrinos born in atmospheric cosmic ray showers, neutrinos from
the sun, and even those produced in the core of the earth, whose best values as of
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2013 are represented in figure 1-1 below. After 80 years of acquaintance, we might at
this stage say that we finally are getting to know Pauli's desparate way out for the
intriguing particle it is, the revelations it has provided us being very much worth the
wait.

m3 =

m2+Am 2
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Figure 1-1: Experimentally measured neutrino
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Chapter 2
Neutrinos in Theoretical Context
At present, neutrinos are believed to be among the fundamental particles that comprise the universe, in the same class as the more readily observable charged quarks and
leptons. Like these particles, neutrinos are fermions of spin one-half represented in
three generations; in distinction to them, however, neutrinos are neutral and they participate only in the weak and gravitational interactions. As discussed in the previous
chapter, neutrinos were thought for many years to be massless, but the observation
of neutrino oscillations in the early 2000s refuted this picture. Neutrinos are now
known to have a non-zero rest mass, although this mass is very small compared to
those of the other fermions, which raises puzzling questions concerning the underlying mechanism of its generation. It is therefore necessary to develop a quantum field
theory of neutrinos and their interactions with the other fundamental fermions which
incorporates nonzero neutrino masses in a general way.
In the following sections, the basic principles of locally gauge invariant quantum
field theories are reviewed, followed by a brief presentation of spontaneous symmetry
breaking in the standard model of Glashow, Salam, and Weinberg. Subsequently, the
interactions predicted by the standard model between the neutrino and the electron
and the neutrino and the neutrino are given at a moderate level of detail. In the final
section, several types of general neutrino mass terms are investigated, concluding with
a brief discussion of a few spectualtive mechanisms for their origination.
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2.1

Gauge Invariance

As with other branches of physics, the number of models in quantum field theory
that are analytically solvable is small.

Consequently, the importance of perturba-

tion theory in extracting information from theories believed to model the physical
world is hard to overstate, and indeed, the now ubiquitous Feyninan diagrams were
originally conceived as mnemonic devices for keeping track of terms in the Dyson
series expansion for Green functions. The analytically accessible results from which
these important tools are built are typically solutions to relativistic field equations,
which themselves are derivable from simple Lagrangian field densities using the EulerLagrange equations. Foremost among these in describing physically realized elementary particles is the Dirac Lagrangian, given below in equation 2.1, which is also the
point of departure for our discussion of local gauge invariance:

C= N(X) (i$ -)V

m)(X),

(2.1)

where we follow common modern notational conventions for suppressing four vector
indices such that x

_

matrices such that $

x

and for the slash in reprsenting contractions with gamma
'y'_D,. In this basic Lagrangian density, we can immediately

point out a symmetry which leaves it invariant, namely the alteration of the spinor
by an overall phase:

4'(x) =e (x).

(2.2)

4'(x)

e

Noether's theorem dictates that this continuous manifold of global symmetry transformations, which looking forward we comment is the Lie group U(1), has a conserved
current associated with it, which is readily found:

JI(X) = OWz7 0(4)

(2.3)

Making use now of the creation and annihilation operators c( , s) and ct(, s) for
particle excitations of three-momentum 'and spin s and d(-, s) and dt(-, s) for the
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analogous antiparticle excitations, we can also write the Fourier expansion for the
correspondingly conserved charge:

Q

f

(2r

'~I(27r)

3 2E(pl

(c(, s)ct (1, s) - d(, s)dt (,

(2.4)
(2.4)

s))

This is readily interpreted, since the sum over spins and integral over momenta act on
a simple combination of number operators which count the particle excitations and
then subtract the total number of antiparticle excitations. Depending on the wider
context, this may express the conservation of electric charge, baryon number, lepton
number, or some other quantity.
We can fairly ask at this point what might happen if the U(1) transformations
introduced in equation 2.2 were not applied globally, throughout all space and time,
but rather locally, allowing the phase a to depend on the point x. Of course, the
original Lagrangian in equation 2.1 does not exhibit this symmetry as it stands, and
must be modified if it is to exhibit it. The problem starts and grows in the derivative
term, which in the unmodified theory represents the contribution of the fermion's
kinetic energy to the Lagrangian density.

Since the locality of our transformation

introduces another type of spacetime dependence to the fermion field, we must correct the derivative term somehow if its interpretation as a kinetic energy is to be
retained under our newly enlarged class of transformations. This is made manifest
by examining the definition of the directional derivative as follows:

71 0,V'(X) = lim

IL(x + En) -

b(x)

.(2.5)

By explicitly asking that an arbitrary and spacetime dependent U(1) transformation
be a symmetry of the theory, we are also implicitly stating that the overall phases of
the spinor 0 as evaluated at different spacetime points cannot be directly compared
as is done above. This is the result of a subtle fact that has crept in to our discussion
as a result of our parameterization of the U(1) through the exponential map. Given
a spinor at a particular spacetime point o(x), we can expand the exponential to show
that infinitesimal transformations acting on it will have the form O(x)
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i-4

0'(x) =

(1 + ice)4(x). From this expansion we can readily see that the tangent space of U(1)
is a real vector space spanned by the number i, or put in exactly equivalent language,
that the number i is the generator of the Lie algebra u(1). However, from the point
of view of 4'(x), a spinor at a different point V7(y) will see a locally different identity
for the group, since these spinors are separated by a nontrivial U(1) transformation.
If we suppose for a moment that this transformation can be written ei 3 , then from
the coordinate system of the spinor at x, the tangent space for the spinor at y is
generated by the number ieo, which for most values of #3 will have real components,
causing it to lie outside of the tangent space at x.
We can correct this by introducing an object U(x, y) called the comparator, which
allows us to perform the subtraction in equation 2.5 in a more meaningful way. In
order to achieve the desired interpretation, the comparator U(x, y) itself must transform under the arbitrary U(1) elements as U(x, y)

-*

subject to the further condition that U(x, x) = 1.

U'(x, y) = e0)

U(x, y)e-a(y),

The comparator is in fact ex-

actly analogous to parallel transport in differential geometry: in the same way that
tangent spaces at two different points on a curved manifold cannot be directly compared, so two spinors that transform as a representation of a Lie group in a theory
demanding local gauge invariance under that group have Lie algebras that cannot be
directly compared. Correcting our fermionic kinetic derivative with this comparator
we obtain:

.i 4( + en) - U(x + en, x)V'(x)

7V"OP.(X) = him

.(2.6)

As a final step, since we know the boundary condition for the comparator at zero
separation, we can replace the comparator above at infinitesimal separation with
-

a form which involves its own directional derivative, namely U(x + en, r) -+ 1

iEgn'A,(x), where we have extracted an overall constant of proportionality g from
the expansion, whose meaning we will clarify shortly. Carrying this out results in

nt1 t' (x) = lim

. '(X + en) - $(x)
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+

iegnt4(

I

(2.7)

which in turn implies that to recover our intended meaning for the derivative in the
Lagrangian, we should use our corrected derivative, called the covariant derivative
D,,, defined in terms of the original according to

(2.8)

D, 1 = ,t + igA,.

Hence, we can rewrite our original Lagrangian density with this new type of derivative
to obtain

-

-

m)4'

gAL47",

(2.9)

where see that the new object A, is coupling to the original Noether current associated with particle number given in 2.3. Recalling that A,, is the gradient of the
comparator which measures the transformations required to connect spacetime points
and seeing that it now shows up in the Lagrangian coupled to a fermionic current,
we are led to wonder whether the comparator and its derivatives actually have might
have some physical significance. We could defensibly ask whether a comparator that
varies quickly from spacetime point to spacetime point might be equipped with some
notion of energy, say that increases or decreases with the intensity of these spacetime
variations. Again, availing ourselves of concepts from differential geometry, or, more
honestly, admitting that we are actually doing differential geometry right now, we can
take A, seriously as a quantum field and build its kinetic energy from the underlying
curvature of the manifold of transformations. In differential geometry this would be
given by the Riemann tensor, which in our case, with an underlying one dimensional
and perforce abelian Lie algebra, is simply the field tensor:

F,, =,,Av - OAl.

(2.10)

We pause here to note that we cannot introduce a mass term into our growing theory
in a natural way, and indeed that terms like m 2 A, A'1 violate the original requirement of gauge invariance. Continuing, an appeal to dimensions and the underlying
requirement that the equation of motion for A,, be derivable from a Lagrangian den27

sity which is a Lorentz scalar leads us to the full Lagrangian for the theory involving
fermions coupled to the field AA:

C =(i

1
m)--F,,F"4-

(2.11)

To review, what we have done here is as follows. Noticing that the Dirac equation
is invariant under the elements of the Lie group U(1), we asked what would come of
making the transformations applied to the fermions variable as a function of spacetime
coordinates.

Seeing that doing so required us to modify the kinetic energy term

of the original Lagrangian to maintain its physical interpretation, we found that a
vector quantity coupled to the Noether current of the U(1) symmetry of the original
theory. Finally, we allowed this quantity to be a quantum field itself, using its role in
comparing fermions at distinct points to guide us in building a kinetic energy term
for it out of its curvature.
What would happen if we took a more active approach, and artificially injected a
large global Lie symmetry into the Dirac Lagrangian and dictated the representation
of the group under which the fermions shall transform, rather than just exploiting
the U(1) group it already manifests? If one chooses the group SU(2), say, and then
demands that the fermions transform in the doublet representation, turning a now
well-worn crank delivers the Yang-Mills Lagrangian.

Picking SU(3) and choosing

the adjoint representation of that group delivers the Lagrangian of quantum chromodynamics. Indeed, the standard model itself starts off in a sense as just another
possible variation of this mechanism, but in a real theory, the natural masslessness
of the gauge fields becomes a problem, contrasting with observation. The solution
to this problem is an ingenious mechanism of mass generation through spontaneous
symmetry breaking, which is the subject of the next section.

2.2

Spontaneous Symmetry Breaking

The standard model, which is a gauge theory of the form described above whose
symmetry group is SU(3) 0 SU(2) & U(1), starts with an assumption that the natural
28

masses of all the fermions involved is zero, allowing for different representations to be
used for the left and right handed components. Indeed, the left handed fermions in the
standard model transform under its SU(2) subgroup in the doublet representation,
whereas the right handed fermions transform as trivial singlet representations, a fact
which forbids any ab initio appearance of Dirac mass terms if gauge symmetry is to
hold in the Lagrangian. Additionally, the Abelian nature of the U(1) subgroup allows
us to specify different couplings to each fermion species. From a certain point of view,
one could state that the differences between the various known fermions is entirely
due to fact that each of these varieties transforms as a different set of representations
under the gauge subgroups of the standard model, or with a different coupling to the
U(1) subgroup.
The most complex class of fermion are the left handed quarks, which transform
nontrivially under each of the three subgroups.

As will be the case for each class

of fermion, there are three occurances of each pattern, one for each generation, so
we give only the structure and covariant derivative for the first quark generation, as
follows:

QL t

gsTjG

+grkW +g' B

QL
QL, (2.12)

9

,

QL

(i)QL

Q

(b)

where the matrices {rT} are the generators of SU(3) in the adjoint representation,
gs is the coupling to the color field, and {G } are the gluon fields; the matrices {Tk}
are the generators of SU(2) in the fundamental doublet representation, {W,} are the
SU(2) fields and g is its coupling to fermions and to itself; and B, and g' are the
remaining U(1) field and coupling respectively. The factor of 1/6 in the U(1) sector
is an expression of the advertised per-species coupling freedom we are allowed for
this abelian group, and it should be noted that until spontaneous symmetry breaking
occurs, the electromagnetic and weak forces will not appear, still remaining mixed
together in the SU(2) 0 U(1) sector. The right-handed partners of the left-handed
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quarks are somewhat simpler, and have the following structure, using the definitions
given above:

()

UR

0

UR(if)UR

a,

-R

+gskGh+ g' B)UR

(b)
(2.13)
DRE
=(

0

d,

DR( i$)DR - DR (i

+ gsTSGp

-

3'B, DR.

Sb)

Like the left-handed quarks, the left-handed leptons also transform as doublets under
SU(2), with their own distinct couplings to the U(1) sector:

LL

(L e),

LL

=iA)L =LL +z kW, 1 -' B L) L- (2.14)

The pattern of their right handed counterparts is similar to that of the quarks, however, right-handed neutrinos are absent in the standard model:

ER2 e,

= ER(i0 - g'B) RR.

ER(ib) E

(2.15)

Thus is standard model, with bosons and fermions all massless and with electromagnetism and the weak force in unrecognizable form before spontaneous symmetry
breaking. The fact that we can introduce a single simple mechanism to achieve this is
the centerpiece of the GSW theory, and which earned Higgs, one of its conceivers, and
Englert, one of its confirmers, a free trip to Stockholm in 2013. The key ingredient is
a scalar particle, now known as the Higgs boson, which transforms as a doublet under
the SU(2) subgroup, and has a coupling of +1g' to the U(1) subgroup. The portion
of the Lagrangian dealing with the Higgs boson is unique, like its scalar character,
and takes the following form:
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LH = (D1H)t(DH) - P2 HtH + A(HtH) 2 ,

D,= 8, + igTkWP" + ig'Bk

(2.16)

If p2 is positive, than this is an ordinary quartic scalar field with a coupling to the

SU(2) sector, and the standard model just gains another particle without anything
particularly special occuring. In the case that p 2 is negative, or that the Higgs is made
tachyonic about a symmetric vacuum, the inherent instability of the arrangement
causes the symmetry of the vacuum to be spontaneously broken. Were it not for the
quartic term, the instability would be unbounded, but in its presence the expectation
v

value of the field finds a new equilibrium at I(H)

-pA/A.

In the wake

of spontaneous symmetry breaking we are left with a boson with mass and a set of
three Goldstone bosons without mass which are associated with the new manifold of
degenerate vacua. This degeneracy is made manifestly clear by selecting a particular
vacuum configuration and parameterizing the doublet in terms of the massive field h
and the Goldstone fields {rk}:

H = eirk

(V 0

"}

(2.17)

V/2(v + h
By performing the particular gauge transformation which removes the Goldstone
4
bosons entirely, we see that they become the longitudinal polarizations of the W/,

fields, signifying that they have acquired mass.

This process is often described in

common parlance as the gauge bosons 'eating' the Goldstone bosons. Having chosen
the vacuum as we did, we can see the masses arise in the kinetic term in the Higgs
Lagrangian, which leads to the following boson mass matrix:
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2

(2.18)

Favoring the spherical components W47:

over their cartesian counterparts WV,{

2

and

diagonalizing of the lower quadrant of the mass matrix finally yields the familiar
photon and the physical W and Z bosons, along with the following relationships:
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(2.19)

/

Z1

z,

M=

0,

tan Ow =

.

(2.20)

As mentioned, the Higgs doublet is also the ultimate source of the fermion masses in
the standard model. This comes about through another set of Higgs bearing terms
in the Lagrangian which connect the new field to the fermions through Yukawa couplings. Since we wish to recover Dirac mass terms for the fermions after spontaneous
symmetry breaking, we will always connect a left-handed unbroken SU(2) doublet
to a a right-handed SU(2) singlet through a Higgs doublet. Specifically, we have the
following Higgs-fermion Lagrangian terms:

1' -Q 2H*U

+

DQLHDR

+YE LLHER +h. c.

LHF(2.21)

U

where the coefficients Yu, Y, and YE, allowing now the full complement of three
generations, are complex 3 x 3 matrices of arbitrary Yukawa couplings. If we again
apply spontaneous symmetry breaking and dictate that the Higgs doublet vacuum
expectation value acquire the form in equation 2.17, these Yukawa terms generate
Dirac-like mass terms, except with mixing between generations allowed, owing to
the arbitrary nature of the underlying couplings. The resulting mass matrices are
proportional to I(H)1:

MU =

1

vU,

1

MD =

1
VYD
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As a final point, we note that the mass matrices can be diagonalized by application of
unitary matrices on either side, giving a notion of mass eigenstates to the quarks and
charged leptons. The up and down type quarks have different mass matrices, which
means they cannot be simultaneously diagonalized, leading to the appearance of the
CKM matrix in weak interactions. In the standard model, the neutrinos are however
degenerate and can therefore take the same diagonalization as do the charged leptons.
This picture disappears however when massive neutrinos are introduced, which is the
subject of the next section.

2.3

Neutrino Mass

The conceptually simplest way to extend the standard model to accomodate massive
neutrinos is certainly to add an additional set of right handed neutrino fields

NR,

which we do not allow to couple to the unbroken U(1) field. These neutrino fields
are sterile apart from their additional Yukawa couplings which after spontaneous
symmetry breaking generate Dirac mass terms analgous to those that generate the
up quark masses:

L'HF

HF

YN.LLi

2H*NR+

h. c.

(2.23)

Associated with this new field is the Dirac neutrino mass matrix, again proprtional
to the vacuum expectation value of the Higgs:

1
VYN-

A'IN

(-

The consequences of this term are to introduce three-generation neutrino mixing, in
this case so far an exact analogue to quark flavor mixing as captured in the CKM
matrix. The matrix describing this mixing of lepton flavors is called the PMNS matrix,
after its founders Pontecorvo, Maki, Nakagawa, and Sakata as described above in
chapter 1. Modifying the underlying Lagrangian in this way, which preserves lepton

number and is relatively simple to understand, is nonetheless undesirable from a
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standpoint of naturalness. That the neutrinos, whose masses are separated from the
other fermions by six orders of magnitude, should receive their masses by the same
mechanism would be uncomfortably arbitrary. Indeed, though the modern viewpoint
holds that the standard model is only an effective field theory valid at energies below
some higher GUT scale, leading us to expect that certain aspects of physics will remain
unexplained until a more complete theory is known, we nontheless have access within
the standard model itself to a mechanism which delivers small neutrino masses in a
more natural way.
This mechanism relies on the 1937 relativistic field equation of Ettore Majorana,
who, interested in neutrinos, found a way in which neutrinos of only one helicity can
have a dynamic mass.

To draw this distinction more clearly, the Dirac equation's

mass term couples together Weyl spinors of left and right helicity, which individually
transform as the

(1,

0) and (0,

})

representations of the Lorentz group. The Dirac

fermion, therefore, transforms as the

(1,

0) ( (0, 1) representation, with no constraints

at all on the spinors involved. One can however make a sensible theory under some
additional constraints, which include, as Majorana discovered, that the underlying
spinors

4Y

satisfy the following relationship:

V) = 70CO*,
where C is the matrix which satisfies C-1-,C

(2.25)
=

The sacrifice one makes,

however, in imposing this constraint, is that the global U(1) symmetry, which is
intimately related to electromagnetism, is lost. Majorana fermions therefore do not
have any notion of conserved particle number or electric charge - they are their own
antiparticles and by construction must be electrically neutral. However, they do still
transform in the same representation of the Lorentz group as do the Dirac fermions.
Imposing the Majorana condition and its comcomitant disposal of U(1) symmetry
allows for a new type of mass term which couples the left-handed neutrino field with
its charge conjugated parter, and for a spinor 0 this explicitly takes the following
form:
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S= -m

(2.26)

+ h. c.,

i4)

2

where the superscript appearing in ( 4 )c indicates the operation of charge congugation, and the overall normalization of 1/2 is to obtain a correct normalization in the
presence of the restrictive Majorana condition. We are even free to specify independently that ?P be only left or right handed, allowing for different masses for the two
chiralities. However, in trying to induce the standard model to generate such terms
upon sponetaneous symmetry breaking, we run into a snag: the combination

4

(/)c

is

an SU(2) triplet, so a straight Majorana mass term must have the form Y (V)'-H
The coupling of the term, Y/M, has dimensions of inverse mass, indicating that this
is not a renormalizable term. It is possible to circumvent this by introducing another
spontaneously broken Higgs, this time a tripliet, which couples to the left handed
lepton doublet and its charge conjugated partner as well as the doublet Higgs.
If we allow ourselves to ignore these fundamental questions and simply permit
that a Majorana mass term has been introduced somehow, we are in a position to
combine this with the Dirac term described above, resulting in a mechanism which
drives down the neutrino masses in a natural way. The most general type of mass
term we can write will include all of these types, which takes the form:

LAID =

SL-mD VR + ~~VL mL

-

1
VL + 1mR VR-

2

Noting that v4 mD VR can also be written as vbm

2

(2.27)
, we can break the term into

two pieces, enabling the use a very suggestive matrix notation:

1J

/\ML RID

LAID = 2

)+

T
\ mD

m1 R

h. c.

(2.28)

yR/

We pause here to remark that we will reintroduce the full complement of generations,
in which case the quantities mD,

mL,

and

mR

again become 3 x 3 matrices. Further-

more, we are now free to assume that MD is of the same order as the other fermions,
likely exhibiting the same mysterious generational hierarchy as do the masses of these
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particles.

Crucially, since the Majorana terms must be generated by some other

mechanism outside of the standard model, as indicated by the nonrenormalizability
of the operators that we have reviewed, they are not subject to the same naturalness
restrictions that constrain terms of the Dirac type.
ML <

Indeed, we are free to choose

MD K< mR, which is a scheme supported by observational evidence.

Upon

diagonalization of the mass matrix under these conditions, we are left with a light
left-handed neutrino mass by acceptably natural means, as captured in the following
relationship:

m ~

-mL

T
DMD
mR

(2.29)

This is the famous seesaw mechanism, which might explain the puzzlingly low masses
of the neutrinos. On the basis of this mechanism, and specifically its wider context in
which the right handed neutrino receives a huge mass from an as yet unknown source
beyond the standard model, the claim is often made that neutrino mass measurements
provide the first glimpse of physics beyond the electroweak scale. To support this
exciting claim, however, the masses themselves must be measured, which can be
fairly said to be the biggest remaining hole in particle physics after the discovery of
the Higgs in 2013. That it has not yet been done is testament to its difficulty, and to
finally do so will require innovations that push technology to new limits of precision.
The remainder of this document is dedicated to the description of two such efforts,
the

KATRIN

and Project8 experiments.
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Chapter 3
The KATRIN Experiment
The goal of the

KATRIN

experiment is a direct measurement of the effective electron

antineutrino mass through the precise determination of the location and shape of the
high-energy endpoint of the tritium /3-decay spectrum. As introduced in chapter 1,
the lowest upper bound on this effective mass was set by the collaboration of the Mainz
Neutrino Mass Experiment, at 2.8 eV with 95% confidence level[67]. The

KATRIN

experiment, which is a direct successor to the Mainz experiment, will improve this
limit tenfold, having a design sensitivity of 200 meV.
In order to achieve such unprecedented precision,

KATRIN

relies on the proven

Magnetic Adiabatic Collimation with Electrostatic filtration (hereafter as MAC-E)
spectroscopic technique, a design feature it shares with the Mainz experiment. Unlike Mainz, however, rather than a condensed film of tritium the

KATRIN

experiment

uses an extremely stable Windowless Gaseous Tritium Source (hereafter as

WGTS).

Conceptually, the MAc-E filter is an integrating spectrometer, permitting electrons
of energy above a variable cutoff to pass through the spectrometer to the detector
while rejecting those electrons below the cutoff energy.

By making sensitive mea-

surements of the endpoint of the 13 spectrum, where the non-zero rest mass of the
neutrino has the greatest influence, the neutrino mass can be extracted through an
examination of the spectral curvature. To achieve the ambitious design sensitivity of
200 mcV, the

KATRIN

experiment's strategy has been to take proven techniques and

push them to their technological limits. As described in the succeeding sections, this
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strategy applies from the core MAC-E experimental technique all the way to essential
peripheral monitoring and quality control systems and simulation software.
Currently, KATRIN is under construction at its final site in the Tritium Laboratory
at Campus North of the Karlsruher Institut fur Technologie in Karlsruhe, Germany.
KATRIN has successfully completed its first spectrometer and detector section commissioning measurements as of September 2013, and will begin taking neutrino mass
data in late 2016.

3.1

Experimental Overview of KATRIN

In broad strokes, the design of KATRIN is the pairing of two ideas, realized in
atrin at the cutting edges of their respective technological progressions: the WGTS and
the MAc-E. In the WGTS, a cold, stable column of tritium gas enclosed in a beam tube
emits electrons into a strong, uniform magnetic field of 3.8 tesla. The electrons are
confined and guided by this magnetic field, and may only move long distances along
the field lines. This strong field is maintained from the outlet of the WGTS through
two transport sections, the Differential Pumping Section (hereafter as DPs) and the
Cryogenic Pumping Section (hereafter as CPs). These transport sections serve to
remove residual tritium atoms from the WGTs and also house several diagnostic and
calibration devices.

From the outlet port of the transport sections, the /3-electrons

enter a small MAC-E filter, the pre-spectrometer, which in its original design cuts
out the vast majority of low-energy electrons from the source.

Following the pre-

spectrometer, electrons enter the gigantic main spectrometer, which is currently the
largest vacuum vessel in the world, where their energies are analyzed to a precision
of less than one electron volt. Downstream from the main spectrometer the magnetic
field picks up again, increasing in strength in the pinch region to six tesla, the strongest
magnetic field in the experiment. Electrons that pass through this field then enter
the detector region, where they are electrostatically accelerated and a 5.6 tesla field
is maintained. At the end of the beamline, these electrons are boosted by 30 keV and
strike the silicon Focal Plane Detector (hereafter as FPD) wafer, creating a small
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signal which is registered as a count. Indeed, the elegant design of

KATRIN

solves

both the luminosity and precision problems introduced in chapter 1 in a single stroke
with the MAC-E principle, basing the neutrino mass determination on a reliable and
robust counting experiment. A side view schematic of the entire

KATRIN

experiment

appears below in figure 3-1, with the main components noted using the abbreviations
introduced in this chapter.

IMain Spectrometer

I

CPS

FPD
DWGTS
Pre Spectrometer

DPS|

Figure 3-1: Isometric view of the entire KATRIN experiment. Main components
are labelled with abbreviations introduced in the text.

3.2

Source Section

As introduced in the preceding section, the /3-electron source for

KATRIN

is a mass

of cold tritium gas whose housing has a windowless design first undertaken and successfully implemented by the neutrino mass experiment at Los Alamos National Laboratory [68].

A similar source using this design was first successfully paired with

a MAc-E spectrometer by the neutrino mass experiment at Troitsk during the the

1990s [69].
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3.2.1

WGTS

Conceptually, the WGTS consists of a 10 meter long, 90 millimeter wide steel beam
tube with open ends. Tritium is injected into the midpoint of this beam tube through
a system of capillaries which open into the beam tube through an array of small
holes, designed specially to allow the gas to diffuse homogeneously into the tube
and eliminating turbulent jets. The injection pressure of tritium entering the beam
tube is tightly maintained at 3.35 x 10-6 pbar by the stabilization mechanism of the
closed tritium loop system.

Additionally, the beam tube itself is maintained at a

uniform and constant temperature of 27 K

30 mK by means of a system containing

both liquid and gaseous neon which are in thermodynamic equilibrium with each
other at their transition point. The slope OP/&T of the neon liquid-gas transition
in the pressure-temperature plane allows for control of the overall temperature and
maintainence of its stability by selecting and carefully stabilizing the pressure of the
gaseous component. Both the temperature and pressure of the tritium in the beam
tube must be independently very stable in order to deliver a stable tritium column
density. Deviance of the total column density from stability has a strongly negative
systematic impact on the sensitiviy on the

KATRIN

experiment, and furthermore must

have a value that is on the one hand high enough to deliver good luminosity while
on the other low enough to reduce losses arising from /-electrons scattering within
the bulk of the gas. For the

KATRIN

design, the optimal value for this parameter

is found to be 8.3 x 10- 7 mol/cm 2, with a necessary stability of better than 1 partper-thousand. A CAD drawing of the WGTS enclosure with principal parts marked
appears below in figure 3-2
After tritium gas is injected at the midpoint of the

WGTS

beam tube, it must

be removed symmetrically from both open ends to prevent contamination of other
parts of the experiment. Such contamination would present a hazard to equipment
and personnel, and furthermore has strongly negative effects on the sensitivity of the
experiment. This is especially true of tritium decaying in the spectrometers, which
can lead to a particularly insidious type of background, discussed further in section
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downstream tritium
removal (DPS-1F)

upstream tritium
removal (DPS-1R)

central tritium
injection region

downstream beam tube port
Figure 3-2: An annotated CAD drawing of the WGTS system.
region, beam tube port, DPS1-R and DPS1-F subsystems are marked.

The injection

3.4. The majority of the tritium flowing through the ends of the WGTS beam tube
is removed mechanically by the first stages Differential Pumping Section. The DPs1
subsystem is comprised of two modules, situated at the Front and Rear of the beam
tube (hereafter as DPsl-F and DPs1-R), which are mirror images of one another.
Both the DPSl-F and DPsl-R systems support a battery of six large turbomolecular
pumps, each capable of a pumping speed of 2000 e/s.

These pumps are arranged

specially in a cascade, which enables each DPs1 system to reduce the tritium loads
they encounter by a factor of 103 . The tritium pumped out by the Dps1 systems
is fed back into the closed tritium loop system where it is recycled and repurified,
ensuring isotopic purity at a level of ET2 > 95%.
Surrounding the entire WGTS beam tube and Dps1 subsystems is an arrangement
of cylindrical liquid helium cryostats which contain a series of superconducting magnet
coils. These magnet coils must maintain an axial field of 3.6 tesla at maximum possible
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Figure 3-3: Injection and DPS1 regions of the WGTS. Tritium gas is pumped into
the beam tube at low pressure through the injection region at the center of the WGTS, shown
at left, and removed at either ened by mirrored DPS1 modules, whosn at right.

stability throughout the length of the WGTS arrangement in order to guide the

#-

electrons either downstream to the transport section or upstream to the monitoring
and calibration system. Since it is practially unfeasable to homogenously enclose the
entire beam tube with magnet coils, gaps must be introduced. Simulations indicate
that the small magnetic-mirror traps introduced by the gaps lead to a negligible
background from trapped electrons that subsequently scatter out of the traps.

3.3

Transport Section

Following the WGTS and its integrated Dps1 susbsystem, electrons produced in the
source are magnetically guided to the transport section where they travel through a
series of major components whose primary purpose is the removal of residual tritium
streaming out of the source.

Immediately after the WGTS is a second differential

pumping section, the Differential Pumping Section 2, which has only a Forwardpositioned realization (hereafter as DPs2-F). The DPs2-F is equipped with a battery
of turbomolecular pumps situated in four groups of pumping ports, specially arranged
for maximum efficiency in removing tritium. After the DPS2-F, miniscule amounts of
residual tritium and the fast /-electrons flow into another major component, called
the Cryogenic Pumping Section (hereafter as CPs). This component entrains the
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final remnants of the tritium from the WGTS in a layer of argon snow, precipitated
under precisely controlled conditions onto the inner surfaces of a series of beam tubes.
While the combined DPs2-F and CPS modules have tritium flow rate reduction from
1.853 mbar f/s to 10-14 mbar f/s as their primary task, they also house a number of
important quality control and calibration subsystems. These as well as a detailed
description of their primary functions appear in the sections below.

3.3.1

DPS2-F

As introduced above, the DPS2-F is another differential pumping section, similar to
the DPs1 system in the WGTS system in that it uses turbopumps to eliminate residual
tritium. Broadly speaking, the DPs2-F consists of a series of five beam tubes, each
of which is surrounded by a superconducting solenoid to provide a magnetic field
of 5.6 tesla.

The beam tubes are each 1 meter in length with a diameter of 75

millimeters, providing a nominal conductance of 80 f/ sec. The stronger field in the
DPS2-F in comparision with that in the WGTS means the desired flux enclosure at
the source, nominally 191 T cm 2 , fits in a tube with a diameter of 66 mm, leaving
4 mm of radial clearance.

At the intersections of the beam tubes, pumping ports

are installed which have a set of turbomolecular pumps attached.

Each of these

pumping ports has a channel with a conductance of 2000 f/s, and is mated to a
turbopump rated at better than 2000 mbar f/s for molecular hydrogen. This great
difference in the pumping speed of the ports and the beam tube is the basis for the
differential pumping mechanism. Additionally, the five beam tubes of the Dps2-F are
arranged in a chicane, with the second and fourth tubes being offset from the other
tubes by 200. This angular offset denies streaming neutral tritium line-of-sight travel
between the source and spectrometers, and slightly improves the differential pumping
characteristics of the DPS2-F. In figure 3-4 below, a side view of a detailed CAD
model of the DPs2-F is shown.
In addition to its role in removing tritium, the DPS2-F also is home to an important tritium monitoring subsystem, called the Fourier Transform - Ion Cyclotron
Resonance detector and developed at the University of Heidelberg. In the FT-ICR
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surrounding beamtubes
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Figure 3-4: An annotated CAD drawing of the DPS2-F system. Annotations
indicate the five beam tubes in a chicane arrangement with their surrounding solenoids as
well as the four large turbomolcularpumps responsible for removing tritium.

module, residual tritium ions streaming through the DPs2-F are captured in a classical
Penning trap design which combines a solenoidal field and axial trapping electrodes,
with the central ring electrode split into a few arc-like components. Ions trapped in
the Penning trap move about the magnetic field lines with a cyclotron frequency that
is inversely proportional to their mass. As the ions move past the split rings, image
charges are induced on the rings which produces signals in a set of extremely sensitive
differential amplifiers. By acquiring this signal and analyzing its frequency content
through Fourier transforms, the FT-ICR device can provide an excellent measurement
of the mass spectrum content in its environment, hence indicating the amount of tritium at that point. By placing two FT-ICR modules within the DPs2-F, its efficacy
in pumping out tritium can be precisely measured. A pair of photographs of one of
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the FT-ICR devices with one looking down its bore into the center of the penning
trap is found below, in figure 3-5.

Figure 3-5: A pair of photographs of the FT-ICR device. Devices are deployed in
the pumping outlet manifolds of the DPS2-F for measuring tritium ion content at up and
downstream positions. At left, a view down the bore of the device with electrodes visible. At
right, a side view of the device to show aspect.

3.3.2

CPS

Subsequent to the DPS2-F in the transport section of KATRIN is the Cps. Like to
the DPs2-F, the Cps has a chicane arrangement of beam tubes to prevent line-ofsight streaming of tritium into the spectrometers.

As in the Dps, these tubes are

surrounded by superconducting magnet coils providing a field of 5.6 tesla. The cryogenic pumping of tritium out of the beamline is achieved by bathing the beam tubes
themselves in liquid helium held at 3 K and preparing the surface of the beamtube
with a suitable material. As tritium flows from the DPS2-F, collisions with the wall
can either lead to a cooling of the tritium molecules and ions or to them becoming
embedded in the entrainment material itself.

Potential materials include graphite

or, the favored option at KATRIN, polycrystalline argon frost. With both materials,
cryogenic entrapment is not reversible while the Cps beamtube remains cold.

In

order to meet the target permissible tritium flux of 10-1 mbar f/s into the spectrom7
eters, the Cps must provide a reduction factor on the order 10 in tritium number

density. Given its large surface area, this figure translates into the entrainment of
107 tritium molecules per day, which is negligible compared to its large capacity over

45

a single measurment period. An overall figure of the CPS is shown below in figure
3-6, followed by a photograph of the internal magnet and cryostat assembly taken in

February 2014 in figure 3-7.

heimcooling tre

calibration system

beam tube

liquid helium cryostats

Figure 3-6: CAD model of the CPS system. Model is partially cut away to show
some of the internal detail. The chicane in the beam pth, the calibration instrumentation,
the cryostats and the beam tube itself are all clearly visible.

The CPS also houses several important monitoring and calibration systems. In
addition to standard instruments such as RGAs and pressure sensors, it is proposed
that one of the CPS magnets be of split-coil arrangement to allow for the insertion
of calibration sources.

Into this calibration port, a source made from a quench-

3
condensed film of either T 2 or S mKrcould be inserted. Having the option to insert

calibration sources at this position in the beamline allows for characterization of
the downstream spectrometers and detector independent of the interposing body of
tritium gas presented by the WGTS. In particular, the possibility of using a T2 source
at this position allows for an independent measurement of its /-spectrum.
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Figure 3-7: Photograph of the partially assembled CPS system. Taken at the ASG
facility in Genoa, Italy in February 2014. The individual cryostats for the superconducting
magnets are all visible and sit in half of the cold mass shell.

3.4

Spectrometer Section

Following the source and transport sections, the beamline of KATRIN is essentially
tritium free, and the adiabatic guidance of the signal electrons means they retain
almost all of their original energy as long as scattering has not occurred.

Energy

losses due to synchrotron radiation during transport from the WGTS to the beginning
of the spectrometer section amount to only as much as 140 meV if the pitch angle of
the electron momentum to the magnetic field is large and the electron starts at the
rear of the WGTS, which is a tolerably small fraction and within the error budget of
the experiment.

On the other hand, the likelihood of scattering occurring between

the source section and the spectrometers is about 40%. This fact complicates the
analysis of the recieved spectral shape far from the endpoint, which affects studies
hunting for exotic effects like kinds from sterile neutrino species. Near the endpoin
however, the effect of scattering on the spectral shape is mainly to diminish luminosity,
since inelastic scattering will most likely result in an energy loss on the order of 10 eV,
moving the scattered electron well outside the transmission band of the spectrometer.
A fuller account of the motion of both signal and background generating electrons in
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the experiment, including the operating principles of MAC-E filters and scattering in
the source will be discussed below, in section 3.6.

3.4.1

Pre-Spectrometer

The first spectrometer encounterered by signal electrons on the journey from the
source is the pre-spectrometer, which is a MAC-E filter originally designed to reduce
the total count rate from 1010 Hz to ~10 4 Hz. Since its original purpose was background reduction, it does not need to be as precise as the main spectrometer, and can
therefore be physically smaller. Correspondingly, it only has a length of 3.38 m and
a diameter of 1.68m. Inside the pre-spectrometer is a system composed of various
types of electrodes which provide the retarding potential necessary to its function
as a MAC-E filter. In a departure from the design used in the Mainz and Troitsk
experiments, the pre-spectrometer vessel itself is set on a high negative voltage, which
reduces the risk of developing high internal fields and thus discharges. Consequently,
however, the attachments at the upstream and downstream ports must include a large
ceramic insulator, since the beam tubes on either end must be at ground potential.
As an electron enters the pre-spectrometer, the first electrode component it encounters is one of a mirrored pair of solid conical titanium grounding electrodes,
which are installed just inside each of the two ports on the ground side of the ceramic break. The purpose of the ground electrodes is to prolong the transition region
between the region at ground and that at potential, allowing the magnetic field to
drop in strength and thus convert transverse to longitudinal momentum. Both of the
ground electrodes are terminated in a ring on the interior edge to shape the field lines
and to reduce field emission effects.

On the interior sides of the ground elecrodes

are another pair of solid, conical electrodes which provide the first retarding fields
experienced by the transiting electrons. These electrodes are also arranged in a pair
mirrored about the central symmetry plane of the spectrometer, and are set at a
somewhat lower retarding potential than the vessel hull.
Finally, the central region of the spectrometer is covered by a barrel-shaped wire
electrode array, with the wires strung longitudinally between a system of hoops sup-
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ported by struts. The use of a wire array in the central region of the spectrometer
allows for a novel background reduction technique, namely that the internal wire
array can be held at a voltage slightly below that of the vessel hull, repelling lowenergy secondaries produced at the hull's interior surface by spallation of high-energy
cosmic rays. High energy secondaries, on the other hand, are diverted back into the
vessel hull by the residual magnetic field of the entrance and exit solenoids. Since
the interiror electrodes are constructed from wires, a very small cross sectional area
is presented to cosmic rays that pass through the vessel, thus drasically reducing the
possibility of this mechanism occurring at the electrode surface itself. A CAD drawing of the pre-spectrometer is shown below, in figure 3-8. Components discussed in
the text are labelled in the diagram.
pumping ports

ground electrode
entrance
solenoid

Figure 3-8: CAD model of the pre-spectrometer. Model hull is rendered translucently
to show the internal electrode sstructure.
In addition to its role within the KATRIN beamline, the pre-spectrometer, being
the first constructed amongst the KATRIN components, has served a very important
practical role as an early testbed for etechniques to be used at the main spectrom49

eter.

During its very successful operational run as a standalone component, the

pre-spectrometer was used to demonstrate the the high-vacuum techniques planned
for the main spectrometer were capable of drawing a very large volume down to the
10-11 mbar range. Work at the pre-spectrometer also validated the high voltage delivery scheme planned for use at the main spectrometer, demonstrating that potential
s high as 35 kV could be maintained with a noise level under 30 mV RMS over a
broad band. Additionally, the investigations at the pre-spectrometer revealed the existence of theretofore unknown background production mechanisms; most prominent
among these were Penning trap discharges which would have overwhelmed the main
spectrometer had they remained undiscovered. Penning traps arise when the electric
potential along a magnetic field line exhibits a local minimum. These minima can
then trap electrons and fill up ,a process which is subject to a positive feedback mechanism since the ionization of residual gas by tht etrapped electrons creates positive
ions which fly to the electrodes and strike them, releasing further electrons with which
to populate the trap. UV photons and positive ions produced in the Penning trap can
also cause secondary ionizations to occur within the bulk volume of the spectrometer.
Electrons produced in thse secondary ionizations are typically generated with a few
volts of kinetic energy in regions where the background potential is nearly that of
the vessel; subsequently these electrons are accelerated as they exit the spectrometer
and have the same kinetic energy as signal electrons when they reach the detector,
resulting in an elevated background level which is not distinguishable from the signal
in any way. The insidious nature of this sort of background resulted in a complete
and precise redesign of the ground electrode system of the main spectrometer.

3.4.2

Main Spectrometer

If an electron has a suitable trajectory to allow it pass through the pre-spectrometer, it
will enter the main spectrometer, the largest component of the KATRIN experiment.
The main spectrometer measures 23.8 m in length by 9.8 in in diameter, and with
a volume 1.4 x 106f., it is the largest vacuum vessel in the world by a comfortable
margin. The enormous size of the main spectrometer allows the strong magnetic fields
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driven by the superconducting solenoids at its entrance and exit ports to drop by four
orders of magnitude while maintaining ultra high vacuum conditions throughout the
entire flux tube. Indeed, the precision of a MAC-E filter depends to lowest order on
the ratio between the maximum and minimum magnetic fields present in the filter,
hence the precision fo this type of spectrometer scales with its size. In the case of
the main spectreimeter, the field strengths a the exit port and analyzing plane are
6 T and 30 mT respectively, allowing for an overall energy resolution of 930 meV. A
picture of the main spectrometer taken at the manufacturer before its shipment to
Karlsruhe appears below in figure 3-9.

Figure 3-9: Photograph of the Main Spectrometer. Picture was taken soon after the
conclusion of primary welding at the MAN DWE plant in Deggendorf, Bavaria.

One of the major drawbacks of the MAc-E design stems from the fact that high
precision spectrometers are also excellent magnetic bottles. As such, electrons arising
from nuclear interaction within the volume of the main spectrometer have a very high
likelihood of being trapped as long as their motion remains mostly adiabatic. The
high vacuum conditions found at the main spectrometer further ensure that such a
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trapped high energy electron will remain trapped for a long time, since the trapped
electron can only cool down effectively by ionizing the rarefied residual gas, which is
principally composed of hydrogen emanating from the vessel walls. These conditions
combined with the huge volume of the main spectrometer mean that KATRIN is
particularly vulnerable to backgrounds originating from nuclear decays. To illustrate
the mechanism, a single 200 keV shake off electron originating from radon a-decay can
take up to three hours to cool to the point that it exits the spectrometer. During the
period of time that this high energy electron is trapped and ionizing residual hydrogen,
the secondaries it produces in the high voltage region will be accelerated toward the
entrance or exit ports. These secondaries only have about 5 eV of initial kinetic energy,
meaning they will have a kinetic energy almost equal to the spectrometer potential
if they reach the detector. Even though the excellent vacuum conditions ensure that
the tiem between ionizations is long, signal electrons from near the tritium endpoint
are yet rarer as noted in chapter 1, meaning that a single nuclear decay within the
volume of the spectrometer can drown out the signal for several hours.
It is difficult to overstate the threat these types of background pose to the sensitivity of the experiment as a whole. Consequently, the study of both the transmission
and storage characteristics of MAc-E filters using simulations can provide valuable
insights that improve the sensitivity of the entire experiment.

A program of these

simulations is carried out subsequently in chapter 6, as well as a physical experiment
demonstrating the efficacy of a particular background reduction technique.

3.5

Detector Section

After passing through the pinch magnet at the downstream end of the main spectrometer, signal electrons enter the detector section. The primary purpose of this
component of KATRIN is to record at high efficiency those signal electrons that have
passed through the electrostatic spectrometer section, essentially functioning as a
high-fidelity counter. This is achieved using a segmented silicon wafer functioning
as a PIN diode, described in greater detail in section 3.5.1.
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In order to keep the

Figure 3-10: Photograph of the Main Spectrometer wire modules. Picture was
taken between the conclusion of wire module installationand vessel closure in summer 2012.

trajectories of electrons that have passed through the pinch magnet confined to a
small cross-sectional area, a strong magnetic field must be maintained after the pinch.
This is achieved by placing the entire detector section inside the bore of a relatively
uniform solenoidal magnet with a field of 5.7 T, slightly less than that at the center of
the pinch. In addition to these systems which are directly involved in confining and
recording electrons, the detector section also houses a few auxiliary diagnostic devices
which have important roles in calibrating and understanding the spectrum of electrons
recieved at the silicon detector. A CAD drawing of the entire detector section and
its major subsystems appears below in figure 3-11, with components labeled that are
described in the text.
First among the auxiliaries is the post-acceleration system, which provides up to
30 keV of additional kinetic energy to transmitted electrons using a solid horn-shaped
electrode. This is advantageous because it moves the electron signals far above the
background intrinsic to the silicon wafer, which drops o dramatically as collected
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Figure 3-11: CAD Drawing of the Detector Section. An exploded view of the detector
section at Katrin shows the internal subsystems and superconducting magnets.

charge increases. Since electron energy is very nearly linearly correlated with charge,
this removes a significant amount of the noise floor from under the signal peak. More
importantly, post acceleration increases the longitudinal energy of passing electrons,
thus bringing an incident electrons momentum more nearly normal to the surface of
the silcon wafer when it strikes. This decreases the probability of backscattering,
which if it occurs can result in multiple hits which each contain only a fraction of the
electrons total energy. It is particularly desirable to avoid backgrounds of this kind
in a counting experiment such as KATRIN.
Another auxiliary system is the Pulcinella calibration device, which uses a specially designed ultraviolet light source to evenly illuminate a titanium disk. The disk
normally resides out of the beam path in a stowing compartment, and can be moved
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into position in front of the detector when calibrations are performed. When in position, ultraviolet light from a specially designed optics system ejects electrons from the
disk via the photoelectric effect, and a picoammeter integrated into Pulcinella allows
a precise measurement of the photocurrent induced.

Comparing this photocurrent

with the hit rate registered at the detector allows for an absolute efficiency to be
measured.

Finally, the detector region is equipped with a muon veto system, which helps
to remove backgrounds due to high energy cosmic rays. Recalling that the postacceleration electrode is formed from a solid piece of metal, it is vulnerable to the
spallation-induced backgrounds that are avoided by using wire electrodes at the spectrometers, which cannot be used in the detector region due to space constraints.
Additionally, cosmic rays can interact directly with the silicon detector wafer, potentially registering false signal hits. The muon veto aims to mitigate these effects
using a passive outer cylindrical lead shield which surrounds an internal active veto
system. The active veto is comprised of cylindrical segments and an endcap of acrylic
scintillator which bear grooves containing loops of wavelength shifting fibers. These
fibers feed out to multipixel photon counters (MPPCs) which are solid state devices
capable of counting single photons, similar in some respects to the photomultiplier
tubes (PMTs) which are often used in these applications. Since the active part of the
veto system provides accurate timing information on when cosmic rays cross through
it, hits at the detector falling temporally near a veto hit can be rejected.

In distinction to PMTs, MPPCs require a much lower bias voltage and can be
operated in high magnetic field environments like that found in the detector region,
making them a convenient choice for the Katrin veto. MPPCs also differ from PMTs
in the characteristics of their intrinsic background rates, which exhibits a strong
temperature dependence. Schemes to cool the MPPCs have been implemented which
bring their background rates to an acceptable level, though solutions that do not rely
on external cooling are currently being sought.
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3.5.1

FPD

The heart of the detector section is the focal plane detector itself, which is a nearlycircular monocrystalline slab of silicon approximately 1.0 mm thick and 63.5mm in
radius. The detector is segmented into 12 rings of equal area, which are themselves
subdivided into 12 pixels each. Additionally, the central disk of the detector is divided into four pixel quadrants, which each have an area equal to that of the ring
pixels. The purpose of this segmentation is to mitigate the systematic induced by the
quadratic radial inhomogeneity of the retarding potential in the central region of the
spectrometer. Due to their radial arrangement, each pixel maps to a subset of the
main spectrometer exhibiting very high electrical homogeneity, effectively providing
148 simulataneous measurements of the count rate at 13 slightly separated retarding
potentials. The arrangement of pixels into rings also allows for easier identification
of stored particle induced background elevations discussed in section 3.4.2, since the
magnetron motion of the stored particles causes the secondaries associated with the
elevated rate to be evenly distributed over a ring. A photograph of the segmented
backplane of one of the silicon detectors can be seen below, in figure 3-12.
The detector slab is mounted directly on flange containing 148 pins that pass
through low-activity high-voltage feedthroughs. These pins provide the electrical connection between the silicon detector and the first stage amplifiers, which are mounted
inside a copper canister attached to the side of the flange opposite that occupied by
the detector. The copper canister provides additional radiation shielding for the sensitive rear side of the detector, and is entirely encased within the veto system. From
the amplifier canister, signals are passed through a final vacuum feedthrough, where
they are eventually digitized and saved by the data acquisition system.

3.6

Mac-E Filters

The theory of operation of MAC-E filters is of course central to the

KATRIN

exper-

iment, and we will provide a very basic review of their principles here. Essentially,
the action of a MAC-E filter on a phase-space distribution p(, P, t) of signal electrons
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Figure 3-12: Photograph of the Focal Plane Detector. Backside of an FPD wafer
shows segmentation into pixels, which provide individual determinations of the count rate.

can be thought of as classical evolution according to the Liouville equation,

dp
op
Op.
Op.
-=- O xi i+9pg=0 (3.1)
which describes the flow of an incompressible fluid. Consequently, the momentum
space variation of an initial distribution of electrons can be squeezed by allowing
the spatial variation to become large, where the squeezing of the momentum space
variation corresponds to the collimation of the electron beam.

This schematically

explains the need for very large spectrometers if high precision is desired, since the
volume of the vessel limits the potential spreading of p in a spatial sense. As the
electron beam is collimated, kinetic energy flows from the cyclotron motion of the
electrons to their longitudinal motion, which can then be absorbed into the potential
imposed by the retarding electrodes. A delicate balancing act is therefore required
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between the reduction in field strength and the increase in electrostatic potential
intensity: if the potential increases too quickly and the longitudinal energy drops to
zero while there is still energy in the cyclotron motion, the particle will turn around
prematurely, affecting the resolution of the spectrometer. An illustration of the basic
MAc-E design and the interplay between kinetic and potential energy at work can
be seen below, in figure 3-13.
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Figure 3-13: Diagram of a Mac-E filter. Transiting electrons interact with strong
solenoidal magnetic fields and retarding electric potentials. Energy flow during transit is
depicted schematically at the bottom.
Building on the theory of guiding center motion, we can use the adiabatically invariant
orbital magnetic moment p to obtain transmission and trapping conditions for MACE filters. Starting with the relativistic conservation of energy in terms of the kinetic
energy K of an electron, namely

2

=

p2 c2 + M 2c 4

1
-

p =-V'
c

+ 2Kmc

2

,

K+nc

(3.2)

and using it in the orbital magnetic moment in terms of the electron angle 6 to the
magnetic field, explicitly given by
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allows us to state the a relationship concerning in an electron at two different times
X and Y in its evolution. If we now introduce an electric potential U which varies
slowly in time and doesn't induce drifts, we obtain

((K - Ux) 2 + 2(K - Ux)mc 2 ) sin 2 0 x
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2

+ 2(K - Uy)mc2) sin2 Qy
By

Bx

(3.4)
We can use equation 3.4 to find an expression for the maximum angle a transmitted
electron of kinetic energy K and angle 0 as it enters the spectrometer. Letting time X
label the entrance time, we note that at this moment the magnetic field is maximal,
labeling it by Bx = B>, and that the potential Ux is zero. An electron with maximum
admittance angle will turn around at the center of the spectrometer, at a moment we
label by Y, and at this time the angle will be 90*, the magnetic field will be minimal,
and the potential will be maximal, permitting us to write By = B< and Uy = U.
Putting this all together yields the maximal tranmission angle 6> as a function of the
entrance kinetic energy K:

(

O> = 9ic

sin-'

(K
-U)

(B>
n

2

+ 2(K - U)mnc2

2
K 2 + 2Kmc

B<

(3.5)

Using similar reasoning, we can derived conditions for trapped particles as well. If
we consider a particle of kinetic energy K and angle 0 right at the center of an ideal
MAc-E filter at moment X where the potential is maximal and the magnetic field
is minimal, we can compare these conditions to those at the moment the magnetic
mirror effect turns the particle back around. A particle at moment Y on the critical
edge of being trapped by the mirror will only achieve an angle of 90' when the field is
maximal and the potential is zero, giving Bx = B>, Ux = U, By = B<, and Uy = 0.
A small amount of algebra yields the minimium trapping angle O< as a function of
the electron's minimum kinetic energy K:
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(

B< (K + U)2 + 2(K + 2 U)mc2
K2

B,

(3.6)

+ 2Kmc

If we evaluate equations 3.5 and 3.6 using some typical values for the main spectrometer, namely that B> is about 6.0 T, B< is about 300 p T, and U is 18.6 kV, we obtain
the transmission and trapping angles shown in figures 3-14 and 3-15.
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Figure 3-14: Typical adiabatically calculated transmission angle at the main
spectrometer. The portion of phase space corresponding to transmittedparticles is shaded
red.
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Figure 3-15: Typical adiabatically calculated trapping angle at the main spectrometer. The trapped electron phase space is shaded red.
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Connection to the traditional transmission function T(K) used to describe the performance of MAC-E filters can be achieved by interpreting equation 3.5 as a probability
density over energy and pitch angle and integrating out the pitch angle dependence,
explicitly given by

f

r
sin(O) 0(0 - 0>(K)) =
dO

>(K

)

/

T(K) =

dO sin(0) = 1 - cos(O> (K))

(3.7)

where 8 is the Heaviside step function. It is important to note that this interpretation
as a probability of transmission is valid only for particle states drawn from an isotropic
initial momentum distribution. Extending equation 3.7 for use with other distributions of momenta would require convolution of that distribution under the integral.
Using again the typical main spectrometer values for the maximum and minimum
magnetic fields and electric potential yields the transmission function shown in figure

3-16.
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Figure 3-16: Adiabatically calculated transmission function at the main spectrometer. An isotropically distributed set of initial momenta is assumed.
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Chapter 4
The Project8 Experiment
4.1

Principles

The most precise determinations of physical quantites are built around a measurement of frequency. Indeed, this is a well-established pattern in experimental physics,
and frequency measurements are presently the most precise basic measurements that
can be made. Since it is possible that nature could consipire to make the heaviest
neutrino mass eigenstate as light as 60 meV, a tritium-based neutrino mass measurement could potentially face the challenge of performing eletron energy spectroscopy
to a part in 10-6 at roughly 20 keV. This is a considerable challenge of experimental
precision, and as we have already seen, it is impractical to encroach on this by improvements to the Mac-E filter design used at KATRIN. The Project 8 idea attempts
to bridge this gap by leveraging the inherent precision of frequency measurements to
perform electron spectroscopy through the weak relativistic energy dependence of the
electron's cyclotron frequency in a uniform magnetic field,

c2

qeB

%B 2 '
27 K + mec

fc(K) =-0

(4.1)

where K is the kinetic energy of the electron and B is the strength of the magnetic field. Since electrons moving in a magnetic field are constantly accelerating as
they gyrate, they necessarily radiate as well, emitting at multiples of the cyclotron
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frequency given above. If this radiation could be detected for long enough that its
frequency could be precisely determined, an excellent measurement of the electron's
kinetic energy could be made.
The principal difficulty of this method lies in the weakness of the signal emitted
by a single electron. For an electron of four-momentum pA, the instantaneous power
P radiated into free space is given by the covariant Larmour formula, namely

P

where
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de

e

67rc Tn2

dT dT

(4.2)

is the proper time. Evaluating the contraction in the indices p above yields

a formula for the radiated power in terms of the external forces fL and fT, which act
respectively longitudinally and transversely to the momentum of particle:
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If the electron is moving in a uniform magnetic field of strength B, it only experiences
transverse forces. Further, if its momentum makes an angle 0 with the field and its
kinetic energy is K, the power radiated in terms of these is given by:
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To connect back with a beta-decay experiment, an electron at the tritium endpoint
energy of 18.6 keV moving perpendicularly to a magnetic field with a strength of
1 tesla radiates at 27.2 GHz with a power of 1.18 femtowatt. This is a challenging
but not impossible signal to detect-for technological perspective, the lower limit
on usable signal strength for a good commercial FM receiver is typically ten times
greater than this, while the power an earthbound GPS unit receives from a satellite
is about ten times less.
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4.2

Concept

The Project 8 collaboration aims to measure the neutrino mass by measuring the
shape of the endpoint of the tritium

#3-decay spectrum

using radio frequency methods

based on the considerations outlined in section 4.2. In order to accomplish this, a
staged approach is necessary, along the following lines:
o Develop a technique capable of observing the cyclotron radiation emitted by a
single electron.
e Refine and optimize the technique to determine the ultimate energy resolution
it might practically attain.
o Develop and demonstrate a strategy capable of scaling the technique to the sizes
needed for

-spectrum measurements.

The collaboration is currently on the first stage of this path to a neutrino mass
measurement, and efforts have converged on the construction of a prototype experiment based at the Physics and Astronomy department of the University of Washington at Seattle.
The heart of the prototype design is a large solenoidal magnet with good uniformity over a large region, which is responsible for providing the cyclotron field. Two
such magnets have been employed so far in the course of prototype development, the
first being a cold-bore magnet previously used in precision g - 2 experiments, and
most recently a commercial warm-bore NMR magnet. In order to provide long signal
integration times, electrons moving in this field must be somehow confined to the
observation region, and to conserve their energies, electrostatic means like Penning
traps may not be used. This leaves only magnetic confinement methods; two possible
approaches are a single magnetic trapping coil that bucks out some of the strong
solenoidal field to produce an adiabatically harmonic trap, or an arrangement using
a pair of augmenting coils to form magnetic mirrors surrounding a long bathtub-like
trap with steep sides. Further details of the magnet and trapping coil can be found
in Section 4.3.
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With an outline of the trap concept in place, a source system providing signal
electrons must be constructed, and the Project 8 prototype utilizes the conversion
electrons produced in the decays of

8

3

mKr. Conversion electrons emitted in the decays

of this isotope come from both 32.1 keV and 9.4 keV nuclear transitions, each of which
can drive out shell electrons in several states. Of particular relevance for Project 8
is the 32.1 keV transition, which exhibits a K shell line at 17.8 keV and a group of
L M and N-shell lines in the range 30.4 - 32.1 keV. Electrons at these energies are
particularly interesting as they lie near the tritium

#-endpoint.

Use of a gaseous source is advantageous in itself, as the points of electron emission
can lie anywhere in the volume occupied by the gas. While subsequent scattering
will eventually limit the length of the trajectories, the lack of requirement for a fixed
component origin relieves any necessary mechanical obstruction of the measurement
chamber. Furthermore, the very sharp, monoenergetic nature of electrons produced
by internal conversion considerably simplifies the task of finding a signal, as the initial
frequency is fixed as long as the magnetic field is known. The implementation of the
source and gas system is described further in Section 4.4.
Finally, with the source and trap systems in place, the radiation from the electron
under observation must be detected and recorded.

The rough power calculations

in Section 4.1 above are for radiation integrated over 47r steradians, which makes
the geometrical losses incurred in a far-field antenna scheme particularly undesirable.
Having the electrons emit into a surrounding conductive structure on the other hand
ensures that all emitted radiation is collected. Furthermore, interactions between the
modes of the structure and the electron itself can introduce considerable gains over
the free-space radiative coupling.
To this end, the detection scheme has the electrons moving within a section of
waveguide and exciting its propagating modes, which is detected at the end of the
section by a low-noise waveguide amplifier. If two amplifiers are used, comparison of
the signals in each amplifier can be used in several ways to reduce noise. After passing
through the low-noise amplifier, the high-frequency signal is filtered, amplified and
mixed down to bandwidth of about 500 MHz before acquisition as a time series to
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disk. Section 4.5 contains further details on these subsystems.
Confirmation of observation of electron cyclotron emission of course depends heavily on the analysis of the digitized data. A common method of finding frequency modulated signals in noisy data is to use the Wigner-Ville transform. If the Wigner-Ville
transform over a suitable chunk of the data reveals a peak at a frequency near the
expected signal region, and then if the position of this peak evolves in time according
to the intermediate frequency law we expect given the modified cyclotron coupling in
the waveguide, this would be a candidate for claiming an observation. If two signals
are present, we can use the Wigner-Ville transform cross-correlated between channels, which makes for additional sensitivity. Further details of the analysis scheme
can be found in Section 4.6. A schematic diagram of the Project 8 prototype design
including the subsystems described above appears in Figure 4-1.
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Figure 4-1: A schematic diagram of the Project 8 prototype setup. Magnet components
are colored in green, gas system components in purple, and RF components in orange.
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4.3

Magnet and Trap Systems

As mentioned above, the first magnet used at Project 8 was previously used for g2 experiments at the University of Washington. It is a superconducting solenoidal
magnet with shim coils correcting each of the three principal axes and an additional
z-squared correction; the main coil alone is capable of 10-

uniformity over a 20mm

central region. It was originally a commercially produced Westinghouse magnet and
its cryostats subsequently underwent heavy modification for the g-2 experiments.
It has a cold-bore design, and the G-10 bore walls make direct contact with the
liquid helium dewar surrounding the superconducting coils.

This is advantageous

for cooling the amplifiers, but presents significant logistical problems for data taking
runs, as the magnet must be warmed before the bore instrumentation can be moved.
The current improved setup makes use of a commercial Bruker-Spectrospin 200 MHz
NMR magnet, which has a warm-bore design, and the central field can be as high as
4.7 tesla. Pictures of both magnet setups appear below, in Figure 4-2.

Figure 4-2: At left, the originalsix tesla cold bore Project 8 magnet, nicknamed the "green
giant". At right the new Spectrospin 200 MHz five tesla commercial NMR magnet.
Since the electron cyclotron frequency depends directly on the surrounding mag-
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netic field, the field strength must be known to a precision of three parts in a thousand
in order to mix the high frequency 26 GHz signal down by the correct amount into the
100 MHz observed band. Consequently, we require an in-situ magnetic field measurement mechanism capable of part per thousand accuracy. To deliver this vital function, Project 8 uses a system based on the properties of 2,2-diphenyl-1-picrylhydrazyl
(DPPH), whose structure is shown below, at left in Figure 4-3. The DPPH molecule
is a free radical with a highly delocalized electron formally associated with one of the
backbone nitrogen atoms. This electron is nearly free, and in a magnetic field this
electron exhibits a narrow paramagnetic resonance with a g-factor of 2.0036, slightly
shifted from the free value.
The DPPH system used at Project 8 consists of a small glass vial containing a
crystalline sample inserted directly into the waveguide; microwaves injected from the
tickler port flow past the sample, which absorbs some fraction of the input power.
Introducing small magnet coil around the DPPH sample allows the local magnetic
field to be shifted.

If the current flowing in this offset coil is modulated at a low

frequency compared to the microwave frequency but at an amplitude high enough
that the field variation is on the order of the DPPH linewidth, microwave power
detected by a diode can be analyzed with a lock-in amplifier based at the modulation
frequency. As the magnetic field varies at the DPPH sample, the absorption strength
varies as well, resulting in a modulation of the power recieved at the detection diode.
Combined with a calibrated method for moving the instrumentation along the z-axis
of the bore, this method provides a very accurate estimate of the magnetic field at
the trapping volume. An example DPPH lock-in signal is shown below, at right in
Figure 4-3.

4.4

Gas System

The electrons observed at Project 8 are conversion electrons produced in the 32.1 kcV
nuclear transition of 8 3 r"Kr, which itself is produced in the gas system via the a-decay
of

83

Rb. The heart of the gas system is its rubidium source, constructed of zeolite
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Figure 4-3: At left, the molecular structure of the DPPHmolecule; the nearly free unpaired
electron is indicated with a dot. At right, the in-phase and quadraturesignals obtained with
the lock-in amplifier method; frequency is in kilohertz on the x-axis.

beads which are impregnated with radioactive RbCl. As the rubidium decays within
the zeolite, it populates the desired metastable state of krypton with a branching
fraction of 76%. The excited krypton daughter atoms are easily released from the
zeolite sieve into the surrounding vacuum containment structure, from which they
are guided into the gas handling system.
Arranged downstream from the source, the main components of the gas system
are designed to create and maintain a very high vacuum in the observation cell while
also regulating a small throughgoing flow of emanated krypton.

Ideally, the only

species of gas present in the active system would be the metastable krypton itself,
since gaseous scattering is the principal limitation on the lifetime of particles in the
trap. To approximate this ideal as closely as is practical, the main gas system is
very clean and well baked, and able to maintain a pressure of 10-8 mbar with the
turbopump engaged. However, the turbopump cannot be used while active krypton
is in the system since it will pump it away, so the gas system is also equipped with a
pair of chemical adsorption pumps which do not pump noble gases. The design target
is for the getters to hold the gas system to within 10-7 mbar over a period of a few
days, which allows for a number of data-taking runs to be performed in that period.
The gas system also must confirm that krypton is passing through the observation
cell during data-taking, and provide a rough measurement of that rate so that trapping probabilities and thereby expected signal rates can be reckoned. This facility is
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provided by a PIPS detector which detects the conversion lines emanating from the
krypton. If the PIPS detector is placed downstream from the observation cell and
the conductances of the vacuum lines are known, the rate of decays in the cell itself
can be roughtly estimated from conversion activity observed at the PIPS detector.
A process diagram for the gas system appears below, at left in Figure 4-4; a
photograph of the assembled gas system in use appears at right.

ion gauge
- residual gas analyzer
turbomolecular pump

0 getter pump
Figure 4-4: At left, a diagram of the gas system as assembled and used in the 2011-2013
runs. At right, a picture of the deployed gas system.

4.5

Detection and Receiver System

As conversion electrons are emitted in the observation cell, a small fraction of them are
trapped in the weak magnetic bottle formed by the cell coil. These trapped electrons
radiate into the waveguide from which the cell is formed as they execute cyclotron
gyrations.

As the electron makes axial excursions in the bottle, the frequency of

the cyclotron signal it generates becomes modulated by the axial motion via the

doppler effect. This modulation is harmonic to a very good approximation, and the
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modulations in the two waveguide directions are exactly 180' out of phase with one
another.
After propagating down the waveguide and through the kapton barrier windows,
the electron signals are received at a cryogenic, low-noise amplifier which is cooled
by a combination of the magnet bore and an external pulse tube refrigerator.

In

the original prototype design, the amplifiers were produced by NRAO and used four
unbalanced InP HEMT stages, featuring 25 dB of gain and an internal noise figure
of 10-15 kelvin. An updated design uses cryogenic amplifiers commercially produced
by Low Noise Factory corporation which have largely similar performance but are
simpler to operate. Two amplifier configurations are used at Project 8 which have
complimentary advantages. One approach uses a single amplifier at each end of the
signal waveguide, which allows correlations between the signals to increase sensitivity.
An alternative design has one arm of the waveguide ending in a terminator or shorting
plate, while the other arm is extended and ends with two low noise amplifiers arranged
in series.

This setup has the advantage of bringing the amplifiers nearer to the

coldhead which allows their ambient temperatures to be lower, suppressing noise. In
either setup, the signal travels after the amplifiers along a section of semi-rigid 2.92
mm coaxial connector to a vacuum feedthrough, after which it enters the first stage
reciever.
The purpose of the first stage receiver is to amplify and mix down the 27 GHz
signal into a 2 GHz target band.

It is divided into two channels which are inde-

pendent except for a shared oscillator reference signal used for mixing down.

The

signals coming into each channel first encounter a low noise Quinstar K-band amplifier with 30 dB of gain followed immediately by a cavity bandpass filter with a 2 GHz
width. Following this, each channel has a triple-balanced mixer, driven by a common high-power oven-controlled dielectric resonance oscillator.

After mixing, each

channel undergoes another 20 dB of amplification before being guided to the second
stage receiver, which mixes down the signal again into the final 100 MHz band and
provides a final 40 dB of gain. The reference signal for the final mixing stage is again
common to both channels, and is delivered by a computer controlled oscillator. This
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layer of control allows the total mix-down frequency to be adjusted in response to
measurements of the magnetic field in order to put the expected signal in the center
of the final detection band.
A component diagram of the first and second receivers can be found below, at left
in Figure 4-5. A photograph of the high-frequency receiver on the bench for testing
can be seen at right.
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Figure 4-5: At left, a component diagram of the high and intermediate frequency receiver
chains. At right, a picture of the high frequency chain under test on the bench.

4.6

Data Acquisition and Analysis System

After processing at the receiver system, the electron signal is digitized and saved in
the data acquisition system.

Since no electon signals of this kind have ever been

observed before, it is very difficult to guess what sort of triggering strategy might
give adequate performance.

Consequently, the Project 8 daq system operates in a

free-running mode, saving continuous traces of digitized voltages over long stretches
of time. The large amounts of data acquired suring a run are then farmed out to
participating institutions for offline discovery analyses.
At the heart of the data acquisition system is the acquisition computer, which is a
custom-built rack mount device running Gentoo Linux and equipped with a Signatec
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PX1500 PCI digitizer card. Additionally, a terabyte of hard drives connected in a
RAID-0 battery provide primary data storage. The 8-bit digitizer card is capable of
1 GHz operation in single channel mode, or 500 MHz in dual channel mode, which is
more than sufficient for our target 100 MHz bandwidth.
A custom written data acquisition program called Mantis drives the actual recording of information to disk. This program has a client-server architecture which allows
remote users to initiate run requests. On the server side, a multithreaded architecture is used to unpack time series data from the digitizer card's internal memory to
a shared circular DMA buffer then write that information onto disk.

By suitably

tuning the stripe size of the RAID-0 array, throughput rates as high as 750 Mb/sec
can be achieved. At digitization rates higher than this, the size of the circular DMA
buffer can absorb some of the rate difference, providing continuous chunks of coherent
digitized information which are as long as possible. At digitization rates lower than
this, the acquisition has no dead time. After acquisition, the time series data are
moved to a secondary computer which farms out run data using a torrent scheme to
participating institutions for further analysis.
As introduced above, one of the methods of analysis proceeds using the WignerVille distribution. This is a quadratic functional of the input signal which was originally developed in the phase space formulation of quantum mechanics.

It is also

commonly used in the analysis of signals that have time-varying frequency content,
which is exactly the case we face at Project 8. If the continuous real-valued input signal is x(t) and its complex-valued analytic associate is z(t), the complete Wigner-Ville
distribution 'w(W, t) is given by

w(t, w)

dr z*(t +

z(t -

)

(4.5)

The analytic signal z(t) associate to the real signal x(t) is given by

w(t) = )(t) + in[(t)],

(4.6)

where R [f (t)] is the Hilbert transform functional, which can be expressed in several
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ways. In the time domain, it can be written as a convolution,

f1,f(T)
dr t _CO

[f (t)] = -7r

,

(4.7)

- Ts[f(t)]]

(4.8)

T

which implies the frequency domain definition

JI[f(t)]

=.

1 [-i sgn(w)

With these definitions in hand, we are completely equipped to form the Wigner-Ville
distribution from any continuous and real valued signal x(t).
In reality of course we only have a discrete set of samples of the voltage recieved
at the input to the data acquisition computer, which requires discrete equivalents to
the ideal definitions above. If the set of n real sample voltages x are indexed as xi,
we introduce the discrete Fourier transform TFk[xi], which we define as the sum
n-1

k =Zx-

(4.9)

e

k=O

further, we define the inverse discrete Fourier transform T-'[xj]
n-1

_F-

= EXj e-2i.

(4.10)

k=O

The discrete Fourier transforms thus defined therefore have to be explicitly normalized
according to:

Xk

1
n
-

1{[[x1]].
-

(4.11)

With these definitions in hand we can form the discrete version of the Hilbert transform

?k

explicitly as

11H
n

.~

where the filter function QH is given by
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X

(4.12)

0
<~

: j=0

H

~~

J2

o :

2

=

-1

:

(4.13)

2< j<n-1

assuming that n is even. Using this definition, we can easily derive a rule idential to
Equation 4.12 for directly computing the analytic signal

Zk,

where the filter function

is replaced by Q':

2

QA

QA2

1

(4.14)
: L
2

With this definition, we can find the analytic signal zi for any real sample sequence
xi. The last piece is the discrete definition of the Wigner-Ville distribution

Wki

itself

in terms of zi:

Wkl

2

k+a / k-a e

T2[zk+a k-a].

(4.15)

a=-rn

Care is needed, however, in the interpretation of the results obtained because of the
frequency doubling appearing in the definition with respect to the standard discrete
Fourier transform.

4.7

Summary

This concludes the low-level discussion of the Project 8 experiment.
ships it enjoys with the

KATRIN

The relation-

experiment are quite provocative, especially their

common use of classical electromagnetism to develop electron energy measurments.
This similarity is profound enough that the electromagnetic tracking simulation package

KASSIOPEIA,

originally written for the

for use at Project 8 as well.

KATRIN

experiment, has been adapted

Chapter 7 contains properties of and predictions for
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the Project 8 experiment as determined by simulation with KASSIOPEIA, as well as
further developments and explorations of the Wigner-Ville technique for analysis of
the Project 8 signals.
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Chapter 5
The Kassiopeia Simulation Package
5.1

Motivation and Purpose

KASSIOPEIA is a product of the KATRIN collaboration, which aims to measure the
effective mass of the electron antineutrino in a model-independent fashion. To perform
this task, KATRIN utilizes a spectrometer design relying on the detailed dynamical
interplay between the magnetic adiabatic collimation of a /-electron beam produced
via tritium decays and a variable electrostatic retarding voltage. This combination,
known as a MAC-E (Magnetic Adiabatic Collimation and Electrostatic) filter, is a
precise, integrating spectrometer design which can be used to analyze the shape
of the high-energy end of the tritium /-spectrum.

Strong magnetic fields are used

throughout the experiment to guide /3-electrons from their origin in the windowless
gaseous tritium source to the post-spectrometer silicon detector.
In order to understand how signal and background electrons evolve in and influence the KATRIN experiment, a simulation is necessary which can efficiently and
accurately propagate electrons through the complex fields and geometries found in the
experiment. Such a tool is essential for many tasks, from the estimation of background
rates and systematic effects to modelling signal electron energy loss and backscattering at the silicon detector. Ultimately, detailed simulations based on measurements
performed during installation are the most accurate tool for evaluating the sensitivity
of the entire experiment, giving them a position of central importance.
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The diversity of contexts in KATRIN where particle tracking and field simulations are needed indicate that a very flexible framework is necessary. For instance,
a researcher trying to design a new component of the spectrometer electrode system
needs quick feedback on its influence on the fields, and ultimately needs to understand the influence it has on the dynamical properties of the spectrometer. Another
might need to understand tritium ion propagation and scattering in the source of
the experiment. Even two people working on the same topic might be interested in
completely different aspects of the same physics, requiring different output from an
otherwise idential simulation. Such examples are inexhaustible, indicating the need
for a simulation package that is very granular, presenting a large space of possible
module combinations and arrangements as a rich set of configurations available to
the user.
In addition to modularity, experience within the KATRIN collaboration has shown
that straighforward extensibility of the simulation is imperative. Often, researchers
with a knowledge of programming that are working on a specific part of KATRIN
will need custom simulation components that pertain only to their particular study.
The correct simulation package for KATRIN presents these researchers with a clear
pattern to follow in introducing such a simulation component. In this case, it is very
important that the learning burden imposed by adding modules be limited as much
as possible to the development of the component itself, without requiring deeper
knowledge of the global package structure.
While many particle tracking packages are available at present and serious attempts have been made at incorporating them, none have proven easily adaptable
to the specific needs of the KATRIN collaboration. Especially problematic has been
mitigating the considerable computational costs involved in evaluating electromagnetic fields. Tracking and navigation algorithms designed without this situation in
mind often suffer from unacceptably long computation times, which are typically
compounded further in navigationally complex situations where stepping lengths are
on the order of the dimensions of geometrical components. These facts combined with
our requirements for modularity, extensibility, and ease-of-use for non- programmers

unfortunately have ruled out the major existing candidates.
In light of these facts, development began on KASSIOPEIA in the spring of 2010
a new general particle and field simulation package designed to meet the diverse
needs of the KATRIN collaboration. Since modularity, encapsulation and speed are
essential, the development team decided to implement the simulation as an objectoriented design written in C++, with a user interface based primarily on configuration
files written in XML. In the time between the release of the first version of the
package and the publication of this article, KASSIOPEIA has seen three major revision
incrementations and consequently many refinements.

Throughout this process we

have put great emphasis on simplicity, encapsulation and extensibility to ensure a
durable and maintainable product that can evolve to serve the needs of the KATRIN
collaboration throughout the duration of the experiment. We believe that the current
version of the code, publicly available on github, broadly satisfies the requirements
set out above and will present a valuable and complimentary approach to particle
simulation packages available to the wider physics community.

5.2

Design

The purpose of the KASSIOPEIA project is to provide a framework for simulating
particle evolution at high precision and efficiency in the presence of matter, complex
time-dependent electromagnetic fields, and complex geometries.

In order to meet

this requirement while maintaing good encapsulation and modularity, we approach
the design with a divide-and-conquer method, breaking the global specification into a
set of smaller orthogonal problems. Following this line of reasoning, we first introduce
the particle, the fundamental object of interest in KASSIOPEIA, in section 5.2.1. With
this in place, we present a broad organizational framework for the calculations which
modify these particles in section 5.2.2, viewing the results as a kind of data structure
which the simulation must populate.

In section 5.2.3 we turn to a discussion of

the structure of the simulation algorithm itself, highlighting the connection between
this algorithm and the simulation geometry. Subsequently, we analyze the problem
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of starting, evolving, and stopping a particle in the presence of fields, geometry,
and interactions in sections 5.2.4 - 5.2.7, developing specifications for a set of basic,
independent tools needed to simluate particle evolution.

Each of these tools and

the architecture of the solutions to the smaller problems they solve are discussed in
subsequent dedicated sections of this paper. Finally, in section 5.2.8, we present a
concrete algorithm which uses these tools to carry out the entire simulation.

5.2.1

Particles

The fundamental object which KASSIOPEIA manipulates is the state of a physical
particle, encapsulated in KASSIOPEIA by the KSParticle class.

From the broadest

point of view, initialization and modification of sets of instances of particles is the
ultimate purpose of the entire simulation package. The information needed to completely specify the state of a particle naturally falls into two categories: one represents
the inherent properties of the particle, which are fixed by its species and therefore
static throughout its existence in the simulation; the other represents the dynamical
state of the particle which evolves as the simulation progresses. In KASSIOPEIA, the
set of static variables inherent to the particle are its mass Pm, its electric charge q,
and its gyromagnetic ratio g, while the dynamic variables are the particle's time t,
its position Y, its momentum ' and its intrinsic angular momentum 1.
In addition to data encapsulating their states, particles in KASSIOPEIA are equipped
with calculator objects capabale of computing electric and magnetic potentials, fields,
and gradients due to external sources. Utilizing instances of these calculators, particles in KASSIOPEIA are able to compute a wide variety of quantities, including for
example their potential energies, the positions of their guiding centers, or the components of their momenta in magnetic flux coordinates. Each variable of this kind is
managed by a caching mechanism whereby quantities are guaranteed to be calculated
exactly once as long as the quantities on which they depend do not change, guarding
against unnecessary and potentially expensive recalculation of electromagnetic fields
and potentials.

This is accomplished using template metaprogramming techniques

which make later extensions adding more variables a local and straightforward pro-
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cedure.

The field calculator interfaces and the details of their implementation are

discussed further in section 5.2.4 below.

5.2.2

Organization

The lowest level of organization in the conceptual data structure which KASSIOPEIA's
simulation algorithm produces is the step, which represents the evolution of a particle's dynamical state over a finite amount of time.

In evaluating a typical step,

KASSIOPEIA must propagate a particle according to an equation of motion which
may represent any number of effects that can be modelled continuously. Additionally,
stochastic effects such as decays and interactions with matter as well as navigation
within the simulation geometry must be handled.

Indeed, most of the meaningful

calculation that KASSIOPEIA must perform occurs within the computation of a step,
and efficiency of the step algorithm almost completely determines the efficiency of
KASSIOPEIA as a whole.
At the next level up in the organizational hierarchy from the step is the track,
which can be thought of as a sequential collection of steps, therefore representing
the complete evolution of a particle's state within the simulation. Tracks and their
initial states may be produced by a number of processes in KASSIOPEIA, and these
may be classified as either primary or secondary depending on whether they arise
from interactions occurring during the evolution of other tracks. Tracks are finally
terminated as soon as they meet any one of several active termination conditions,
which are entirely at the user's discretion.
Proceeding up from the track level of organization is the event level, which can
be thought of as a collection of causally related tracks. During simulation, an event
begins with the production of a collection of particle states which are the initial
states of a set of primary tracks. These tracks are then each incremented step-by-step
until a termination condition is met. These completed tracks along with completed
tracks recursively arising from interactions occurring during simulation conceptually
comprise an event.
Finally, above the event level is the run level, the highest level of organization in
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KASSIOPEIA.

Following again the relationship established amongst the lower levels,

a run is a collection of events, subject to the restriction that the simulation configuration be fixed throughout the calculation. Typically, a single run is computed
each time KASSIOPEIA executes. From an alternative global viewpoint, the action of
KASSIOPEIA can be thought of as that of a state machine which completely fills out
a run data structure as it iterates through states as determined from configuration
by the user.
With the run, event, track, and step hierarchy introduced, it is important to point
out that this data structure is not stored in memory as the simulation runs, which
allows KASSIOPEIA a constant memory footprint. For instance, once the final state of
a step is determined, that information is overwritten once the next step is computed.
In general, a user can instruct the simulation that quantities be computed and saved
on a per-step, per-track, per-event, or per-run basis, making it possible to have a
complete instance of this tree structure saved on disk. This is rarely done outside
of debugging contexts, however, since it leads to very large files when performing
anything but the simplest simulations. A schematic representation of an event along
with its constituent tracks and steps is shown below, in Figure 5-1.

5.2.3

Structure

Having described the organization of the calculation that KASSIOPEIA performs, we
now turn to a discussion of the global structure of the algorithm responsible for the
calculation itself. This algorithm is modular, and a completely configured simulation
algorithm has an intrinsic tree structure whose nodes perform different specific functions. A node in the algorithm tree may, for example, be an object encapsulating
a term in the particle's equation of motion or be the method used to integrate that
equation, or be an object representing a decay or scattering process. For the reader
familiar with object-oriented design patterns, the simulation algorithm's design can
be described as the Strategy behavior represented with a Composite structure [741.
A central design principle of KASSIOPEIA ties operations that modify the algorithm tree to geometrical components. An instantiated simulation geometry is also
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Figure 5-1: A schematic representation of an event with several primary tracks, a secondary track, and these tracks' constituent steps. Initial track states are shown in white,
intermediate states in grey, and final states in black.

a tree structure, with spaces as nodes in the tree and surfaces as leaves. For a node
to have another as its parent, the space represented by the parent node must completely enclose the space represented by the child. A set of operations acting on the
algorithm tree along with these operations' inverses can then be associated with the
child node, and when a particle under simulation moves from the parent space into
the child space, the associated actions modifying the tree will be performed. If the
particle then moves back into the space of the parent node, the inverse actions will
be performed, restoring the algorithm tree back to its original state. Structure and
configuration changing actions can similarly be associated with surfaces, modifying
the tree when a particle arrives on a surface and again when the particle leaves.
By associating components of a geometry with commands that attach algorithm
components representing interactions in media, regions can be made to represent
physical objects composed of different materials.

Appropriate associations on the

boundary of a space can further introduce interface processes, if desired. However,
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geometry in KASSIOPEIA need not be limited to representing physical components

of the experiment.

If, for instance, a faster or more accurate stepping method is

desired in a certain region, KASSIOPEIA views this distinction on the same terms as
the distinction made between objects made of different materials.
Despite differences in their ultimate purposes, nodes in the algorithm tree share
some common features, encapsulated in the KSObject class from which all algorithm
nodes ultimately inherit. Firstly, all instances of KSObject have a name, represented
as a string, which must be unique when set. These objects may also be labeled with
a set of additional strings, called tags, which assist in grouping sets of objects that
function together. Algorithm nodes may also be cloned, and KSObject supports a
corresponding clone function.
Instances of the KSObject class also share an internal state structure. During the
simulation, an algorithm node may be in one of three states, namely idle, initialized,
or active; bidirectional transitions are allowed between the idle and initialized states
and between the initialized and active states. During an execution of KASSIOPEIA,
a pool of disconnected algorithm nodes are typically created and configured in the
idle state. This may be driven either by reading an input file or by execution of
client code. Details of the file-driven initialization of KASSIOPEIA can be found in
Section 5.9. After this pool of objects is prepared, actions that build up the algorithm
tree are created and associated with geometry components, and then all objects used
in this association are initialized. Once a computation has begun and particles are
moving in the geometry, algorithm objects are activated when added to the tree and
deactivated when removed.
Actions which modify the algorithm tree are of central importance in KASSIOPEIA.
Though the actions available to modify a particular node depend completely on the
node's final type, the potential availability of configuration actions is a universal
feature, and is therefore reflected in the KSObject interface. Actions come in two
varieties, namely actions which graft and inversely prune child nodes from a parent,
and those which replace and inversely restore configuration parameters of child nodes.
In the language of object-oriented design, both action types follow the Command
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pattern [74], representing closures containing both the operations to be executed and
their recipients as first-class objects.

Additionally, these command objects inherit

from the KSObject class and share its state structure; activating either of these
classes carries out the associated action and deactivation performs the inverse.
Description of what specific actions an instance of KSObject provides relies on the
association of a pair of its member functions to a string key using a templated dictionary mechanism which acts during static initialization. In the case that a grafting
and pruning action is being described, the pair of member functions are those which
actually perform the grafting action and its pruning inverse. In case a replace and
restore action is being described, the needed member functions are a setter and getter
pair. When an action object is requested of an instantiated node by its string key,
lookup in this dictionary is performed and the action object is bound to the parent,
its relevant member functions, and the participating child. Since these lookups occur
only during configuration of the simulation and are completely bound by the time
the simulation runs, they do not adversely affect calculation speed.
Finally, each instance of KSObject can be a source of output information that
the user might want to record. The specific type of output that a node provides
again depends on the node's specific function, but the potential availability of output information exists for each part of the algorithm and is therefore included in
the KSObject interface.

The outputs of an algorithm node are again instances of

KSObject and children of the supplying node, since the idea that one quantity or
another should be written is, properly speaking, a component of the algorithm itself.
Description of what specific outputs a node may provide is accomplished using the
same dictionary mechanism used to define its available actions. If the output of an
object is a complex type such as a three vector, it may have additional outputs itself,
for example the vector's magnitude or polar angle.

This possibility suggests that

outputs can be chained together, with an actual simulation object sitting at the head
of the chain. Directives to update and reset the output pipeline can either be pulled
from the serializing object or pushed from within the simulation algorithm, and the
KSObject interface provides methods for these operations.
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The KSObject interface, including its state-control, cloning, command, and output mechanisms is shown below, in listing 5.1. To assist in using the static dictionary
systems described above, the KSComponent class template which implements KSObject and utilizes the curiously recurring template pattern is provided. Its use can be
seen in further examples throughout the remainder of this document.

class KSObject
{
/,..

public:
virtual KSObject* Clone()

const =

virtual KSObject* Command(
KSObject*
const

aChild,

string& aField ) = 0;

virtual KSObject* Output(

const string& aField ) = 0;
public:
static

const unsigned

int sIdle =0;

static const unsigned

int sInitialized =

static const unsigned

int

sActivated =

virtual

const unsigned int& Stateo

virtual

void Initialize()

1;

2;

const = 0;

= 0;
= 0;

virtual void Deinitializeo

0;

virtual

void Activate()

virtual

void Deactivate()

= 0;

virtual

void PushUpdate()

= 0;

virtual

void PushReset()

virtual

void PullUpdate()

virtual

void PullReseto

=

=

0;
= 0;

=

0;

};

Listing 5.1: interface for the KSObject class
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Fields

5.2.4

The efficient calculation of electromagnetic fields is essential to the operation of KASSIOPEIA,

and is a deep and complex problem in its own right. Furthermore, calculating

electromagnetic fields is useful in many diverse situations which span a far broader
range than the relatively narrow use case of computing particle trajectories. The KATRIN

collaboration therefore has developed its own electromagnetic field computation

package, called KEMFIELD, to serve this purpose [75]. KEMFIELD, which is a suite
of tools built around the boundary element method utilizing both GPU and CPU
parallelism written by T. J. Corona, is the principal field solver used in KASSIOPEIA
and is described in a separate publication.
Putting field computation into its own package has the clear advantage of decoupling KASSIOPEIA from this complex problem and forces KASSIOPEIA into a client
role with respect to external field solving software. For the simulation to be extensible
with respect to the use of these external packages, KASSIOPEIA introduces its own
simple interfaces for field calculation, wrapping each set of external tools in classes
conforming to these interfaces in an instance of the Adapter pattern. The tools for
computing the magnetic and electric fields are respectively the KSMagneticField and
KSElectricField interfaces which appear below.

Instances of classes implementing

these are aggregated by the KSParticle class for use in its computation of extended
dynamical particle properties as described in section 5.2.1.
class KSMagneticField
public KSComponent< KSMagneticField >

{
public:
virtual void CalculatePotential(
const

KThreeVector& aPosition,

const

double& aTime,

KThreeVector&

aPotential ) = 0;

virtual void CalculateField(
const

KThreeVector& aPosition,

const

double& aTime,
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KThreeVector& aField ) = 0;

virtual void CalculateGradient(
const KThreeVector& aPosition,

const

double& aTime,

KThreeMatrix& aGradient ) = 0;

Listing 5.2: interface for the KSMagneticField class

class KSElectricField :
public KSComponent<

KSElectricField >

{
/

/

public:
virtual void CalculatePotential(
const KThreeVector& aPosition,
const double& aTime,
double& aPotential ) =

0;

virtual void CalculateField(
const KThreeVector& aPosition,
const double& aTime,
KThreeVector& aField ) =

0;

virtual void CalculateGradient(
const KThreeVector& aPosition,
const double& aTime,
KThreeMatrix& aGradient ) =

0;

};

Listing 5.3: interface for the KSElectricField class

5.2.5

Trajectory and Interactions

In order to determine the minimal set of tools necessary to carry out a simulation,
we start by considering a simple physical situation and then analyze it to determine
its constituent problems. Specifically, we consider a stable particle propagating in a
nonhomogeneous medium in the presence of complicated electromagnetic fields which
in general are computationally expensive to evaluate. Additionally, we consider the
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possibility of geometrical objects embedded in this medium which may be surfaces or
spaces that have configuration actions associated with them. The actions associated
with the geometrical object are triggered when the particle's path intersects it.
In this situation, the particle is subject to three distinct kinds of influence. The
first is the continuous effect of the external field, which may be generally represented
as a system of ordinary, first-order differential equations of the form

dqi

qi, q 2 , ..., q),
dl = f (t;

(5.1)

where the index i runs over the n generalized variables q required to describe the
state of the particle. The typical presence of electromagnetic fields on the right hand
side of this equation is already encapsulated in the magnetic and electric field classes
introduced in section 5.2.4 and aggregated into the KSParticle class. Consequently,
the right hand side can be thought of as some function an instance of the particle
class itself, computable via the methods it provides.
The second effect is that of of scattering in the medium, which by nature is
random, occuring in a sudden, local fashion. The probabilities of scattering P and
survival P are continuous, however, and are governed by the differential equations

dP
=t (I

dP-

d
dl

=-

- P) - (p,7 (F(t)) - o- (E(t)) - IV())
P - (pv (A(t)) - g (E(t)) - jI (t)|),

(52
(5.2)

where Y(t), J(t), and E(t) are respectively the position, velocity, and energy of the
particle, and pv(5 ) and -(E) are respectively the volume density of scattering centers
and total scattering cross section. If we assume the particle evolution, the density,
and the cross section are all C' smooth functions, these equations may be directly
integrated to yield the probability of scattering as a function of time:
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1

P(t)

P (t)

=

-

ef

d

-

dpv(i(T))-a(E())-IU(T)
vzr)-(E()-()|(5.3)

We see from equation 5.3 that the probability of scattering as a function of time
depends explicitly on all the details of the particle's continuous trajectory, which
evolves according to equation 5.2.

This explicit dependence generally extends to

other forms of interaction, including free-space decay, where the dependence on the
trajectory is through the energy-dependent relationship between times as observed
in the laboratory and particle frames. The continuous trajectory obeying equation
5.1 therefore has a degree of primacy in the simulation, as it is expensive to calculate
and governs the occurence of discrete interactions.
The third effect is concerned with the particle's interaction with embedded geometric objects. From a physical point of view, the presence of these objects allows for
the occurance of interface processes, which generally can be cast as interactions on a
two dimensional manifold of scattering centers. In the case of an embedded surface,
this manifold coincides with the surface itself, and in the case of an embedded space,
the manifold is the boundary of the space. For an interface with areal target density
PA (Y) and cross section -(E), the interaction and survival probabilities P and P are
given by

P

1

-

e-P^(Y(tX))ao(E(tx))

P = e-PA(Y(tx))-o(E(tx))

(5.4)

where the time t, is the trajectory time at which the particle intersects the manifold.
These relationships are a special case of equation 5.2, and may be derived from it by
replacing the volume density pv with a PA times a delta distribution whose argument
is zero on the manifold. The intersection time tx appearing in equation 5.4 depends on
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the trajectory and also the shape and placement of the object on which the interaction
occurs. Finding the intersection time t, given a trajectory and geometric object is
termed navigation and is a difficult problem in its own right; detailed discussion of
this will be deferred until section 5.2.6. Nonetheless, the primacy of the trajectory
calculation holds also for the navigation subproblem, indicated by the presence of
trajectory quantities in the exponents of equation 5.4.
With the primacy of the trajectory calculation established, we introduce the
KSTrajectory class, which encapsulates the particle's evolution according to equation 5.1. We require that this object have the following interface:
class KSTrajectory
public KSComponentTemplate<

KSTrajectory >

public:
virtual void CalculateTrajectory(
const KSParticle& anInitialParticle,
KSParticle& aFinalParticle,
KThreeVector& aCenter,
double& aRadius,
double& aTimeStep

)

=

0;

virtual void ExecuteTrajectory(
const double& aTimeStep,
KSParticle& anIntermediateParticle

) const = 0;

};

Listing 5.4: interface for the KSTrajectory class
The CalculateTrajectory method takes an initial particle state and integrates the
equation of motion into the future, returning the final particle state, the time increment used, and parameters describing a sphere that is guaranteed to enclose the
entire trajectory segment calculated. The ExecuteTrajectory method uses information calculated in calling the previous method to interpolate a particle state between
the states obtained by integration, taking a time increment as an argument and re-
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turning the interpolated state. The information used in carrying out this operation
is computed during execution of the CalculateTrajectory method and is not modified
during interpolation, a fact reflected in the constant value qualifier on ExecuteTrajectory.

The method of integration used, the determination of the time increment

applied, the method of interpolation, and the details of the equation itself are encapsulated within this class.

A subsystem for coherently handling these details is

presented in section 5.6 below.
As the interaction probabilities depend on the full trajectory of the particle, we
now introduce the KSSpacelnteraction class which uses the KSTrajectory object to
model the effects of interactions. Objects of this class have the following interface:
class KSSpaceInteraction

:

public KSComponentTemplate<

KSSpaceInteraction

>

{
//...

public:
virtual

void CalculateInteraction(
KSTrajectory& aTrajectory,

const

KSParticle& aTrajectoryInitialParticle

const

KSParticle& aTrajectoryFinalParticle

const

KThreeVector&

const

double& aTrajectoryRadius,

const

double& aTrajectoryTimeStep,

KSParticle&

aTrajectoryCenter

,

,

,

const

anInteractionParticle,

double& anInteractionStep,
bool& anInteractionFlag

)

=

0;

virtual

void ExecuteInteraction(
,

const KSParticle& anInitialParticle
KSParticle& aFinalParticle,
KSParticleQueue& aSecondaries

) const

= 0;

Listing 5.5: interface for the KSSpaceInteraction class

The CheckInteraction method uses the given trajectory object to compute a final
particle state according to the probability function given in equation 5.3. Typically,
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an implementation of this method will involve Monte Carlo techniques and therefore
some amount of random number generation. The ExecuteInteraction method actually executes the interaction, suddenly modifying the state of the particle at the point
where the interaction happens, potentially producing secondaries.

Again, explana-

tion of how these methods are implemented as a subsystem within KASSIOPEIA is
postponed for now, to be resumed in section 5.7.
Finally, to represent interface processes, we introduce the KSSurfacelnteraction
class which encapuslates the action of these effects and has the following interface:
class KSSurfaceInteraction
public KSComponentTemplate<

KSSurfaceInteraction >

{

public:
virtual void Executelnteraction(
const

KSParticle& anInitialParticle,

KSParticle& aFinalParticle,
KSParticleQueue& aSecondaries

)

=

0;

Listing 5.6: interface for the KSSurfaceInteraction class
Like the KSSpacelnteraction class introduced above, the CheckInteraction method
of this class evaluates the interaction probability on the boundary, only without resort
to a trajectory object since neither integration nor interpolation are necessary in this
case.

The ExecuteInteraction method performs either a transmission or reflection

process on the boundary.

5.2.6

Navigation

With the introduction of the simple classes KSTrajectory, KSSpacelnteraction, and
KSSurfacelnteraction, the set of physics base classes necessary to form a tracking
algorithm is complete.

However, against the background of a geometry in which

the instances of these classes that are in use might change, navigation tools become
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necessary. These tools must ensure that the simulation algorithm tree remains in a
fixed configuration over a step, controlling when changes to the algorithm take place.
As noted in section 5.2.5, the propagation class initially integrates the equations of
motion into the future by an unspecified amount of time. If the resulting trajectory
crosses a surface or boundary, only the portion from the initial state to the first crossing point must be used during a step. Similarly, if a particle crosses from one volume
into another without crossing an active surface or boundary, the trajectory considered
must be limited to the portion which is strictly inside of the volume enclosing the
initial state. Finally, at the beginning of a track, the particle's initial position must
be used to determine the correct algorithm to use to take the first step. Likewise,
after a track is complete, the navigator must put the simulation algorithm back into
the initial state, namely that associated with the largest volume in the simulation.
These four requirements allow us to determine the interface of the KSNavigation
class, which encapsulates the task of managing state changes to the algorithm tree as
prescribed by actions associated with the geometry, shown below:
class KSSpaceNavigator
public KSOperatorTemplate<

KSSpaceNavigator

>

public:
virtual void CalculateNavigation(
const KSTrajectory& aTrajectory,
aTrajectoryInitialParticle

const KSParticle&

aTrajectoryFinalParticle

const KThreeVector&

,

,

const KSParticle&

aTrajectoryCenter

const double& aTrajectoryRadius,
const double& aTrajectoryStep,
KSParticle& aNavigationParticle,
double& aNavigationStep,

bool&
)

aNavigationFlag

0;

virtual

void ExecuteNavigation(

const

KSParticle& anInitialParticle,

KSParticle& aFinalParticle,
KSParticleQueue& aSecondaries

) const = 0;
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virtual void StartNavigation(
KSParticle& aParticle,
KSSpace* aRoot

)=

0;

virtual void StopNavigation(
KSParticle& aParticle,
KSSpace* aRoot

Listing 5.7: interface for the KSNavigation class
The StartNavigation and StopNavigation methods traverse the geometry tree and
execute commands associated with the elements, putting the navigator into the appropriate volume or surface state. If the initial particle already has neither a volume
nor a surface set, the StartNavigation method determines the smallest volume enclosing the particle, then determines if the particle is on a surface or boundary within that
volume, augmenting the simulation state during traversal.

Otherwise, this method

simply navigates to the specified component and puts the simulation in the corresponding state. The StopNavigation method returns the simulation state to that of
the root node of the geometry tree. The CheckSpaceNavigation and CheckSurfaceNavigation methods determine whether a trajectory portion encounters geometrical
components, and have similar signatures to the checking methods in the interaction
classes since they can potentially limit the trajectory.

If any component is hit, a

subsequent call to either of the execution method will affect the associated change to
the simulation algorithm.
Actual implementation of these methods of course depends on specific geometric
calculations.

To that end, a complete object-oriented geometry library has been

implemented for use with

KASSIOPEIA,

outlined in section 5.3. Since its inception,

this geometry library has matured considerably and is now a standalone package on
which KASSIOPEIA depends, whimsically named KGEoBAG. At present, this library
also serves as the high-level input for KEMFIELD, the field computation library used
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at KATRIN.

5.2.7

Generation and Termination

In addition to objects necessary for updating the states of particles, we need interfaces for creating these states ab initio from which tracks begin and interfaces for
determining when a track should end. From a global viewpoint, these problems are
considerably simpler than those addressed in sections 5.2.5 and 5.2.6, requiring only
simple interfaces.
As outlined in section 5.2.2, events begin with the computation of particle states
which are the initial states of the event's primary tracks.

Since the details and

physical meaning of the event are irrelevant at the scope of the global structure of
the program, we require only an interface that somehow generates the inital states.
The class encapsulating this idea is the KSGenerator whose interface appears below:
class KSGenerator
public KSComponentTemplate< KSGenerator >

{

public:
virtual void ExecuteGeneration(
KSParticleQueue& aPrimaries ) = 0;

Listing 5.8: interface for the KSGenerator class

The ExecuteGeneration method above simply fills the given particle queue with a set
of newly allocated and initialized states, which are added to an internal queue for
the event. The implementation of this method of course involves many details, and
a policy-based design for a system of generators is outlined below in section 5.4.
Termination of tracks is the final outstanding procedure for which we need an
interface before we can introduce the main simulation algorithm for KASSIOPEIA.
Termination involves examining a particle's state and returning a boolean variable
controlling the continued execution of steps, and as with all pieces of KASSIOPEIA,
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the application of these conditions may be geometry dependent. Again, the implementation of these conditions is irrelevant for the global algorithm, leading to a very
simple interface for terminators. A subsystem of terminators is found in section 5.5
which implement the KSTerminator class shown below:
class KSTerminator:
public KSComponentTemplate<

KSTerminator

>

{

public:
virtual void CalculateTermination(
const

KSParticle& anInitialParticle,

bool& aFlag ) = 0;

virtual void ExecuteTermination(
const

KSParticle& anInitialParticle,

KSParticle& aFinalParticle,
KSParticleQueue& aQueue ) const = 0;

};

Listing 5.9: interface for the KSTerminator class

5.2.8

Algorithm

The tools outlined in sections 5.2.5 - 5.2.7 are sufficient to compose a simulation
algorithm that completely fills in the run introduced in 5.2.2. As stated there, a run
is a collection of events which all share the same simulation configuration, and the
number of events comprising a run is simply a parameter given by the user. After
the simulation has been configured and actions have been associated with elements
of the geometry but prior to actual calculation begins, the simulation enters the userdefined root node of the geometry tree, executing the associated commands which
populate the basic algorithm tree. If an instance of KSGenerator has been added,
the event handler requests a queue of initial particle states of it which are put into an
event queue. The state at the top of the queue is then given to the tracking handler
which tracks it down until it is killed by an instance of KSTerminator, accumulating
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secondary particle that might arise during this process. These particles are then put
onto the back of the event queue. After each track is completed, the event handler
updates an event summary data structure, then initiates a new tracking request; this
process repeats until the event queue is empty, whereupon the event is completed.
The tracking handler itself is quite simple, requesting the step handler to update the
particle state, updating a track summary structure, and accumulating secondaries
while the particle remains unterminated.

The step handler's behavior is rather more complicated, involving the use of the
object interfaces previously introduced in this section. At the beginning of a step,
before any updating action is performed, the group of KSTerminator objects are
checked. If any KSTerminator decides to stop the particle, stepping is immediately
stopped and the handler returns. If this termination conditions remain unmet and
the particle is within a space and not on a surface the step algorithm proceeds to
integrate the trajectory.

Then, the group of navigators and space interactions are

asked to limit the trajectory, if necessary. If a space interaction provides the smallest
limit to the step, it is executed, and the handler returns. If a navigator limits the step
most strictly, it is executed and again the handler returns, though potentially in a new
configuration due to execution of the navigation process. If the particle being stepped
is on a surface rather than in a volume, the active surface interactions are checked
and immediately allowed to execute if they occur. Following this, the active navigator
is checked, and immediately allowed to execute if navigation occurs. Navigation on a
surface will typically move from a surface state back to the preceding volume state if
the surface is free or the appropriate next volume state if the surface is a boundary,
though other behaviors are possible. At the end of the step, active outputs are flushed
and written. A schematic representation of the simulation algorithm appears below,
in figure 5-2.
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Figure 5-2: A schematic representation of the global simulation algorithm used in K AsSIOPEIA
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5.3

Geometry

As outlined in section 5.2, the KGEOBAG geometry package used by KASSIOPEIA
plays a central role. It is the fundamental source of all geometrical information used
throughout the simulation, from the initalization of the KEMFIELD electromagnetic
computation package to the definitions of the navigation spaces and surfaces in and
on which different simulation algorithm configurations should be used. In order to
provide such flexibility to clients, a distinction is drawn in the geometry package
between basic, unadorned geometrical structure and the additional, non-geometrical
properties that elements of that structure might have.

For example, a particular

space in the simulation might have electrical properties such as dielectric characteristics or material properties such as a particular composition or density, whereas a
different volume might have an entirely different set of properties, or none at all. The
architecture of the geometry package is thus factored into two parts. The first is the
core of the package and deals strictly with geometrical relationships, and the second
manages the attachment of additional information to elements of the core system.
The basic objects comprising the core of the geometry package are spaces and
surfaces, which are respectively finite 3-manifolds and finite 2-manifolds embedded in
a background

R' field. Within this global background field, these space and surface

manifolds may be embedded at arbitrary locations with arbitrary orientations. Additionally, spaces can contain other spaces and surfaces, and space manifolds always
represent their boundaries by composition with a set of surfaces.

Finally, surfaces

and spaces are able to answer a set of geometrical queries that depend on the particular shape of the manifold they represent. These sets of geometric relationships are
expressed in the KGSpace and KGSurface interfaces as groups of methods in what
is roughly a policy factorization, detailed below in sections 5.3.1 - 5.3.3. In addition
to policies which encapsulate geometric relationships, the KGSurface and KGSpace
interfaces exhibit a group of programming policies, including cloning and an implementation of the acyclic visitor pattern, which are explained in Sections 5.3.4 and
5.3.5. Finally, a templated extension mechanism is provided and detailed in Section
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5.3.6 which allows client code to attach the arbitrary data advertised above to both
surfaces and spaces.

5.3.1

Structure

Systems of spaces and surfaces in KGEoBAG exhibit a nested relationship, in which
spaces are bounded by a set of surfaces or may completely contain other spaces or
surfaces. In mathematical terms, for a space V and a surface A, we say A bounds V if
and only if A - DV. The requirement that a space completely represent its boundary
can be formalized in the statement V V E {Aj}

:

U

Aj = OV. Additionally, we

can say that a space V contains a surface A or space W if and only if A C V or
W c V, respectively. This statement has the additional important consequence that
child surfaces and spaces cannot protrude from their parent space. Of course, such
nesting relationships among spaces, boundary surfaces and contained surfaces can be
represented as a tree structure, a depiction of which can be found below in Figure

5.3.1.

C
b

B

B
----

C

spaces
-boundary

A

surfaces
free surfaces

Figure 5-3: At left, a nested system of spaces, their boundary surfaces and a few free
surfaces are depicted as they might appear if physically realized. At right the same nested
system is represented as a tree structure in which the nodes are spaces and the leaves are
surfaces.

During construction of a geometrical system, a user must create individual surfaces
and spaces and then nest them inside one another. Supporting these operations is the
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structural section of the surface and space interfaces, shown below in Listings 5.10
and 5.11.
class KGSurface

{
/..
public:
void Orphano;
const KGSpace* GetParent()

const;

};
Listing 5.10: The structuralpolicy of the KGSurface interface.

class KGSpace

{
//..
public:
void Orphano;
void AddBoundary(

KGSurface* aSurface );

void AddChildSurface( KGSurface* aSurface );
void AddChildSpace( KGSpace* aSpace );

const KGSpace* GetParent() cons t;
const vector< KGSurface* >* GetBoundaries()

const;

const vector< KGSurface* >* GetChildSurfaces()
const vector< KGSpace* >* GetChildSpaces()

const;

const;

};
Listing 5.11: The structuralpolicy of the KGSpace interface.

5.3.2

Placement

Within the global background R3 field, space and surface manifolds may be embedded at arbitrary locations with arbitrary orientations. These embeddings of geometry
objects in the background field are realized by attaching an implicit origin and coordinate system to the background field; local origins and coordinate systems attached
to embedded manifolds are then expressed in terms of the global system, thereby
expressing their placements. After creation, manifolds may be transformed with a
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rotation and displacement to adjust their placements in the global background field.
The operations allowing for the query and transformation of these coordinate systems
are encapsulated in the placement policy of the KGSurface and KGSpace interfaces,
shown below in listings 5.12 and 5.13.
class KGSurface

public:
void Transform( const KTransformation* aTransformation

const KThreeVector& GetOrigin()

);

const;

const KThreeVector& GetXAxis()

const;

const KThreeVector& GetYAxis()

const;

const KThreeVector& GetZAxis()

const;

};

Listing 5.12: The placement policy of the KGSurface interface

(

class KGSpace

//.
public:
void Transform(

const KTransformation* aTransformation

const KThreeVector& GetOrigin()

);

const;

const KThreeVector& GetXAxis()

const;

const KThreeVector& GetYAxis()

const;

const KThreeVector& GetZAxis()

const;

Listing 5.13: The placement policy of the KGSpace interface.

Though the interfaces for both surfaces and spaces are identical, their implementations differ. In the case that a transformation should be applied to a space, the
space itself is transformed along with all of its contents, allowing a user to think of a
space with contents as an assembled, composite structure.

105

5.3.3

Shape

In KGEoBAG, shape refers to the particular form an object has, which is at least
parameterized by the form's specific dimensions and, possibly, additional placement
parameters.

To illustrate the difference in these kinds of parameters, for example,

one can completely define a cylindrically shaped space by dictating that the origin
of the local coordinate system of the space coincide with the centroid of the cylinder
and that the cylinder's symmetry axis coincide with z in the coordinate system. If
these definitions are understood, only the length and radius of the cylinder need to
be specified to completely define the cylinder. This is a strictly minimal description
of a cylinder which utilizes no positional parameters. But, it may be beneficial for
clients to relax such strict minimalism and allow placement-type parameters in the
description of a shape as well. A cylindrical example may be used again to illustrate
what is meant by placement-type parameter: this time, rather than specifying only
the length and radius of the cylinder, we let the centroid of the cylinder float with
respect to the z-axis of the local coordinate system.

Allowing this new freedom

now requires the specification of three numbers, namely the minimum z-position, the
maximum z-position, and the radius of the cylinder.
In addition to simply storing shape-specifying parameters, geometrical objects in
KASSIOPEIA must also use these data to answer a set of geometrical queries regarding
the relationship between the object and a given point. Surfaces must be able to answer
whether a point is above or below them, return the nearest point on a surface to a
query point, and return the outward normal to the surface at the nearest point to a
query point. Spaces must return whether a query point is inside or outside of them,
the nearest point on the boundary to a given point, and again the outward normal
on the boundary at the point nearest a query. The space and surface interfaces to
these queries are given below, in Listings 5.14 and 5.15, respectively.
class KGSpace
{

public:
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virtual bool

Outside( const KThreeVector&

aPoint ) const = 0;

virtual KThreeVector

Point( const KThreeVector&

virtual KThreeVector

Normal( const KThreeVector&

aPoint ) const

0;

aPoint ) const = 0;

Listing 5.14: The shape policy of the KGSpace interface.

class KGSurface

//.
public:
Above( const KThreeVector&

virtual

bool

virtual

KThreeVector Point(

aPoint ) const

const KThreeVector& aPoint )

0;
const = 0;

virtual KThreeVector Normal( const KThreeVector& aPoint ) const

0;

};

Listing 5.15: The shape policy of the KGSurface interface.
It is possible, and experience shows indeed frequent, that a user will want several
copies of a certain shape placed systematically throughout a simulation geometry.
This is of course a consequence of the economic forces favoring designs using repeated
modular construction. In this case it is inconvenient to build many copies of the same
shape or assemblies of shapes. The implementation of the shape policy in surfaces
and spaces therefore uses smart pointers to shape calculation interfaces, respectively
KGArea and KGVolume, which support much the same interface as above. Surfaces
and spaces that represent different placements or structurings of the same shape
therefore share an instance of that shape using a smart pointer, cutting down on
resource use.

5.3.4

Cloning

As mentioned above, real world designs often feature repeated modular placements
and nestings of identical shapes or assemblies of shapes. KGEoBAG provides a scheme
for building such structures through an implementation of the Prototype design pattern.

This pattern of course requires a notion of cloning, and the cloning policy
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provided for spaces and surfaces is shown below in Listings 5.16 and 5.17.

(

class KGSpace

public:
KGSpace* CloneNode()

const;

KGSpace* CloneTree()

const;

Listing 5.16: The cloning policy of the KGSpace interface.

class KGSurface

{
//
public:
KGSurface*

CloneNode() const;

}1;

Listing 5.17: The cloning policy of the KGSurface interface.
In the case of surfaces, cloning will copy the name and labels of the surface, placement information, and the shared KGArea pointer into the newly cloned instance.
Structural information is not copyable however, and the returned surface is an orphan. In the case of spaces, calling the node cloning method copies over the same
information, including the cloning and aggregation of boundaries. Contained spaces
and surfaces are not cloned, however. In order to clone contained structure as well,
the tree cloning method must be used.

5.3.5

Visitation

As part of its core package, KGEoBAG provides an implementation of the acyclic visitor pattern for surfaces and spaces. At the top of the hierarchy of potential visitors
is the KGVisitor class, which is empty apart from a virtual destructor.

Inheriting

from this are visitor classes for each of KGSpace and KGSurface, as well as a system
of visitor classes for each of the shape types that KGeoBag provides. Additionally,
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visitor classes are introduced for extensions containing client data that are appended
to a geometry, as discussed below in Section 5.3.6. When a surface or space is presented with a pointer to a visitor, it first attempts a dynamic cast of the visitor
pointer to the appropriate surface or space visitor. Subsequently, the visitor pointer
is handed to all present extensions, and finally to the shape calculator. In this way
systems performing complex computations on geometries can be written modularly,
inheriting from the visitors of the shapes they support. The visitors and visitation
policy for spaces and surfaces can be found in Listings 5.18 and 5.19 below. As with
cloning, functions operating only on single nodes are differentiated from those that
are recursively applied over an entire geometry tree.
class KGSpace

public:
class Visitor

public:
Visitor );
virtual

~Visitoro;

virtual

void VisitSpace( KGSpace* aSpace )

0;

};
public:
void AcceptNode( KGVisitor* aVisitor );
void AcceptTree( KGVisitor* aVisitor

);

Listing 5.18: The visitation policy of the KGSpace interface.

class KGSurface
{

public:
class

Visitor

{

public:
Visitor ();
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virtual

~Visitoro;

virtual void VisitSurface( KGSurface*

aSurface ) = 0;

}I;
public
void AcceptNode( KGVisitor* aVisitor );

Listing 5.19: The cloning policy of the KGSurface interface.

5.3.6

Extension

As discussed in preceding sections, elements of the KGEoBAG system feature an
extension system which allows clients to append arbitrary information to the object.
In general, a conceptual extension may feature different sorts of data for surface and
space types. An example with this feature is the meshing of complicated geometry
elements into large sets of smaller simpler objects. The client writing such a meshing
extension might want to mesh spaces into collections of tetrahedral elements and surfaces into collections of triangles. The mesh extension would therefore need different
structures for the extension data for surfaces as opposed to spaces.

To that end,

defining a set of extensions for KGEoBAG requires the definition of a class with two
nested types which are expected to have the names Space and Surface; these nested
types are arbitrary extension data definable by the client. Once the extension class
is defined, extensions can be applied to or accessed from spaces and surfaces via the
interfaces of their exension policies, shown below in Listings 5.20 and 5.21.
class KGSpace

{
public:
template<
bool

class

XExtension >

HasExtension()

const;

template< class XExtension >
const KGExtendedSpace<

XExtension

>* AsExtension()
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const;

template< class XExtension >
KGExtendedSpace< XExtension >* AsExtensiono;

template< class XExtension >
KGExtendedSpace< XExtension >* MakeExtensiono;

>

template< class XExtension

KGExtendedSpace< XExtension >* MakeExtension(
const

typename XExtension::Space&

aCopy );

1/..

I

Listing 5.20: The extension policy of the KGSpace interface.

class KGSurface

{
public:
template< class XExtension >
bool HasExtension() const;

template< class XExtension >
const

KGExtendedSurface<

XExtension >* AsExtension()

template< class XExtension
KGExtendedSurface<

const;

>

XExtension >* AsExtensiono;

template< class XExtension >
KGExtendedSurface< XExtension >* MakeExtensiono;

template< class XExtension >

const

typename XExtension::Surface& aCopy

)

KGExtendedSurface< XExtension >* MakeExtension(

Listing 5.21: The extension policy of the KGSurface interface.
The extended space and surface objects handled by this mechanism contain the
data given by clients through inheritance, since the extension and the data it contains
are conceptually one and the same thing. Additionally, the extended geometry objects
dealt with in the extension policy support the non-geometric policies found in the
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surface and space interfaces, namely cloning, visitation, and extension.

Thus, an

extended object can itself have extensions, enabling clients to form and use structures
of considerable complexity. As shown in the interfaces above, extended spaces and
surfaces are handled through the KGExtendedSpace and KGExtendedSurface class
templates. The interfaces to these classes appear below, in Listings 5.22 and 5.23.
template< class

XExtension >

class KGExtendedSpace

:

public KGExtensibleSpace,
public

XExtension::Space

{
public:
KGExtensibleSpace* Clone()

const;

public:
class Visitor

{
public:
Visitor

0;

virtual ~Visitor(;

virtual

void VisitExtendedSpace(

KGExtendedSpace<

XExtension >*

)

0;

};
void Accept( KGVisitor* aVisitor

);

public:
template< class XOtherExtension
bool HasExtension()

>

const;

template< class XOtherExtension
const KGExtendedSpace<

>

XOtherExtension

template< class

XOtherExtension >

KGExtendedSpace<

XOtherExtension

template< class XOtherExtension
KGExtendedSpace<

XOtherExtension

>* AsExtension()

>* AsExtensiono;

>

>* MakeExtension(;

const KGSpace* AsBase() const;
KGSpace* AsBase(;
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const;

J

II.

Listing 5.22: The KGExtendedSpace interface.

template< class XExtension >
class KGExtendedSurface
public KTagged,
public XExtension::Surface,
public KGExtensibleSurface

{
public:
KGExtensibleSurface* Clone()

const;

public :
class

Visitor

{
public:
Visitor();
virtual

~Visitor(;

virtual

void VisitExtendedSurface(

KGExtendedSurface<

void Accept( KGVisitor*

XExtension >*

aVisitor

)

0;

);

public:
template< class XOtherExtension
const;

bool HasExtension()

template< class XOtherExtension
const

KGExtendedSurface<

const KGSurface*

AsExtension()

>*

AsExtension(;

>*

MakeExtension();

>

XOtherExtension

AsBase()

>*

>

XOtherExtension

template< class XOtherExtension
KGExtendedSurface<

>

XOtherExtension

template< class XOtherExtension
KGExtendedSurface<

>

const;

KGSurface* AsBase(;
//

};
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const;

Listing 5.23: The KGExtendedSurface interface.

5.4

Generation

Particle generation in KASSIOPEIA, as introduced in section 5.2.7, must create the
initial states of the primary tracks which comprise an event. This broad task can be
undertaken in any number of ways; following a general pattern found within KASSIOPEIA,

the simulation provides a native resolution of this subproblem using a sub-

system of classes which ultimately work together to provide a flexible generation
package with many options. The names of the classes comprising this subsystem are
all prefixed with KSGen, reflecting their unity and collective purpose as a subsystem.
The generator package the KSGcn system provides is based on a policy-like design
that breaks up the problem of creating initial particle states into orthogonal, independent subproblems, each of which is handled by a dedicated class. These classes,
which are called creators within KSGen, independently handle the computation of an
initial particle's energy, the direction of its momentum, its position, and the time of
its creation. A completely configured composite generator object will therefore contain one instance of an object implementing each of these creator classes' interfaces.
This top-level generator object is an instance of the KSGenGeneratorComposite class,
which implements the KSGenerator interface introduced previously.
The creator classes in the KSGen package all share a very similar interface which
principally features a void member that takes non-const reference to a deque of particles as an argument. For every particle in the argument deque, a creator class will
initialize the particular particle property for which it is responsible, and can add particles to the deque structure if necessary. Initial population of the particle queue is
the responsibility of the generator class itself, which initializes this queue with a single
particle of a species defined by the user. This initialized deque is then allowed to be
modified by each of the generator's creators, finally resulting in a fully configured set
of initial states.
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Many important applications can be found for which the policy independence
principle doesn't hold. Examples are readily found, including complex, multiprocess
nuclear decays in which decay products have a directional correlation which depends
on energy. In cases such as these where independence is broken between some subset
of all creator policies, the multiple inheritance of C++ is of great use.

The case

given could be dealt with, for example, using a creator implementing both the energy
and direction policies. It is possible of course that all policies are interdependent, or
that a requirement arises for which the policy-based factorization is unnatural. In
these cases, the user can always implement the simple KSGenerator interface directly.
Having the possibility for extensibility at multiple layers within the framework of
KASSIOPEIA is one of the cornerstones of the package's design, hopefully requiring

minimal modification from users to achieve the desired functionality.
The non-inherited portion of the interface to the KSGenGenerator class which
illustrates its aggregation of creators is shown below, in listing 5.24. Since the interfaces to the creator classes are nearly identical, the pattern may be illustrated by
choosing KSGenEnergy as single representative, which appears in listing 5.25.
class

KSGenGeneratorComposite

public KSComponentTemplate<

KSGenGeneratorComposite,

KSGenerator

{
public:

long&

aPid );

void

SetPid( const long

void

SetEnergy( KSGenEnergy* anEnergy );

void

ClearEnergy( KSGenEnergy* anEnergy );

void SetPosition( KSGenPosition* aPosition

);

void ClearPosition( KSGenPosition* aPosition

);

void SetDirection( KSGenDirection* aDirection );
void ClearDirection( KSGenDirection* aDirection

void SetTime( KSGenTime* aTime );
void ClearTime( KSGenTime* aTime );

void AddSpecial( KSGenSpecial* aSpecial );
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);

>

void RemoveSpecial( KSGenSpecial* aSpecial );

Listing 5.24: The KSGenGeneratorConpositeinterface

class KSGenEnergy

public

KSComponentTemplate< KSGenEnergy >

{
/..,

public
virtual void DiceEnergy( KSParticleQueue& aPrimaries )

0;

};
Listing 5.25: The KSGenEnergy interface
In addition to having very similar interfaces, the creators used by a composite
event generator share the property that they are ultimately responsible for computing sets of floating point numbers. For instance, a position creator must somehow
generate a set of three numbers to configure the position of an initial particle, independent of whether those numbers are to be interpreted as cartesian coordinates,
spherical polar coordinates, or coordinates in some other type of system. Similarly, a
time creator must generate a set of numbers corresponding to initial particle times.
This shared property allows for a second design choice along policy lines, driven by
the KSGenValue class, which captures the abstract notion of choosing a set of floating point numbers according to a rule. Possible concrete rules for this class include
choosing random numbers according to a distribution, always returning a fixed value,
or generating a set of equally spaced numbers. A composite creator which uses instances of KSGenValue will then use the values thereby generated to initialize part of
a particle's state, with the concrete interpretation of those values encapsulated withing the creator's final type. The interface to the KSGenValue class appears below, in
listing 5.26.
class

KSGenValue

public KSComponentTemplate<

KSGenValue >
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publ ic:
virtual void DiceValue( vector< double >&

aDicedValue

)

0;

//.

Listing 5.26: The KSGenValue interface
With the introduction of these design principles, the outline of the KSGen package
is complete. In the following sections, the particular available implementations of the
KSGenValue will be presented and explained, followed by the various available creator
classes.

5.4.1

Values

As seen in listing 5.26, the interface to KSGenValue is very simple. The DiceValue
function that appears there takes a reference to a vector of double-precision numbers,
which is filled as the member function returns. The various implementations of KSGenValue can be divided into two sets, namely those that return a single number and
those that return a set. Those that return a single number all can be thought of as
drawing that number from some kind of distribution, and are shown below in table

5.1.
Component Name

Description

KSGenValueFix

single fixed value

KSGenValueUniform

random uniform distribution in a range

KSGenValucGauss

gaussian distributed random numbers

KSGenValueFormula

random numbers from user given distribution

Table 5.1: Single-value generating classes available in the KSGen system.

In contrast to the value calculators that return a single number, those that return
multiple numbers are used by creators to make sets of initial particles. For instance, if
an implementation of the energy creator shown in listing 5.25 uses a value calculator
which returns a set of n values and the energy creator is called with a deque initially
containing m particles, the final deque will contain n -m particle states. This behavior
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is common to all value-using creator classes: for every combination of values the
creator computes, the creator will include a copy of the initially given deque configured
with that combination in the deque it returns. There is currently one value calculator
in KSGen that returns multiple values, KSValueSet, shown below in table 5.2.
Component Name

Description

KSGenValueSet

set of values equally partitioning a range, endpoints of the range are included in the set

Table 5.2: Multiple-value generating classes available in the KSGen system.

5.4.2

Position Creation

In many applications, a user will want to create initial particle positions according to
a set of simple rules. Situations such as these often arise in computing the response
of an experimental component, in which a user wants to map out a portion of particle
phase space, potentially according to some distribution. These situations are met in
Kassiopeia with a set of simple position creators which each use three instances of the
value calculators introduced in the previous section. Each of these position creators
has an intrinsic type of coordinate system which dictates the interpretation of the
calculated values, and the origins of these coordinate systems can be connected to
the coordinates associated with KGEoBAG components, if desired. These position
creators all have the word composite in their names, reflecting their use of value
calculators, and can be found below in table 5.3.
Component Name

Description

KS GenPositionRect angular Composite

values are cartesian components of position

KSGenPositionCylindricalComposite

values are cylindrical components of position

KSGenPositionSphericalComposite

values are spherical components of position

Table 5.3: Composite position creators available in the KSGen system.

In the case that one of the polar coordinate creators is used and evenly distributed
points are desired, it can be inconvenient and error-prone to require a user to enter the
formula for the correct distribution for the angular and radial variables. To alleviate
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this, some special value calculators are made available for use in these situations.
These value calculators are tablulated below in table 5.4.
Description

KSGenValueRadiusCylindrical

draws radii for even point distribution in a
cylindrical coordinate system (p 0( r

KSGenValueRadiusSpherical

draws radii for even point distribution in a
spherical coordinate system (p oc r3)

KSGenValueAngleSpherical

draws polar angles for even point distribution
in a spherical coordinate system (p 0C cos- 1 0)

)

Component Name

Table 5.4: Special geometric value generating classes available in the KSGen system.

5.4.3

Direction Creation

Paralleling the pattern established with the position creators, a composite direction
creator is made available which can be configured to scan over a set of momentum
directions or draw the directions from a distribution.

Only one direction creator is

implemented which interprets the supplied value calculators as the angles in spherical
polar coordinates, listed below in table 5.5. Again, since spherical coordinates are
used, the special spherical angle calculator is available for creating even direction
distributions.
Component Name

Description

KSGenDirectionSphericalComposite

values are interpreted as the polar and azimuthal angles of the momentum vector

Table 5.5: Composite direction creators available in the KSGen system.

5.4.4

Energy Creation

Following a now familiar pattern, a composite energy creator is available which uses
a single value calculator to deliver the energy of a primary particle in electron volts.
Of course, many physical processes of interest that generate particles in an experimental apparatus do not exhibit electron energy distributions covered by the value
generator choices given in figure 5.1. Cases such as these can directly implement the
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KSGenEnergy interface to produce unique custom distributions which better reflect
the underlying physical process. Situations within this category occur at KATRIN,
primarily in the production of primary /3-electrons from tritium. Additionally, background studies performed at KATRIN require energy generators that accurately reflect
the decays of krypton and radon. These decays are complex, and primary electrons
can arise from not only the primary decay but also subsequent actions, including
shake-off and Auger processes. As a result of these developments, KASSIOPEIA ships
with energy creators specially written to model these particular decays. The full set
of energy creators available in the KSGen system are tabulated in table 5.6.
Component Name

Description

KSGenEnergyComposite

value is interpreted as the energy of the primary in eV

KSGenEnergyTritiumEvent

generates primaries from T2 /3-decay including final state distribution

KSGenEnergyKryptonEvent

generates primaries from 83mKr conversion
electron decays including Auger cascades

KSGenEnergyRadonEvent

generates primaries from 2 19 Rn or 220 Rn adecays including shell reorganization, conversion and Auger cascades in daughter polonium
nuclei

Table 5.6: Energy creators available in the KSGen system.

5.4.5

Time Creation

The last creator to be dealt with in KASSIOPEIA is the time creator, which is available
only as a composite utilizing the various value calculators.

The value returned by

the aggregated calculator is interpreted as the particle start time in seconds.
completeness, this is listed below in table 5.7.
Component Name

Description

KSGenTimeComposite

values are interpreted as the initial particle
time in seconds

Table 5.7: Composite time creators available in the KSGen system.
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For

For users desiring initial times corresponding to radioactive decay or processes
repeating with a specific fixed frequency, a few special time creators are available for
these uses, tabulated below in table 5.8.
Component Name

Description

KSGenValueDecay

values are returned such that the distribution
of the differences between successive times follows an exponential distribution

KSGenValueRepeat

values are returned such that successive differences are constant

Table 5.8: Special time value generating classes available in the KSGen system.

5.5

Termination

The termination subsystem of KASSIOPEIA is likely its simplest, since most common
termination policies can be well encapsulated by a single class. For this subsystem,
called KSTerm in parallel with the KSGen system introduced in section 5.4, hardly
any additional structure is necessary, and each final terminator class in the KSTerm
system inherits directly from the terminator interface introduced in section 5.2.7. A
broad class of these general purpose terminators limits the values on properties of
particles. Examples include maximum and minimum energy terminators and those
that limit the z value of the position, or those that limit the total track time or step
count. Additionally, terminators may kill tracks on other bases, including proximity to
geometric elements or a track's secondary status. A listing of all the basic terminators
that ship with KASSIOPEIA is given below, in table 5.9.
Though uncommon, the structure of the KASSIOPEIA stepping algorithm allows
for terminators to trim step sizes themselves during the checking phase. This can
be advantageous when a terminator needs to kill a particle precisely when a certain
condition is met, rather than at the first final state when the condition is exceeded.
This behavior has not yet been needed in the investigations to which KASSIOPEIA
has been applied, but it is noteworthy that need for this mode of extension has been
foreseen.
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Component Name

Description

Component Name
KSTermMinZ

Description
lower bound on z component of position

KSTermMaxZ

upper bound on z component of position

KSTermMinR

lower bound on r component of position

KSTermMaxR

upper bound on r component of position

KSTermMinEnergy

lower bound on kinetic energy

KSTermMaxEnergy

upper bound on kinetic energy

KSTermMinLongEnergy

lower bound on longitudinal kinetic energy

KSTermMaxLongEnergy

upper bound on longitudinal kinetic energy

KSTermMaxTime

upper bound on track time

KSTermnMaxLength

upper bound on track length

KSTermMaxSteps

upper bound on track step count

KSTerrnDeath

kills track immediately wherever it is active

KSTermSurface

kills track on the basis of proximity to a surface

KSTermSpace

kills track on the basis of proximity to space

Table 5.9: Terminators comprising the KSTerm subsystem of KASsIOPEIA

5.6

Trajectory

The trajectory section of KASSIOPEIA pertains to the simulation of processes affecting
the continuous evolution of particles' states. Examples of such processes are the phenomena of conservative charged particle motion in background electromagnetic fields,
classical free-space radiation losses incurred when these particles are accelerated, and
interactions between these particles and the eigenmodes of fields in electromagnetic
cavities. Not included under the aegis of trajectory are discrete, stochastic processes
such as scattering or surface effects, which are discussed separately in Section 5.7.
Common to all trajectory processes is the fact that they may be naturally represented as terms in the overall differential equation of motion governing the evolution of
the particle's state. This fact directly informs the design of KASSIOPEIA's trajectory
section: every continuous physical effect is represented as a class which implements
the interface of a term in a differential equation. As with the field solving algorithms,
these terms may be added or removed from the overall equation of motion as the particle moves through the simulation's geometry. As steps are computed, all terms are
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numerically integrated simultaneously, eliminating instabilities that can result from
handling small terms separately as perturbations with lower order methods.
To summarize briefly, an active set of trajectory processes in KASSIOPEIA comprise
a multidimensional, multi-term equation of motion represented as a set of coupled,
first order ordinary differential equations in a set of variables that specify the full
physical state of a particle.

dx1
dt

}, this

XN}

and a set of

system has the explicit form
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As alluded to above, the choice of variables {xi, X 2 , ...

, XN}

+

(5.5)

for the system of dif-

ferential equations of motion is rather free, being subject only to the constraint that
the variables completely capture the state of the particle. In KASSIOPEIA, specific
choices of variables are termed representations, and any process in KASSIOPEIA may
implement one or more representations of the same physical effect. As it turns out,
appropriate exploitation of this freedom of choice of representation can lead to significant efficiency gains, sometimes as much as a few orders of magnitude. The two
representations shipped with KASSIOPEIA are described below, in section 5.6.1.
In order to define a representation in KASSIOPEIA, a family of three related classes
must be defined and implemented, which together are termed the representation's elements. First, a class must be written encapsulating the state of the propagated particle in terms of the representation variables {X1, x 2 , .-., XN}, similar to the encapsulation principle used in the KSParticle class introduced in Section 5.2.1. Additionally,
the set of derivatives {Y1,

i2, .--,

x 2} and the set of numerical errors {6X 1 , 6x 2 , ...

, 6 XNI

incurred during integration must each be encapsulated into classes. Within a repre-
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sentation, these elemental classes are called the particle, derivative, and error. In addition to encapsulating these concepts, a representation's elements also act as terminals
in an expression template mechanism. This mechanism permits fast and expressive
implementations of numerical methods, including quadrature and Runge-Kutta algorithms. Apart from the operators used in the expression template mechanism, the
interfaces of the element classes are unspecified, internal to the representation itself,
and guided only by matters of convenience therein.
Given a family of classes that define the elements of a representation, a set of
interfaces can be formed from them that operate on instances of the elements. These
derived classes are termed the representation's operators, and implementations of
these operator interfaces actually perform the work of integrating, interpolating, and
evaluating the equations of motion. Once a representation is chosen, there are four
operators that work together to implement the KSPropagation interface. These are
the differentiator interface, which evaluates a term in equation 5.5, the integrator
interface which integrates a set of terms to provide a new solution and an error
estimate, the interpolator interface which finds approximate intermediate solutions
between accurate solutions provided by the integrator, and finally the control interface
which conditionally sets the stepsize used by the integrator and can accept or reject
actions of the integrator. Implementations of these classes available within Kassiopcia
are found in sections 5.6.2-5.6.4, and their interfaces appear below:
template< class XParticle , class XDerivative,

class XError >

(

class Differentiator

public:
virtual

void Differentiate(

const

XParticle& aState,

XDerivative& aDerivative ) const = 0;

Listing 5.27: interface for the differentiator operator class template

template<

class

XParticle, class XDerivative,

class XError >
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class Integrator

{
public:
virtual void Integrate(
const Differentiator<
XParticle,
XDerivative,
XError >& aDifferentiator,
double& aStep,

const

XParticle& anInitialState

,

const

XParticle& aFinalState,
XError& anError ) const = 0;

};

Listing 5.28: interface for the integratoroperator class template

template< class XParticle , class XDerivative,
class

class XError >

Interpolator

{
public:
virtual void Interpolate(
const Differentiator<
XParticle,
XDerivative,
XError >& aDifferentiator,
const double& aStep,
XParticle& anInitialState

,

const

,

const XParticle& aFinalState

XParticle& anInterpolatedState )

0;

};

Listing 5.29: interface for the interpolatoroperator class template

template< class XParticle ,

class XDerivative , class

class Control

public:
virtual void Check(
const XParticle& anInitialState,
const

XParticle& aFinalState,

const XError& anError,
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XError >

bool& aFlag

) = 0;

virtual void Calculate(
const XParticle& aCurrentState,
double& anIncrement )

0;

};

Listing 5.30: interface for the control class template

5.6.1

Representations

Exact
The most straightforward particle representation in

KASSIOPEIA is

the exact repre-

sentation, which simply uses the time, the cartesian position, and the cartesian linear
momentum of the particle as measured in the laboratory frame to represent its full
physical state. Explicitly, the variables defining the exact representation are the set

{t, F', pl} In this representation, for example, the propagation term, further explained
below, is the Lorentz equation in its usual texbook form.

Adiabatic
Since the motion of signal electrons in KATRIN is adiabatic to a high degree of precision, KASSIOPEIA is also equipped with a representation which exploits the simplifications this approximation affords. In KASSIOPEIA this is the adiabaticrepresentation,
which is applicable when electromagnetic fields vary little over the region in space and
time circumscribed by a cyclotron orbit around a magnetic field line. The variables
that define this representation are: t, the laboratory time as in the exact representation; ie, which is the guiding center or instantaneous center of the particle's fast
cyclotron orbits; p1, the component of momentum parallel to the magnetic field evaluated at the guiding center; p_, the component of momentum complimentary to p1i;
and 0c, which is the accumulated orbital phase. In strong magnetic fields at low
energies, particles can typically be propagated many times farther into the future
than is possible in the exact representation for a given level of accuracy. A schematic
depiction of the exact and adiabatic representations appears below, in Figure 5-4.
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Figure 5-4: Schematic picure of steps taken in different KASSIOPEIA representations.

5.6.2

Terms

Propagation
The most important term in the equations of motion used in KASSIOPEIA is certainly
the propagation term, which models the conservative motion of particles in external
electromagnetic fields. As mentioned above, in the exact representation this term is
just the relativistically correct Lorentz equation, albeit written as a set of first-order
differential equations rather than a single second-order form. Explicitly, this term in
the exact representation is:

dt
-

dt

dt

=

1
y
p x B(F,t)

di

dt

q

( Wt) +

(56)

The form of the propagation term in the variables of the adiabatic representation,
in distinction to that in the exact representation, requires several steps to derive.
Since it is beyond the scope of this paper to supply a complete derivation, we will
simply remark that it can be obtained directly from the relativistic forms of the
statements of conservation of energy and orbital magnetic moment, itself being the
adiabatic invariant associated with cyclotron orbits. The propagation term in the
adiabatic representation is explicitly given by:
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Synchrotron
Though eclipsed in importance by the propagation term, another commonly used
term in simulations of KATRIN is the synchrotron term, which handles free-space
radiative losses by accelerated particles.

In the exact representation, this term is

directly derivable from the covarariant form of the Larmour radiation formula, which
in SI units reads as:

P 1

q2

P= 67Tc m
m2

(dpjt
(
dr

dpfl(58
dT >(5.8)

Expansion of the inner product above yields a practical formula for the radiated power
in terms of external forces acting on the particle,
poq2
P =

where
and

fN

fT

67rc m

(Wj+

2

A)
f),

(5.9)

is the component of the force acting tangential to the particle's motion

acts normal to the motion. Again, without further derivation, we state that

with the introduction of a Frenet-like frame composed of unit vectors T, U, and V,
themselves defined by the directions of the particle momentum

,

the product p x B,

and the remaining direction, respectively, we obtain an exact-representation form of
the propagation term,
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di
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dt
d

0
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2

and

3

(5.10)

have the values,

2

E1 =E+ Bv;i
-2EuBvP
m
(5.11)

S=E+ E2,

and the subscripts T, U and V refer to the components of the electric and magnetic
fields in the Frenet-like frame introduced above.
To obtain this term in the adiabatic representation, we start with equation 5.9
above. Combining this expression with the approximation that the force responsible
for gyration is also completely responsible for radiation, itself completely consistent
with the adiabatic approximation, yields the complete synchrotron term:

dic

ddit

=

0

do1
dt

=

0

67sc m3

dt

=pj 0.

PI

(5.12)

dt

5.6.3

r')

Integrators

As discussed in section 5.2.5, the manner of integration of equation 5.1 which governs
the trajectory is among the policies encapsulated and hidden within the KSProp-

agation class. Equipped with the concept of representation and having introduced
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some basic representations and terms in sections 5.6.1 and 5.6.2 above, we are now
in a position to discuss the design of the integrators used to solve these equations of
motion.
Central to the numerical study of multidimensional ordinary differential equations
are the Runge-Kutta methods, of which there are many subclasses and types. Within
KASSIOPEIA, since evaluation of the function governing the equation of motion is gen-

erally expensive, the focus is heavily on explicit Runge-Kutta methods, which may
sacrifice potential fulfillment of extended stability or symmetry requirements for a
fixed number of function evaluations. Given an initial condition
'(0),

valid at a time

f (0)

(0)

{zII2
1

()L

-,

x

}

t(0) in some representation along with a timestep 6t, an ex-

plicit Runge-Kutta method approximates the solution to equation 5.1 at time t + t
according to the scheme:

= 5(0) + 6t

fzb,

-)

(5.13)

i=0
where the set fi are in a sense derivatives at intermediate points and are calculated
according to

Sf

(t(0 ) + ci5t; X(0) + 6t

a' fj).

(5.14)

j=0

The unbarred function

f

above is the same as that appearing in equation 5.1, and

is the function being integrated. The number s appearing in equations 5.13 and 5.14
above is the number of stages the method exhibits, whereas the numbers a"-, bi, and
ci are its coefficients, which completely define a particular Runge-Kutta method. For
a given number of stages, it is possible to choose coefficients which satisfy a set of
order conditions at order r, guaranteeing that the local truncation error on an iterate
is proportional to (6t)r. The order r of the conditions that can be satisfied with s
stages always obeys the inequality r < s. For high orders, it becomes quite difficult
to derive the minimum number of stages needed to satisfy a particular set of order
conditions.
In addition to the properties above, explicit Runge-Kutta methods have the addi130

tional property that a 3 = 0 for
evaluation of

f

j

< i. This fact has the consequence that the point of

required to define fP depends only on the set {fi 1 j < i}. Thus, an

explicit Runge-Kutta method with s stages will always require exactly s evalutions
of

f

and therefore of the electric and magnetic fields. This control over the number

of field evaluations required per step in KASSIOPEIA is a powerful advantage in light
of the simulation conditions found at KATRIN.
Explicit Runge-Kutta methods at order s may also be defined with a second set
of final sum coefficients b' which can form an order s' estimate of the iterate than
that formed by the set b' normally used.

The alternative order s' is always lower

than s, and standard notation will label such a combination an order s(s') method.
Comparison of the iterates obtained by using each of these sets of final coefficients
therefore provides an estimate of the truncation error incurred in a single step, and can
be used for automatic step size control. Special controls in KASSIOPEIA are available
which make use of these estimates to limit step size, where they are available.
Numerical techniques for differential equations also include the Adams-Bashforth
family predictor-corrector methods. In contrast to the Runge-Kutta methods above,
these methods use data from past steps to extrapolate approximate solutions to an
equation of motion, then refine this approximation with a correction. The predictorcorrector methods have a significant potential speed advantage in that they require
only a single field evaluation per step taken, once a set of past steps has been populated
by other means. Initial population of these back values is typically the application
of a Runge-Kutta method. The drawback of these methods is that they, unlike the
Runge-Kutta methods described above, require a constant step size throughout the
iterations of the integrator. Within the context of KATRIN this is in the end a serious
drawback, as the nature of the fields encountered there means the truncation error
incuded for some step size Rt depends very strongly on the region in which tracking
is occurring. Thus to maintain control over the error everywhere, a stepsize must be
used which is tolerably bad in the worst possible case, leading to unacceptably small
step sizes overall.
For all representations, the integrators appearing in table 5.10 below are available.
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Component Name

Description

KSTrajlntegratorRK54

6-stage, order 5(4) explicit Runge-Kutta

KSTrajlntegratorRK65

8-stage, order 6(5) explicit Runge-Kutta

KSTrajlntegratorRK86

12-stage, order 8(6) explicit Runge-Kutta

KSTrajlntegratorRK87

13-stage, order 8(7) explicit Runge-Kutta

KSTrajlntegratorRK8

13-stage, order 8 explicit Runge-Kutta

KSTrajIntegratorPC

8-backvalue Adams-Bashforth predictor-corrector

Table 5.10: Integrators available in KASSIOPEIA

5.6.4

Controls

The controlling objects in KASSIOPEIA are an integral part of the tracking system,

and are responsible for computing step sizes for use with the integrators introduced
above. The controls are also responsible for accepting or rejecting steps, and typically
do so using some rationale internal to the controller used. At every inital point before
integration occurs, the controls are given a chance to examine the current state of
the particle, and from this information they are expected to suggest a step. Additionally, many controls also use this information in combination with some internal
state, summarizing relevant information for suggesting a previous step based on past
information. After a step is integrated, the controls are presented with the initial and
final states as well as any internally computed error information, and on this basis

the controller may accept the step or reject it with a smaller suggested stepsize. Controllers can be used in combination in KASSIOPEIA, and for a given step the smallest

suggested stepsize of the set will be attempted. If any controller in a combination
rejects a step, the step is considered completely rejected and is recomputed.
Simplest among the controls are the local controls that base their stepsizes only
on the initial state of the integration, and never reject the resulting integration. Representing this type are the KSTrajControlTime, which always presents the same stepsize suggestion, fixed by the user, and the KSTrajControlCyclotron, which presents
a user-defined fraction of the local particle's cyclotron period as the stepsize.

In

KATRIN where magnetic fields are strong and vary relatively slowly, this controller
provides an extremely simple and effective way to limit tracking errors. This class
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of controller also includes KSTrajStepSizeLength, which takes the current speed of
the particle in combination with a user-defined length to determine a suggested time
step. Though of this class only these three controls are implemented in a distribution
of KASSIOPEIA, extensibility to a particular future need is quite simple.
The next most complex controls are a set of bracketing controls which contain
upper and lower limits on some dynamical variable which the user desires to control
over a step. The prototypical example of this type of controller is one that maintains
limits on the violation of energy conservation over a step.

If over a step energy

conservation is violated under some lower limit, a larger, user-defined fraction of the
current step size is used for the next step, though the step is accepted. On the other
hand, if energy conservation violation exceeds the upper limit, the step is rejected
and a shorter fraction of the current step is given as an alternative. Step size limits
using the error information potentially provided by the integrator also fall into this
category. For a given dynamical variable available in some representation, a user can
define a tolerance band for the truncation error incurred, with behavior as described
above for the energy-controlling stepsize.
Finally, more exotic step size controls are possible, which can take into account
information from outside the tracking system. Examples of such controls would be
those limiting the step according to the interaction or survival probabilities as computed in equation 5.2, or those whose behavior depends on the particle's proximity
to geometrical components.
A list of the controls that ship with KASSIOPEIA appears below, in table 5.11.
Component Name

Description

KSTrajControlTime

constant timestep

KSTrajControlLength

timestep computed from particle speed

KSTrajControlCyclotron

timestep computed from cyclotron frequency

KSTraj ControlEnergyError

energy conservation within tolerance

KSTrajControlPositionError

position error within tolerance

KSTrajControlMomentumError

momentum error within tolerance

Table 5.11: Controls available in KASSIOPEIA
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5.7

Interaction

The interaction subsystem within KASSIOPEIA deals with the interactions of particles
with matter, which may take forms ranging from a rarefied gas to a dense solid. Following the extensibility pattern found throughout the package, the ultimate purpose
of the interaction subsystem is to provide an implementation of the space and surface
interaction classes which were first introduced in section 5.2.5.

To this end, KAS-

SIOPEIA provides the KSInt subsystem, which breaks down the problem of simulating
matter interactions into smaller parts. Paralleling the high level separation of surface
and space interactions into their own interfaces, the KSInt subsystem has separate
parts for surface and space interactions.

To break space interactions down into further orthogonal subproblems, we first
examine the structure of equation 5.3 which represents the probability of scattering
along a trajectory segment. Two aspects of the material interaction are present in
this equation, namely pv((t)), which represents the number density of scattering
centers as a function of position, and o-v(E(t)) which represents the total interaction
cross section as a function of energy. Given that a potential interaction material is
in a particular thermodynamic phase, these two effects are quite independent of one
another, since c-y depends only on the material species and pl- depends on the particular thermodynamic coordinates of the material. For ideal gases, this independence is
perfect: pv depends only on the temperature and pressure of the gas and o-v depends
only on the species. Exploiting this situation, commonly found at KATRIN, the KSInt
subsystem introduces the KSlntDensity interface to represent pv and the KSIntCalculator interface to represent o-y for a particular physics process. Additionally, the
KSInt subsystem provides the KSlntScattering class, which implements KSSpacelnteraction appearing in listing 5.5 using an instance of the density class and a set of
instances of the calculator class. Each of these components are discussed in turn in
the following subsections.
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5.7.1

Density

The KSlntDcnsity interface is quite simple, since it essentially encapsulates a single
function pv : R'

-

R. This interface appears below, in listing 5.31.

class KSIntDensity:
public KSOperatorTemplate<

KSIntDensity >

Public:
virtual void CalculateDensity(
const KSParticle& aParticle,
double& aDensity ) = 0;

Listing 5.31: The KSIntDensity interface.

The choice of function signature in the listing above is convenient since density objects work in concert with a trajectory object, which can evaluate a particles complete
state given a trajectory time t. Thus the density object takes a full KSParticle state
as its argument, and proper use of the trajectory object which controls the particle
state is the responsibility of the KSIntScattering class. Within KASSIOPEIA, only two
classes implementing the KSIntDensity interface are made available, appropriate for
use in the solid and gaseous states. Within the codebase used at KATRIN, an additional density object is available which relies on a complex gas dynamics calculation
for precision simulations of the source, but this is beyond the general scope of the
current discussion. The situation itself does however provide an example of how the
extensibility built into KASSIOPEIA is meant to be used to model scattering within
the complex equilibrium hydrodynamic state found in the WGTS at KATRIN, only
a single class within the global KASSIOPEIA package must be extended before a high
precision tracking simulation is available.
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5.7.2

Calculator

In parallel with the KSlntDensity interface, the KSIntCalculator interface must evaluate a few conceptually simple functions, the first of which is the total cross section
for a physics process to occur, namely ov : R

-

R. Additionally, if the particular

process has an N particle final state, the KSIntCalculator class must be able to evaluate the differential cross section dN /d 3pid 3 P...

d 3 PN

R3 N

h-+

R. Evaluation of the

differential cross section must eventually support the efficient random drawing of a
point in the N-body final state phase space according to the distribution given by the
differential cross section. Drawing from this distribution is performed to determine
the final state after an interaction once it is determined that the interaction will occur
at all. The interface to the KSIntCalculator class appears below in listing 5.32.
class KSIntCalculator
public KSOperatorTemplate<

KSIntCalculator >

{
public:
virtual

void CalculateCrossSection(

const

KSParticle& aParticle,

double& aCrossSection

virtual

) = 0;

void ExecuteInteraction(

const

KSParticle& anInitialParticle,

KSParticle&

aFinalParticle,

KSParticleQueue& aSecondaries )

0;

Listing 5.32: The interface to the KSIntCalculator class.

Conceptually, the KSIntCalculator interface given above represents only one particular physical process, such as elastic scattering in a gas or inelastic phonon excitation
in a solid.

The concepts of process individuality and identity are however some-

what flexible, and different implementations of KSlntCalculator may even represent
different calculation methods for the same underlying physical process. Hence, the
representation of a material in KAsSIOPEIA appopriate to a particular simulation will
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generally make use of an ensemble of cooperating processes chosen according to the
interest of the application.

Space Interactions

5.7.3

With the density and calculator objects introduced, we now have all the tools necessary to simulate interactions along trajectory segments in spaces. As noted previously,
this is the responsibility of the KSIntScattering class, which simulates scattering using
the probability distribution given in equation 5.3. In order to do this as efficiently as
possible, the scattering object first throws a random number on the interval [0, 1) and
compares its logarithm to a rough estimate of the exponent in the scattering equation.
If the number falls far outside this estimate, then scattering is deemed not to have
occurred, and nothing further happens. If however the randomly thrown number falls
within or near to the estimate of the integral, the active trajectory object is used to
interpolate the particle state to the trajectory time corresponding to the randomly
thrown number using an improved estimation scheme of the integral in the exponent.
During all of these operations which estimate the scattering probability as a function
of trajectory time, the KSIntDensity and KSIntCalculator objects are called upon to
evaluate pl and o-y as a function of the interpolated trajectory state. In addition
to the KSSpaceInteraction interface which it inherits, the KSIntScattering interface
therefore has methods for composing its active density and calculator objects. This
additional interface appears below, in listing 5.33.
class

KSIntScattering

public

KSOperatorlemplate<

KSIntScattering, KSSpaceInteraction

>

{
public:
void
const

void

SetSplit( const bool& aSplit );
bool& GetSplit()

const;

SetDensity( KSIntDensity* const aDensityCalculator

);

void ClearDensity( KSIntDensity* const aDensityCalculator

void

AddCalculator( KSIntCalculator* const
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);

aScatteringCalculator );

void RemoveCalculator( KSIntCalculator* const aScatteringCalculator );

Listing 5.33: The additional interface to the KSIntScattering class.
In the interface above, the composition methods for the density and calculator objects
have the obvious functions of setting or adding and clearing or removing assistant
objects from the scattering object. The split flag in the interface allows the scattering
object to be configured to break tracks up when scattering occurs, which can be
quite convenient in performing subsequent analyses. If splitting is enabled, a particle
undergoing scattering will have its track terminated at the trajectory point where
scattering occurs using the name of the active process as that of the terminating
process. Correspondingly, a new track will be made whose initial state is that of the
particle immediately after the scattering process and whose creator name is that of
the active process.

5.8

Navigation

The problem of navigation within KASSIOPEIA was first introduced in section 5.2.6
and is concerned first with determining the intersections of a segment of a particle's
trajectory with geometric objects. Once these intersections have been found, surface
navigation must determine whether transmission or reflection occurred as a result of
any active boundary processes, and then update the state of the simulation algorithm
accordingly. To reiterate briefly, the geometric objects involved may represent physical components of an experimental apparatus or be more abstract divisions between
regions where different algorithms should be employed.

Kassiopeia views all types

of geometric partitioning on the same footing, and in all cases a precise and reliable
intersection must be found if it occurs. In line with the design principle established
throughout the entire package, Kassiopeia provides a subsystem called KSNav containing implementations of the KSSpaceNavigator and KSSurfaceNavigator classes
introduced in section 5.2.6.

In contrast to other sections, however, the navigation

138

problems solved in the KSNav system are sufficiently complex as to preclude an obvious and direct breakdown into further orthogonal subproblems. As a consequence
of this fact, the KSNav subsystem contains only two classes which directly implement the high-level space and surface navigation interfaces, respectively. The design
of these classes and the algorithms they use are discussed in detail in the following
sections.

5.8.1

Space Navigation

The space navigation class within the navigation subsystem is KSNavSpace, which
implements the KSSpaceNavigator interface and must therefore find intersections
between trajectory segments and objects.

To formulate this intersection problem

precisely, we start by considering the space occupied by the trajectory's initial state
and label it V, which is a closed set in R3 complete with its entire boundary DV.
Some or all of the elements comprising this boundary may be active surfaces in the
simulation, which means they might have physical processes associated with them,
and we denote this active portion of DV by the set {XJ. Additionally, the space V
can contain spaces itself, which we assign to the set {WJ.

Like the space V, the

elements of the set of contained spaces {W} themselves have boundaries, of which
a portion again may be active. These active portions {DWi} we assign to the set

{ Y}. Finally, the space V can contain active free surfaces which are not part of the
boundary fo any active space; we collect these surfaces into the set {Z}.
With this categorization of the geometry in hand, we turn to an examination of
the trajectory segment itself, and finally provide a definition of intersection.

The

trajectory segment can be characterized as a vector function Y(t) where the time
parameter t is constrained to a closed interval [ti, tf].

This interval is internally

determined by the trajectory object, which typically will be set up to integrate the
equation of motion as far into the future as possible given a certain target precision.
The function i(t) itself may be evaluated at a particular time by using the trajectory
object to interpolate the particle state between its initial and final states and then
extracting its position. Given this characteriztion of the trajectory segment, the task
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of finding intersections can be understood to mean finding the infimum of the set of
times {tx<} such that Vtx., Atx) E S, where X E {DVj, X, 0ij, &W
, Zi}.
Once an intersection time tx and an intersection surface Sx, are found, the subsequent behavior of the simulation depends on the set to which Sx belongs. If Sx' is in

{Xi}, the appropriate surface processes are loaded and executed, and if the surface
navigator determines that the particle is transmitted through Sx( then the particle
leaves V and the next space step will be taken using the configuration of the space
containing V. If reflection occurs at Sx, instead, the particle remains in V.
surface Sx, is in

{Vj}

but not in

If the

{Xi}, then no surface process occurs and the next

step is taken using the configuration of the parent of V. Similarly if Sx' is in

{Ti}, a

surface process is loaded and executed, and upon transmission the simulation state
will change to that of the corresponding element of {Wj}. Again, reflection means the
simulation remains in the state corresponding to V. Finally, if Sx' is in the set {Zi},
then a surface process may be loaded and executed, and subsequently the simulation
state remains in the state of V regardless of whether reflection or transmission occurs.
In each of the possible navigation cases outlined above, a suitable intersection time
tx must be found, which generally involves a numerical computation. Efficient and
reliable algorithms exist for finding the solutions {xi} for equations of the form f(x) =
0, so if we can recast the intersection problem in these terms, we can confidently apply
these methods to find intersection times. The most natural choice for the function

f

above is the distance function ds(Y), which is certainly zero when F c S. However this
function is problematic in practice because it is always nonnegative and, having no
derivatives at its solutions, is not C' over any open interval containing its solutions.
To formulate an alternative, we first introduce the nearest normal function, ns(x),
which returns the outwardly directed unit vector normal to the surface S at the
nearest point on S to X. Next, we specify that this nearest point to 5 on S be given
by the function Ps(5 ).

Using these two well-defined functions for the surface S, we

introduce the discriminant function qs(S) = (' - k's(5)) - ns(). The discriminant
function qs(Y) is itself smooth around its solutions and has zeroes that are generally
well-behaved enough for reliable numerical analysis. However, though all intersection
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times are solutions to qs(5) = 0, the converse is not necessarily true. To deal with such
cases, we introduce the fractional navigation tolerance E, and consider an intersection
point tx for a trajectory segment bounded by a sphere of radius r to be one which
simultanenously satisfies qs(S(tx)) ~ 0 to machine precision and ds(Y(tx))/r < c.
With this definition of intersection time for a surface S in hand, we certainly can
find the overall intersection time tx and surface Sx by considering each element of
each of the five types of navigation surface given a current volume V, and for each
element computing an intersection time if it occurs. However, this is quite inefficient,
and for spaces with lots of complex content, the inefficiency could make the simulation cripplingly slow. Hence, we introduce a guard mechanism to sidestep unecessary
recalculation of intersection times when we are sure they cannot occur. Recalling the
interface to KSSpaceNavigator given in listing 5.7, when intersection calculations are
to be performed, a sphere guaranteed to enclose the trajectory segment under examination is given to the navigator in addition to the trajectory segment itself. During
the first time the intersection finding algorithm runs in a space V, we can be sure
that the trajectory segment enclosed in its sphere cannot intersect components whose
distances to the center of the bounding sphere are greater than its radius. Hence, such
components can be disregarded in the search for intersections. Additionally, if the
distance between the nearest geometrical component and the center of the bounding
sphere for this first step is greater than the bounding sphere's radius, this distance
can be saved along with the first step's bounding sphere's center to define a sphere
of safety wherein no intersections can occur, so long as subsequent steps' bounding
spheres are entirely contained within it. As soon as a subsequent step's bounding
sphere falls outside the region of safety, the distances to each geometric component
must be recalculated to determine whether intersection can possibly occur, and if not,
to define an entirely new sphere of safety. This somewhat complex caching mechanism
is illustrated below, in figure 5-5
In this figure, a sphere of safety is determined from the center of the bounding sphere
r, of the first step taken and the shortest distance to the grey surface at right. The
next step has its boundary sphere labeled r2 falling entirely within the safety region,

141

safe region

+.

-bounding

spheres

. bounding sphere
'-centers

-r2

o initial/final
particle states
' intersection point

intersected surface
in the
Figure 5-5: Space navigation. The caching mechanism operating over three steps
presence of a single surface is shown.
so no calculation beyond this determination is required. The third step falling within
the sphere r3 has a portion of its bounding sphere protruding from the original safety
region, hence recalculation is required. Upon determining that the nearest distance
than
between the gray surface and the center of the third bounding sphere is less
the bounding spheres radius, the simulation triggers a full numerical intersection
calculation, which finds the intersection point shown in red.
Now that the definition of surface types, intersections, and the navigational caching
mechanism are in hand, the bulk of the design of the space navigator in KASSIOPEIA
cause a
is laid out. To complete it, we need only remark that numerical error can
unless
recently crossed surface to appear as if it were crossed again on the next step
measures are taken against this contingency.

To handle this, the space navigator

foretreats the examination of objects crossed on the previous step using a specially
to
shortened trajectory segment, trimming away the portion of the trajectory likely
initial
cause a false second crossing. This foreshortening is perfomed by finding a new
to the
time t' such that ds, (X(t'))/r > E and using a trajectory segment restricted
modified interval [t', tI].
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5.8.2

Surface Navigation

With the complex task of space navigation laid out, we turn to the final and much
simpler task of surface navigation. Essentially, the surface navigator must determine
whether a surface physics process, if one is present, resulted in a particle transmitting
through or reflecting from a boundary. Once this is accomplished, the navigator must
update the algorithm state accordingly by triggering the appropriate commands as
introduced in section 5.2. In practice this is as easy as examining the dot product of
the particle's outgoing momentum with the surface normal at the particle position. If
the considered surface is part of the boundary of the present space, which is to say an
element of the set {Xi} introduced in the previous section, then a positive dot product
signifies transmission and the algorithm is put into the state of the present space's
parent. A negative dot product signifies reflection, hence no algorithm changes are
made. If rather the surface is part of the boundary of a space contained in the previous
section's set {Y}, similar logic applies except with a reversal of signs. Finally, neither
reflection nor transmission from an element of the set of free surfaces {Zi} result in
a change to the algorithm state.

5.9

Initialization

For the final section of the description of KASSIOPEIA, we turn to an examination
of the XML initialization system, which is the most common way a user interacts
with the code to set up real simulations of physics experiments. In the first section,
the architectures of XML tokenization and the processing pipeline are introduced,
as well as the small domain-specific programming language implemented in XML
using these processors.

In the subsequent section, the various constructs available

within this programming language and their purposes are explained.

Finally, the

object initialization scheme used to construct KASSIOPEIA operators is introduced,
completing the description of the package.
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5.9.1

Tokens and Processors

The XML initialization system used is based on a SAX-like design, wherein all XML
file is read in and the lexemes of the language result in dispatches to listening code
as soon as they are successfully parsed. Unlike SAX, however, in KASSIOPEIA the
lexemes of XML are encapsulated into a family of token classes that are pushed to
downstream code rather than using a function-based API, though the distinction is
rather minimal. The class representing a lexeme token is KToken, given in listing 5.34
below. It stores a value represented as a string, which can be semantically interpreted
based on the lexeme represented by the final type. Additionally, location information
is stored within the token, allowing for easy error reporting to the user should a
problem be encountered. The list of available tokens and their corresponding XML
lexemes are given below, in table 5.12.
class KToken

{
/.
public:
void SetValue( const string& aValue );
const string& GetValue()

const;

template<

typename

XDataType

GetValue() const;

XDataType >

void SetPath( const string& aPath );
const

string& GetPath()

const;

void SetFile( const string& aFile );
const

string& GetFile()

void SetLine( const
const

int& aLine );

int& GetLine()

const;

void SetColumn( const
const

const;

int& GetColumn()

int& aColumn

);

const;

};/

Listing 5.34: The KToken interface.
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Token Name

XML Lexeme

KEndParsingToken

XML Lexeme
Beginning of a parsing session, value is empty
End of a parsing session, value is empty

KBeginFileToken

Beginning of a file, value is the file name

KEndFileToken

End of a file, value is the file name

KBeginElementToken

Beginning of an element, value is the element name
Beginning of an attribute of a complex element, value
is the attribute name

Token Name
KBeginParsingToken

KBeginAttributeToken
KAttributeDataToken
KEndAttributeToken
KMidElementToken
KElementDataToken

KEndElementToken
KCommentToken
KErrorToken

Quoted content of an attribute, value is the verbatim
content
End of an attribute of a complex element, value is the
attribute name
Completion of the potentially attribute bearing portion
of an element, value is empty
Data contained within an XML element, value is
the content with the begining and ending whitespace
stripped
End of an element, value is the element name
Comment contained within the document, value is the
verbatim comment
Issued when a parsing error occurs, value is an explanation of the error

Table 5.12: XML tokens and their corresponding lexemes.
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Instances of tokens are created and owned by the active tokenizer, which sits at the
head of a doubly-linked list of processors and is itself a tokenizer. The notion of an
XML processor is encapsulated by the KProcessor class, introduced below in listing
5.35. The first group of methods have functions easily inferrable from their names,
given the doubly-linked-list nature of the structure. As can also be seen in the listing,
the XML processor has an interface that is almost a one to one duplication calls
defined in a SAX-like API. However, tokens have command-like semantics, allowing
processors to easily modify them, ignore them, or save them as the situation demands,
which is a significant advantage in implementing the more complex aspects of the
domain-specific language when compared with the corresponding overhead that using
SAX would entail. For each of these processing methods, a default implementation
is given which simply forwards tokens along to the next processor in the list, if one
exists.
class KProcessor

//...

public:
static void Connect(

KProcessor* aParent,

KProcessor* aChild

static void Disconnect( KProcessor* aParent,

void InsertBefore(

KProcessor* aTarget );

void InsertAfter( KProcessor* aTarget );
void Removeo;

KProcessor* GetFirstParent(;
KProcessor* GetParent(;

KProcessor* GetLastChildo;
KProcessor* GetChildo;

public:
virtual

void ProcessToken( KBeginParsingToken* aToken

virtual void ProcessToken(
/*

likewise for remaining

KBeginFileToken*
token

types.

aToken

);

);

*/

//..

};I

Listing 5.35: The KProcessor interface.
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);

KProcessor* aChild

);

5.9.2

Domain Specific Scripting Language

The XML files used to configure KASSIOPEIA are fed through a standard set of processors which provide an implementation of some of the features commonly available
in high-level programming languages. The purpose of this is to increase readability,
speed simulation development, and reduce the burden on users when repetitive input
must be given, which is especially useful in the context of building geometries. Each
of the features provided is explained briefly below.

File Inclusion
The need to include one file from another is rapidly encountered when building realworld simulations. For example, a large and complex geometry would be overwhelming for a user to either develop or understand without the ability to break up the
content into several files, and to ameliorate this a file inclusion mechanism is made
available. This is implemented by exploiting the ability of the include processor to
modify the structure of the processor chain it inhabits.

When file inclusion is re-

quested, the include processor generates an entirely new tokenizer and puts it at the
head of the list, removing it when the file it included has been completely read. An
example of use of the inclusion mechanism is found below.
<include name=". ./full/path/to/file. xml"/>
<include path="/first/search/path" path="/second/search/path" file="basename.xml"/>

Variables
The KASSIOPEIA initialization system provides the possibility to define and use several types of variables. Once defined, variables may be used by writing their names
in square brackets, which may be nested. The contents of the brackets are recursively
interpreted as variable names with both the brackets themselves and their content
replaced with the value assigned to the variable, and the most deeply nested brackets
are replaced first. Variables in the KASSIOPEIA XML system are all simple untyped
strings, and replacement of names with values is performed in a literal sense. The
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variable replacement mechanism acts on all XML attribute value and element data
tokens, hence square brackets in these locations may not be used for any other purpose.
The most commonly used type of variable is the local variable, which goes out
of scope once parsing a file is completed or a command to undefine the variable is
encountered. Files included from another file do not inherit any of the including file's
variables.

Local variables can be defined, used, and undefined as in the following

example.
<define name="my-variable"

value="36"/>

<some-element some-attribute="[my-variable"/>
<undefine name="my-variable"/>

The initialization system will process this as if the following content were originally
present:
<some-element

some-attribute="36"/>

Using a variable name in square brackets which has not been defined results in an
error, as do redefinitions and undefinitions of undefined variables. Another type of
variable present within the initialization system is the global variable, which remains
in scope from its point of definition until it is either explicitly undefined or parsing
completes. Consequently, a global variable defined in a file remains in scope in all
subsequently included files. Additionally, if a global variable is defined in a file included from another, that global variable will remain in scope even after the parser has
finished processing the included file, unless it is explicitly undefined. Consequently,
caution and careful design are called for when using global variables. Global variables
are assigned and undefined using the following constructions:
<global-define name="my-global-variable" value="128"/>
<global-undefine name="my-global-variable"/>

Occasionally, a user may want to set certain parameters of a simulation or analysis
via the command line; this functionality is especially useful when running batches of
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similar jobs on a cluster. The initialization system provides a means for doing this in
providing the the external variable construction. These variables have global scope
and provide the possibility for defining a default value to use should a command-line
definition be unavailable. External variables are defined as follows:
<external define

name="tolerance"

value="2.391e-91"/>

In this example, the string 2.391e-91 will be used for instances of [tolerance]
subsequently appearing in the file if a command line definition is not present. If a
command line definition is available, it will be used in favor of the value 2.391e-91.
Supposing that an XML-interpreting main program called test-variables is invoked
to read a file called example. xml, the variable tolerance can be set on the command
line in the following manner:

./test-variables

example.xml

tolerance=4.333e-86

Note that the presence of the equals sign signals that the argument is an external
variable definition; otherwise the argument is interpreted as an XML filename to be
read. If invoked in this way and in verbose mode, a message is printed stating that
the default value has been overwritten. Some caution is required since the scope of
this variable is global, and if another external definition (or other type of definition)
occurs anywhere after the first external definition before either explicit undefinition
or the end of parsing, an error is issued.

Expressions
Mathematical expressions may also be evaluated within XML documents using the
initialization system. For now, this is implemented using the TF1 object in the ROOT
package from CERN, though it may be replaced later with an appropriate internal
implementation. Content to be interpreted as an expression is delimited with curly
braces, and the resulting string representation of the result is put in place of the
original expression. All standard C math functions declared in the math header are
available. An example of expression usage is as follows:
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L<some-element

some-attribute="the-expression-evaluates-to(2+5*6-sqrt(36)}"/>

After evaluation, downstream processors will receive a token stream as if the following
appeared originally:
<some-element

some-attribute="the-expression-evaluates-to_26"/>

Variable replacement takes precedence over expression evaluation, allowing for interesting mixtures of usage.

The result previously obtained could have also been

generated by:
<define

name="a-variable"

<some-element

value="36"/>

some-attribute="the-expression-evaluates-to_{2+5*6-sqrt( avariable])}"/>

Loops
The Kassiopeia initialization system makes a loop construction available, based on
the familiar for loop found in the C language family. The loop construction is quite
intuitive, as illustrated in the following example:
<loop variable="index" start="4"

stop="8" step="2">

<some-element some-attribute="at-index_[index]"/>
</loop>

In a sense, the name appearing in the variable attribute declares an internal type
of variable which has scope only within the loop element where it is defined. Consequently, the name used for the loop variable may not collide with any other previously
defined variables of any of the three variable types. Variables in scope at the point
where the loop is defined may be used within the loop, and expression evaluation
occurs within loops as well. Definitions of variables may also occur within loops, and
remain in scope after the loop is unrolled unless explicitly undefined within the loop.
As shown, the loop variable name may be dereferenced using the same square bracket
construction used for all other types of variables.
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The remainder of the loop attributes are largely self explanatory: start defines
the first value the loop variable takes; step defines the increment applied to the
loop variable at the end of each iteration and may be negative; and stop defines the
last value the loop variable may attain inclusive of stop itself. If step is positive,
the loop exit condition is therefore variable >= stop, and if step is negative, the
condition is variable <= stop. Setting step to zero is not permitted. To illustrate
these behaviors, when the loop processor unrolls the example previously given above,
downstream processors receive tokens corresponding to the snippet:
<some-element

some_attribute="at_index_4"/>

<some-element

some_attribute="at_index_6"/>

<some-element

some_attribute="at_index_8"/>

Finally, loops may be nested inside one another, as in the following example:
<loop variable="

outer"

start="4"

stop="8"

step="2">

<loop variable="inner" start="10" stop="[outer]" step="-2">
<some-element

some-at tribute="at-pair_ ([inner ],

[outer]) "/>

</loop>
</loop>

5.9.3

Builders

After tokens have passed through the various processors required to implement the
scripting language, they must be interpreted finally to construct and configure instances of objects used in the simulation. This is accomplished using the builder system, which is designed under the assumption that instances of elements and attributes
in an XML document should correspond in a one-to-one fashion with instances of either native C++ datatypes or composite structures like classes. The builder system
is composed of a family of class templates, which are also processors, and these class
templates parallel the types of content that can appear in XML.
In a sense, the structure of XML parallels that of JSON, YAML, and other markup
languages, in that its data-bearing components can be thought of as a dendritic system
of key-value pairs. If the distinction between XML attributes and simple elements
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is allowed to be blurred, this characterization is faithful, with the keys identified
as the string identifiers in element or attribute names and the values identified as
either either simple types with a natural string representation or a nested collection
of key-value pairs.
As start element or start attribute tokens are received by the chain of active
builder processors, they are passed unchanged to the most deeply nested processor
in the chain.

Upon reception there, the deepest builder inspects the start token

and uses the contained key to find a corresponding builder factory object within an
associative container unique to the builder templates instantiated type. The factory
object thus obtained is used to create a new builder which is appended to the end
of the builder chain, becoming the newly deepest builder which will recieve the next
XML token. If the newly created builder corresponds to a simple XML element or
an XML attribute, the next token will be a data token, whose content is used to
initialize either a native C++ type or an object simple enough to have a natural
string representation. Following this data token, a simple builder will recieve an end
attribute token which triggers it to pass itself up to its parent builder, complete with
its fully instantiated C++ native type or object. If, on the other hand, the newly
created builder corresponds to a complex element, the next token will again signal the
start of a new element or attribute, recursively continuing the process until a simple
builder is created. In this way, the builder chain converts an XML stream into C++
objects of potentially great complexity.
The associative containers used to look up builder factory objects as described
in the above process are, in a sense, a description of the classes which the builder
bearing the container is meant to initialize. Hence, these containers can be known
and populated at the same point that the class is defined. In order to provide a noninvasive means of describing a class to the builder system, a pattern utilizing static
initialization time is employed.

In this pattern, an instantiated builder template

provides a static interface which is used to populate its associative container.

To

show an example of this, we consider the following C++ class which we intend to
make initalizable via an XML stream:
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class Buildable

public:
SetFirst( const double& aValue

const string& aValue );

); SetSecond(

private:
double fFirst;
string

fSecond;

This class is a composite type, and an XML snippet meant to initialize it mightlook
like the following:
(<buildable

first="3.14"

second="pi"/>
I

Using the builder system described above, the header file for the binding to the
initialization system might contain the following:

inline

bool KComplexAttribute<

Buildable

KAttribute*

>::AddAttribute(

anAttribute

)

template <>

{
if( anAttribute ->GetName() ==

"first"

{
fObject->SetFirst(
return

anAttribute->As<

>(

double

);

true;

if(

anAttribute

->GetName()

==

"second"

)

}
{
fObject->SetSecond(

anAttribute->As< string

>(

);

return true;

}
return false;

}

The source file of the binding on the other hand contains the code which populates
the associative container:
template <>

KComplexElement

< Buildable

KComplexElement

<

Buildable

=

>::AddAttribute < double >(
>::AddAttribute <
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string >(

"first"
"second"

)

+

static const int sBuildableBinding

);

This illustrates the non-invasive nature of the system, allowing the entire set of XML
bindings which drive the most common usage pattern for the simulation to depend
on the pure C++ implementation, acting as an embellishment to it rather than an
epidemic infecting it.
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Chapter 6
Properties and Results of KATRIN
Chapter 3 introduced the

KATRIN

experiment, highlighting the central role that

MAC-

E filters play in the experiment. Section 3.6 in particular illustrated the basic theory
of operation of these types of spectrometers, and analyzed the transmission and trapping properties of these devices at the lowest order using the adiabatic approximation.
With the simulation tools outlined in chapter 5 we can perform a more careful exploration of the dynamics of electrons in MAc-E filters, and this is undertaken for
the main spectrometer below in section 6.1, with both trapping and transmisison
simulations performed. Similarly, in section 6.2 we simulate and interpret transmission and trapping phenomena in the monitor spectrometer. Finally, in section 6.3 we
describe the implementation and results of the magnetic pulse technique at the monitor spectrometer, which is designed to eliminate stored particle backgrounds of the
kind first introduced and discussed in section 3.4.2. Concluding remarks regarding
its implementation at the main spectrometer follow, closing the chapter.

6.1

Main Spectrometer Simulations

In order to simulate the dynamics of particles in the main spectrometer, a suitable
model must be prepared, and the approach taken in this work has been to prepare
models in XML interpretable by the KGEoBAG package introduced in section 5.3.
These models were carfully prepared and tested from 2010-2014 using the most up-to-
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date CAD models available from the engineering team who designed the spectrometer.
These sorts of CAD files, being essentially engineering drawings for the purpose of
construction, contain many details such as exterior bolts and welds that do not directly affect electron motion and can therefore be omitted to make the simulation
more efficient. Unfortunately, there is no way to perform this task automatically, and
it requires some trial and error on the part of an experienced model builder with good
physical intuition.
To reproduce the effects of the actual main spectrometer geometry on the dynamics of electrons within it, it would of course be ideal to use a full, three-dimensional
model. Tremendous efforts by T. J. Corona, the author of the KEMFIELD framework, and John Barret, the author of its Fast Fourier Transform Multipole module have made this technically feasable, though at present the hybrid parallelization
scheme that work employs requires specialized clusters using GPUs. The full threedimensional models they have developed typically contain several million discretized
subelements, and even with the FFTM module, simulating a particle transiting the
main spectrometer requires a few minutes of real time.
Since we wish to analyze a large number of states, each of which may require a
few hundred thousand steps, using full three dimensional models is not practicable
for our study. Nonetheless, a productive compromise can be struck by using axially
symmetric models, which can evaluate fields rapidly enough that simluations may be
perfomed on an ordinary CPU with a modest amount of memory while still reaching
beyond the adiabatic approximation.

On a modern computer, these methods are

efficient enough to transport a particle through the main spectrometer in less than a
second. This work therefore uses an axially symmetric model of the main spectrometer
derived from the full three dimensional model by Corona, expressed as a suite of XML
files that can be assembled in various ways to provide several different categories of
simulation.

A three dimensions view of the axial main spectrometer model used

appears above, in figure 6-1.

Superimposed are twenty randomly chosen magnetic

field lines, colored by the logarithm of the difference of the electric potential along
the field line compared to that of the vessel hull.
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(a) Free and confined orbits in the tracking geometry.
Main Spectrometer Free Orbit Phase Space Portrait [Global]

Main Spectrometer Confined Orbit Phase Space Portrait [Global]
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(c) Confined orbit phase space portrait.

Figure 6-2: Orbits in the main spectrometer. The transmitted track is in red, the
reflected in violet, magnetically trapped in green, and pinned between the magnet and the

potential in light blue.

To get a clearer picture of the dynamics, we can also home in on the critical points
in the phase space plane to understand the orbit subclasses. As shown in figure 6-3,
we can determine that there are likely three critical points in the main spectrometer:
a matched stable pair near the entrance and exit at approximately
ai unstable saddle point at the center.

11.5 meters, and

This identification is, however, essentially
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Figure 6-1: Simulation of a few magnetic field lines at the main spectrometer.
Starting points of field lines were chosen uniformly from a disk normal to the beamline a
the midpoint of the entrance solenoid. Coloring is by logarithm of electric potential along
the line relative to that of the tank.

With a model in hand, one of our first tasks will be to classify the types of orbits
electrons can make as they travel within the main spectrometer.

In the broadest

categorization, these orbits can be either free, which includes the orbits of both reflected and transmitted signal electrons since their orbits have a well defined final
state outside the vessel, or the orbits can be confined, which correspond to high energy particles trapped between the mirrors or particles pinned between one of the

strong magnets and the potential in the center of the spectrometer. Examples of each
of these types of track are shown below within the tracking geometry at the top of
figure 6-2. Underneath this in the figure, we examine the phase space portraits of the
same tracks plotted at the top and shown in the corresponding colors, combining the
free tracks and the confined tracks separately. In light of the interpretation of the
MAc-E filter through Liouville's theorem given in section 3.6, the indication in the
figures of momentum space compression for all orbits at the part of the spectrometer

where it is widest is both expected and pleasing to see.
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heuristic: we are not plotting canonically conjugate coordinate and momentum pairs,
so we cannot expect that the orbits are forbidden to cross as we would in the case
that they represent solutions to Hamilton's equations.
Main Spectrometer Confined Orbit Phase Space Portrait [Local]

Main Spectrometer Free Orbit Phase Space Portrait [Local]
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(b) Confined orbits near the exit stable point.

Figure 6-3: Local view of orbits in the main spectrometer. Behavior in the
of critical points.

6.1.1

vicinity

Free Orbits

Now that we have identified the classes of orbits that are manifested in the main spectrometer, we can explore the transmission properties of the axially symmetric model
in order to connect back with the lowest order analysis carried out in section 3.6.
To compare with these results, we attempt to map out the phase space of particles
within the entrance beam tube incident on the main spectrometer, simulating them
with KASSIOPEIA using the exact representation introduced in section 5.6 in order
to test the validity of our assumption of adiabaticity. Our set of initial states will be
drawn from a surface located at the midpoint of the entrance solenoid, on a set of
radii going from 0 to 3.4 cm in increments of 2.0 mm. Since the geometry is axially
symmetric, we can simply put these initial states at a single azimuthal angle, and
our specific choice is the ray along the x axis. For the initial momenta, we choose
energies from 18595 eV to 18605 eV in increments of 0.2 eV and polar angles from
0* to 700 in increments of 20. Again the azimuthal angle here plays almost no role,
but for the reason that at this energy the cyclotron orbits are small rather than as a
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Simulated Main Spectrometer Transmission Angle
Wd

70A_
-)

0.9

~0

60-

0

0O

C

50-

0.7 -T
CO,
E

0.6

40-

N

0.45
0

z
0.3

-

20

20-

-

0.2

100.1

0

.

18596

.1'0

18598

18600

18602

18604
Energy [eV]

Figure 6-4: Simulated transmission angle at the main spectrometer. Analysis to
derive this result was performed on a set of 33048 initial states described in the text and
simulated using Kassiopeia.

consequence of axial symmetry. Carrying out the simulation and binning the transmission probabilities with due respect to the correct radial phase space weighting
yields the transmission angle plot shown in figure 6-4. Comparison with figure 3-14
can be achieved by noting the fact that the red region in that figure corresponds to a
transmission probability of one, while the white region corresponds to a probability
of zero. In the rough adiabatic analysis of section 3.6 the radial dependence of the
transmission angle was not considered at all, and the steep but not sharp transition
between transmission and reflection observed in figure 6-4 is due to the radial inhomogeneity of the potential in the spectrometer. Finally, we can present a simulated
transmission function equivalent to 3-16 by integrating these results over initial pitch
angle assuming an isotropic initial distribution. Due respect to the angular weighting
that assumption requires yields the simulated transmission function shown in figure
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Simulated Main Spectrometer Transmission Function
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Figure 6-5: Simulated transmission function at the main spectrometer. An
isotropic momentum distribution is assumed, and the set of initial states used were the
same as in figure 6-4.

6-5.

From figure 6-5, we can see that most of the interesting dynamics that affect

the resolution of the spectrometer occur for indicence energies between 18 598 eV and
18601 eV. Taking a closer look at the dynamics there as particles turn around can
give us valuable information for future studies which determine the potential settings that optimize the transmission function. First, we can investigate the shape of
analyzing plane as a function of incident pitch angle. Recalling that this surface is
defined as the locus of points at which tracks for a given energy and pitch achieve their
minimum forward longitudinal momentum, we can analyze the same set simulated
tracks used to make 6-5 to produce a sheaf of analyzing planes for a given energy
with one sheet per angle. The results for an incident energy shown in figure 6-6 show
the volume spread of the sheaf. We clearly see that the more central particles penetrate further into the main spectrometer as expected since they are less proximate
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Figure 6-6: Sheaf of analyzing planes for an incident energy of 18598 eV at
the main spectrometer. This energy is somewhat below the transition region between
reflection and transmission; consequently the sheaf is uncollapsed with the surfaces still well
separated.

to the electrodes.

As the energy increases and some particles become more nearly

transmitted, their corresponding analyzing surfaces move more toward the center of
the spectrometer, eventually becoming pinned at the midpoint of the spectrometer
where the potential is the highest. Consequently, the sheaf of analyzing planes moves
toward the center and begins to collapse at the spectrometer symmetry plane. This
can be seen by making a similar analyzing sheaf plot midway through the transition
region at a representative energy of 18 599.6 eV. Full sheaf collapse occurs above the
transition region at 18 601 eV. Depictions of the sheaves of analyzing planes for these
energies appear in figures 6-7 and 6-8 respectively. Closer examination of the sheaf
at high energies reveals some remanant structure; this is due to the magnetic field
settings in our model not sharing the precise reflection symmetry about the midpoint
of the spectrometer exhibited by the potential.
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Figure 6-7: Sheaf of analyzing planes for an incident energy of 18599.6 e V at
the main spectrometer. This energy contains both reflected and transmitted particles,
hence its sheaf of planes is in a state of partial collapse.

Figure 6-8: Sheaf of analyzing planes for an incident energy of 18601 e V at the
main spectrometer. At this energy all particles are transmitted and the sheaf of planes
is fully collapsed.
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Confined Orbits

6.1.2

We begin our analysis of the confined orbits using a similar approach to that employed
for the free orbits, mapping out a portion of the main spectrometer phase space and
cataloguing the fates of the tracks with corresponding initial states. Focusing on the
particles that are trapped rather than pinned, we take a slice of the spectrometer
through the central symmetry plane and start particles on various radii. Since the
time required to complete trapped particle simulations is quite long, we cannot use as
fine a radial partitioning as we used in the free orbit case, and must limit ourselves to
ten points from 0 m to 3.6 m in steps of 40 cm. The energy range is partitioned into
sixty points from 0.1 eV to 6.0 eV in steps of 0.1 eV, and the pitch is partitioned from
0' to 88* in steps of 20. Performing a weighted analysis on these data similar to that
done to produce figure 6-4 yields figure 6-9, the simulated trapping angle at the main
spectrometer.

In distinction to figure 6-4, the deviation from the adiabatic calculation
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Figure 6-9: Simulated trapping angle at the main spectrometer.
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Simulated Main Spectrometer Trapping Function
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Figure 6-10: Simulated trapping function at the main spectrometer.

in this plot is much less pronounced, though it is still present. One of the principal
reasons is that small pitch angle intervals in the center of the spectrometer typically
map to much larger intervals near the magnet, essentially compressing the transition
region to a small area. Additionally, our radial discretization was coarser in this case,
which lowers resolution. Nonetheless, the one can comfortably conclude that motion
of electrons in the

KATRIN

main spectrometer is quite adiabatic. Again following the

same line of analysis we took for the free orbits, we can perform a weighted sum over
the pitch angles assuming an initally isotropic distribution of momenta to obtain the
trapping function, shown in figure 6-10.
In distinction to free scattering orbits, confined orbits can be characterized by the
frequency of their periodic motions. In the case of electrons confined within a MACE filter, there are two kinds of periodic motion: fast axial oscillations between the
magnets or between a magnet and the potential, and slow magnetron gyrations about
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the symmetry axis of the spectrometer. Calculating these frequencies analytically is
difficult since they both depend on details of the magnetic field, which in our case
is not simple, so numerical simulations are the best tool for exploring stored particle
dynamics.

To that end, we employ the same initial states used to produce figures

6-9 and 6-10, and introduce a virtual surface at the center of the main spectrometer.
Associating the precise navigation through this surface with an event that records
the track time, guiding center position and longitudinal momentum, we can measure
the highly nonharmonic axial motion by examining the differences between surface
crossing times. Performing this analysis yields the plot found in figure 6-11.
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Figure 6-11: Simulated axial frequencies at the main spectrometer.

Additionally, since magnetic mirrors in general are very nonlinear systems, we expect
that chaotic motion may occur. The onset of chaos and the volume of the topologically
mixed part of the phase space can be estimated in a rough way by examining the
excursion of the standard deviation of the crossing times from zero, where larger
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values indicate larger chaotic regions. Plotting these deviations in figure 6-12, we get
a sense for how chaotic the particle motion in the main spectrometer actually may be.
The deviations of the periods are on the order of tenths of microseconds whereas the
periods themselves are on the order of tenths of milliseconds, leading us to conclude
that chaotic behavior is well constrained for this sample of particles.

As a final

remark, we note that the population of axially oscillating particles is different from
the population of stored particles. The stored particles that do not axially oscillate
are actually of the pinned type, and though they start at the symmetry plane they
do not return to it.
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Figure 6-12: Simulated axial period deviations at the main spectrometer.

The data we collected from particles piercing the symmetry plane may also be used to
compute the magnetron frequencies. Since the particles are tracked using the exact
representation, to find the magnetron periods we draw the azimuthal angle of the
particle about the symmetry axis from the guiding center position rather than the
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real position. The angles and piercing times are statistically accumulated as piercings
occur, and when a track is complete we use the various accumulated moments to fit
the azimuthal angle

4 to the linear function O(t)

=

w t+o. Extracting the magnetron

frequency w results in the plot found in figure 6-13.
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Figure 6-13: Simulated magnetron frequency at the main spectrometer.

An interesting feature of this plot is that the sign of the magnetron frequency is
significant: particles can execute magnetron gyrations about the symmetry axis in
either a clockwise or counterclockwise sense, and it is also possible for there to be no
magnetron motion at all. The origin of this possibility is tension between the values
of the curvature and gradient drifts at the center of the spectrometer compared their
values near the magnets. Essentially, the nearer a particle is able to penetrate toward
the strong magnets, the more of a negative twist its trajectory will undergo about
the axis. This behavior shows up also at Project8, where particles are confined only
magnetically, ruling out E x B terms as the culprit. As with the axial gyrations,
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it is instructive to check deviations from strict periodicity as an indication of chaos.
In the magnetron case, this is achieved by examining the sum of the squares of the
residuals to the linear fit that delivered the frequency, shown in figure 6-14. As was
the case for the axial oscillations, we see that on the whole the magnetron creep is
very linear, but deviates as tracks near the transition between trapped and pinned.
It is likely that chaotic behavior occurs in this transition region as simulations at the
monitor spectrometer in the following sections indicate.
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Figure 6-14: Simulated magnetron angle residuals at the main spectrometer.

6.2

Monitor Spectrometer Simulations

The monitor spectrometer used at

KATRIN

has a long history in neutrino physics,

and is the original Mainz spectrometer used to set the current best limit for the
effective mass of the electron antineutrino.
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Owing to its age, engineering drawings

for the device are not readily available, and the models used derive from input files
originally written by Ferenc Glick for use with his suite of electromagnetic field codes.
This model, like the main spectrometer model, is axially symmetric, and features a
combination of both solid electrodes and wire arrays. For use with KASSIOPEIA, the
electrode and magnet models were translated into a set of XML input files similar
to those that represent the main spectrometer. A view of the model with randomly
chosen magnetic field lines colored by electric potential is given in figure 6-15 to give
a sense of the electromagnetic situation inside.

Figure 6-15: Simulation of magnetic field lines in the monitor spectrometer.
Starting points of field lines were chosen uniformly from a disk normal to the beamline a
the midpoint of the entrance solenoid. Coloring is by logarithm of electric potential along
the line relative to that of the inner electrodes.
A close look at the field lines reveals a distinctive kink with a flat region, quite
unnatural for a pair of solenoids and somewhat different than the more gently curving
field lines at the main spectrometer. This is a result of the aircoil settings, which for
this simulation correspond with experimentally determined values that deliver high
precision when examining krypton spectra.

The aircoils in this configuration tend

to buck out more of the magnetic field than would naturally occur were only the
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solenoids present. As a consequence, the magnetic field has a steep gradient, which
combined with the small size of the spectrometer leads to surprisingly nonadiabatic
conditions inside.

This nonadiabaticity manifests itself as chaotic behavior over a

large portion of the particle phase space, as depicted in figure 6-16.

(a) Chaotic behavior at the monitor spectrometer.
Main Spectrometer Confined Orbit Phase Space Portrait [Local]
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(c) Local phase space portrait.
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Figure 6-16: Orbits in the monitor spectrometer. A moderately chaotic track is
plotted in red, and a highly chaotic track is plotted in violet. The violet track is also plotted
above in the three dimensionalfigure.
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Free Orbits

6.2.1

The presence of chaos at the monitor spectrometer has a profound effect on its electromagnetic properties, and exerts a dominant influence on both its free and confined
We calculate the transmission angle using the same method employed for

orbits.

the main spectrometer, mapping out the initial phase space at the midpoint of the
entrance magnet. Energy is partitioned over an interval from 17820 V to 17830 V in
steps of 0.2 V, the radial position from the center of the beam pipe is partitioned from
zero to 2.6 mm in steps of 0.2 mm, and the pitch angle is partitioned according to the
same scheme used for the main spectrometer. The results, shown in figure 6-17, are
striking. The presence of specific angles where the transmission function is essentially
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Figure 6-17: Simulated transmission angle at the monitor spectrometer.

well-behaved at energies above the leading edge is an interesting feature, with important consequences for the isotropic transmission function. Examining the individual
transmission function for these specific angles indicates that many of them go from
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nontransmitting to transmitting over the space of about a volt. With the knowledge
that the radial inhomogeneity of the electric potential at the monitor spectrometer
is on the order of two and a half volts, this ascent is far too steep to be explained in
simple terms, and is likely a complex dynamic effect. Performing a cosine weighted
angular integral yields the isotropic transmission function shown in figure 6-18. It is
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Figure 6-18: Simulated transmission function at the monitor spectrometer.

a lucky accident that this looks more or less like a standard transmission function,
albeit with dirty high energy plateau. The similarity to the clean transmission function of the main spectrometer shown in figure 6-5 in the high energy region is in fact
due to the special band-like structures manifested in the transmission angle as noted
previously.

Their presence allows the angular integral to maintain a transmission

probability around 0.8, while the chaotic behavior of the other angles between the
bands is responsible for the seemingly random fluctuations about that value.

The

sharpness of the transmission function within the stable bands also carries through to
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the integrated transmission function, and its steepness is likewise greater than could
be expected with a potential inhomogencity of two volts. We can also investigate
the behavior of the particle dynamics below the onset of transmission by examining
the structure of the sheaf of analyzing planes. Choosing an energy of 17822CV, we
obtain the sheaf depicted in figure 6-19. The sheaf of planes here is similar in some

Figure 6-19: Sheaf of analyzing planes for an incident energy of 17822 e V at the
monitor spectrometer. This energy contains only reflected particles. The interweaving
of the various angular sheets in the sheaf is indicative of chaotic conditions.

respects to that obtained for the main spectrometer, principally in that electrons
originating from a more central location in the beam pipe are able to penetrate further into the spectrometer and that higher pitch angles generally are reflected sooner
than lower angles. Despite these similarities, the signature of chaotic behavior in this
figure is clear, manifested in the fact that the angular sheets are interwoven. This
can be alternatively expressed by stating that the mapping between the initial phase
space and the phase space at the point of reflection is beginning to show topological
transitivity-for a given initial radius, nonoverlapping open sets about two nearby but
distinct pitch angles will generally map to overlapping open sets at reflection-which
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is a classic signature of chaos.

Confined Orbits

6.2.2

Since we already know that the monitor spectrometer exhibits chaotic behavior in its
free orbits, we expect even stronger chaotic effects to be manifested in the confined
orbits. Using a partitioning of the particle phase space on the symmetry plane at the
center of the spectrometer, in energy from 0.1 eV to 7.0 eV in steps of 0.1 eV, in radius
from zero to 36 cm in steps of 4 cm and in angle from zero to 88* in steps of 20, we
calculate the trapping angle function shown in figure 6-20. The deviation from what
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Figure 6-20: Simulated trapping angle at the monitor spectrometer.
one expects in the adiabatic approximation is extreme, and indeed, closer investigation
of the trapped orbits themselves shows that chaotic transitions between trapped and
pinned configurations eventually start to occur in almost every case. Nonetheless,
the rough echo of the adiabatically calculated trapping angle can be seen under the
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seemingly random noise of figure 6-20.

Performing the angular integral necessary

to turn this distribution into a trapping function, we obtain figure 6-21.

Again, the
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Figure 6-21: Simulated trapping function at the monitor spectrometer.

underlying shape of the adiabatic transmission function can be seen, though it appears
with a great deal of apparent noise. Nonetheless, this result shows that the underlying
idea of the guiding center theory introduced in chapter 5 that the fast cyclotron
motion can be integrated out to yield a simpler picture of the particle dynamics is
still valid to some degree and exerting influence on the behavior of electrons in the
spectrometer. To investigate this conjecture more fully, we consider a subset of the
trapped states used to form figure 6-21, subject to the restriction that their first
sixteen turning points occur on alternating sides of the spectrometer. These states
could still be manifesting chaotic behavior, but our aim is to reject those states that
are transitioning rapidly to pinned configurations. Trajectories in our selection can be
expected to have reasonably well defined axial and magnetron frequencies, at least for
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the portion of their duration that we are considering. Taking the axial frequency as the
time between navigation events on the central surface, we obtain an axial frequency
distribution shown in figure 6-22. The gross similarity to the equivalent result for the
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Figure 6-22: Simulated axial frequency distribution at the monitor spectrometer.
main spectrometer as shown in figure 6-11 is clear, in that the tendency toward higher
axial frequencies at lower angles and higher energies is present here as well. Similarly,
we calculate the magnetron frequencies for the monitor spectrometer as shown in
figure 6-23, noting that the correspondence to the result for the main spectrometer
is present at the roughest scales.

In this case, however, we expect less from the

comparison, as the phenomenon of magnetron gyrations takes place over longer time
scales than the axial oscillation, making it more susceptible to degradation from
chaotic effects. A better comparison could be obtained by making a stricter selection,
though finding initial states that satisfy it would require a much finer partitioning of
the initial phase space than we have performed. The principal conclusion that we can
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Figure 6-23: Simulated magnetron frequency distribution at the monitor spectrometer.

draw from these analyses is that the monitor spectrometer, chaotic though it may be,
still operates in some ways as a MAC-E filter, and correspondingly we can expect our
intuition for these devices to hold so long as we do not expect precise relationships
to be maintained.

6.3

Magnetic Pulse Method

In section 3.4.2 of chapter 3, we discussed the main spectrometer at

KATRIN,

and

mentioned the role that stored particles play in creating backgrounds that can severely
degrade the sensitivity of the experiment to the neutrino mass. These backgrounds
have been the subject of much study within the collaboration, and designing ways to
mitigate them have been the focus of considerable effort.
At present, three principal methods are known. First among these is the dipole
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method, involving the introduction of a transverse electric field in the central region
of the MAC-E filter, which can be done if the internal electrode design has a suitable
split-ring configuration.

The transverse field, being normal to the magnetic field

which points nearly uniformly along the beamline axis in this region, induces an
E x B drift on the stored particles, sweeping them into the wall. This method was
first tested at the Mainz experiment and was proven to successfully remove stored
background particles there. The method works equally well at all energies, though
the transverse field must be applied over a long period of time to remove everything
since the magnetic field is weak. This is somewhat problematic from an experimental
standpoint, as a significant amount of dead time can be introduced, and is multiplied
by the fact that the KATRIN spectrometer is so large.
The second method used is the electron cyclotron resonance or ECR method,
which also relies on the internal electrode design being split into dipole halves. As the
ECR method is applied, a radio frequency transverse field is introduced on the dipole
halves in the center of the spectrometer which is tuned to the frequency of cyclotron
oscillations in the magnetic field there, typically on the order of ~10 MHz.

The

oscillating electric field, since it is in tune with the cyclotron gyrations of the stored
particles, stochastically heats them to the point that they are eventually carried to the
vessel walls. This frequency is high enough however that the oscillations cannot be
considered to be quasi-static, and work at the pre-spectrometer even showed that the
device exhibited resonance structures in this frequency range. Hence the relationship
between applied high frequency voltage and actual transverse field must be a matter
of experimental trial and error or hugely complex computation. Furthermore, there
is a concern that the large amounts of energy stored in resonant modes could damage
the delicate wire electrodes of the main spectrometer.
That the above methods have certain drawbacks invites the third method, which
is the magnetic pulse technique. In its original conception, the magnetic pulse technique introduces a time varying magnetic field normal to the analyzing plane of the
spectrometer. The time varying flux through the plane induces an axial electric field,
which can contribute an outward radial component to the E x B drift if the sign
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of the flux is correct.

Unfortunately, the required time derivative of the magnetic

field to produce a usable drift at the main spectrometer is large enough that eddy
currents induced in the vessel walls would dampen the pulse inside to the degree that
it becomes unusable. In its current conception, the magnetic pulse technique merely
lowers the magnetic field in the center of the spectrometer to the point that it is
very slightly reversed in the analyzing plane, connecting the entire flux tube to the
vessel walls. The worry in this configuration is that particles from field emission and
cosmic rays would be swept into the flux tube as it is connected to the walls and then
trapped there as flux is restored, canceling the usefulness of the effect altogether.
The potential advantages of the magnetic pulse technique are that it is relatively
broad-band, affecting most energies equally, that it is effective immediately upon
application, and finally that it is very difficult to damage internal parts of the spectrometer with the technique. These are complimentary compared to the weaknesses
of the other active countermeasures, and using the dipole method in particular combination with the magnetic pulse is a promising approach. It was therefore decided
to test the feasability of the technique at the monitor spectrometer to establish if
it could be used as a background countermeasure at the main spectrometer during
neutrino mass measurements.

6.3.1

Apparatus

The aircoils at the monitor spectrometer are simple hoops of copper wire driven by
several high current, high voltage power supplies.

The magnetic pulse apparatus

employed there uses one of these power supplies connected to a subset of the aircoils
through an h-bridge, which allows for quick reversal of the field current.

The h-

bridge itself is built from a series of power MOSFETs, which have their gates set by a
microcontroller which can be operated from a computer running a labview program.
Once a set of operating currents are chosen for the aircoils, the labview program allows
one to independently program the amount of time spent in the normal and reversed
configurations of the h-bridge. By judiciously choosing the current, one can establish
several different magnetic field patterns to examine the effect of connecting the flux
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tube to the spectrometer walls. A diagram of the h-bridge and aircoil configuration
appears below, in figure 6-24.

In addition to providing the open collector circuit

power suppl

FASUlY
"

switched aircoil
microcontroller
(gate driver)

h-bridge
monitor spectrometer

Figure 6-24: H-Bridge switch at the monitor spectrometer. The h-bridge permits
fast switching of an arrangement of aircoils to implement the magnetic pulse technique.
used to switch the MOSFET gates in the h-bridge, the microcontroller emits a TTL
pulse when it completes its switching cycle.

An ingenious innovation from Klaus

Schl6sser allows this TTL pulse to drive a simple circuit that converts the TTL
voltage into a signal that mimics the signal electrons produce in the silicon detector.
As a consequence, this timing signal was able to be read as an actual data channel by
the data acquisition electronics, putting pulse timing directly into the data stream,
which was an invaluable help in analyzing the results of the test. The bridge box with
its integrated controller was designed and manufactured at Wesfiliche WilhelmsUnversitdt Miinster, and a photograph of it as assembled appears below in figure

6-25a.
In order to study the efficacy of the technique, stored particles must be introduced
into the volume of the spectrometer. In the actual

KATRIN

experiment, unwanted

stored particles are introduced via radioactive decays of gaseous contaminants; we
mimic this process in the monitor spectrometer tests by deliberately introducing a
small amount of radioactive 83"lKr into the volume of the vessel. The ultimate source
for the krypton is an emanating device composed of zeolite beads embedded with rubidium chloride, much like the experimental source for the Project8 experiment. The
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rubidium itself was prepared by

KATRIN

colleagues working at the Rez cyclotron in

the Czech Republic, while the necessary radiochemistry and emanator device construction were underatken at Uni-Mfinster.

A photograph of the emanator device

attached to the monitor spectrometer taken during magnetic pulse measurments appears below in figure 6-25b.

(b) The Minster krypton emanator.

(a) Inside the magnetic pulse flip box.

Figure 6-25: Equipment used to implement the magnetic pulse technique at the
monitor spectrometer. At left is the h-bridge for switching the aircoils, at right is the
krypton emanator in lead shielding connected to the spectrometer

6.3.2

High Field Measurments

Many measurements at different field configurations were made during the campaign
of magnetic pulse testing, and we select two sets in particular to present for their high
statistics and illustrative power. The first of these is the high field measurement,
which used a strong central magnetic field in order to better trap the high energy
primaries coming from krypton decay.

High magnetic fields are more efficient at

trapping high energy particles since these particles' cyclotron radii are small in high
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field, increasing the geometrically available trapping volume in the spectrometer. If
the field is too low, the gyration radii of high energy particles can approach that of
the spectrometer, in which case they cannot be trapped at all. However, increasing
the magnetic field also has the effect of greatly shrinking the volume of the flux tube
that is subtended by the detector. Hence absolute trapping efficiency at high energy
may increase with field though the observed rate appears to decrease.

To better

illustrate the shape of the flux tube and its overall coverage of the spectrometer
volume, visualizations of the magnetic field lines in both the normal and reversed
configurations are presented in figure 6-26. The spectrometer settings used for the
high field experiment are then given below, in table 6.1, where the

sign in front of

an aircoil current indicates that it is being switched.

(a) High field normal configuration.

(b) High field reversed configuration.
Figure 6-26: Magnetic field lines for the high-field magnetic pulse measurement.
To begin, we present a logarithmic count spectrum binned by raw ADC channel
number as obtained using the pin diode detector during the high field measurment.
The principal feature of this spectrum are the periodic peaks that cascade down
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ParameterName

Value

ParameterName

Value

solenoid current

50.0 A

electrode potential 33.0 kV

outer lateral aircoil current

18.0 A

pulse on time

0.5 s

outer central aircoil current

18.0 A

pulse off time

12.0 s

inner central aircoil current

18.0 A

total duration

18 h

Table 6.1: Experimental parameters for the high-field magnetic pulse measurement.

through the plot, and these are pileup peaks centered at ADC channel numbers corresponding to multiples of the inner electrode potential. The particles responsible for
these peaks are inintially low energy secondaries generated by trapped high energy
krypton primaries.

Since the secondaries are produced in the volume of the spec-

trometer where the potential is high, they acquire this potential in kinetic energy by
the time they hit the detector. Pileup occurs as when two electrons hit the detector
too closely spaced in time for them to be distinguishable by the trapezoidal filter in
the data acquistion software, registering as a hit with the sum of their energies. The
ADC spectrum is found below, in figure 6-27.

High Field Magnetic Pulse ADC Time Spectrum
C
10-3
~oo

0

10-5

10~

6

5000

10000

20000

15000

25000

30000

Channel Number
Figure 6-27: ADC spectrum for the high-field magnetic pulse run. Raw channel
numbers are given, with a rough conversion of 3.67 keV/ch.

The results shown in the ADC spectrum were in a sense an integral over the entire
duration of the measurment, meaning that the time structure of the peaks was col-
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lapsed. In order to understand how effective the magnetic pulse was at removing the
stored particles, we will partially restore the time structure of the data by creating a
two-dimensional histogram in which counts are considered as function of both ADC
channel and time. In particular, we present the time structure within a twelve second
window relative to the TTL signals raised by the pulse microcontroller, centered such
that each TTL signal occurs two seconds into each time window. Finally, we integrate over these windows, adding them up to obtain average count rates with good
statistics in each relative time/ADC channel bin. The resulting histogram is shown

below, in figure 6-28.
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Figure 6-28: Relative TTL time/ADC Spectrum for the high-field magnetic
pulse run. TTL pulse always occurs slightly after the inversion cycle is completed.

Immediately we note the rail-like structure centered around channel 9000, which
corresponds to the singles peak in figure 6-27.

There is an increase followed by

a precipitous drop in the rate in the singles channel just before the TTL pulse is
emitted, indicating that the field lines are connecting to the walls then disconnecting,
which ejects the stored krypton primaries and results in a drop in the background rate.
This plot alone is enough to confirm that the magnetic pulse technique is effective
at removing particles, and that it does so without sweeping in too many background
particles from the surfaces of the spectrometer as the flux tube is restored. However,

to get a clearer picture of the time structure and especially the recovery rate, we
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integrate over the ADC channel range of the singles peak to obtain figure 6-29, the
singles relative TTL time spectrum:
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Figure 6-29: Relative TTL time spectrum for the high-field magnetic pulse run.
The microcontroller sits on a printed circuit board near the front of the photo, while the
batteries of MOSFETs are in the center.
Here the efficacy of the magnetic pulse method is manifested dramatically, and in this
case it has resulted in a fivefold reduction of the background rate. There are some
interesting features in the figure near the group of inversion structures spanning the
relative time interval from -1 s to 0 s. These are difficult to interpret exactly, since the
field is slewing quickly during this time which changes the parts of the spectrometer
that are visible to the detector. Additionally, the fast compression of the field lines
around the central aircoil as depicted in figure 6-26 almost certainly results in highly
nonlinear behavior in that vicinty. Consequently, we must perform the measurement
again at a different field configuration to confirm that the reduction is not simply a
lucky accident of this configuration.

6.3.3

Low Field Measurments

In the low field measurment, we wish to confirm that the magnetic pulse technique
is still effective in a field configuration that traps a different set of particles. For this
measurment, we use an expanded flux tube, covering as much of the spectrometer
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as possible to mimic more faithfully the run conditions used for data taking. In this
situation, we expect to see an elevated rate due to the larger volume coverage of the
flux tube, though this is counterbalanced by the reduction in efficiency for high energy
particles. Specifically, the field configuration we use in its normal and inverted states
are visually depicted below in figure 6-30, and the run parameters are given in table
6.2. Negative values for the currents indicate that they run counter to the current in
the solenoids, bucking out the main field.

(a) Low field normal configuration.

(b) Low field reversed configuration.

Figure 6-30: Field lines for the low-field configuration of the magnetic pulse.
As in the case of the high field measurements, we start by investigating the raw
ADC channel spectrum to get a sense of the rate we have achieved; this spectrum
is depicted below in figure 6-31. Recalling that the height of the singles peak in the
high field measurement was ~ 2.5 x 10

3

, we see that our rate for this measurment

has roughly doubled. Examining the ADC channel spectrum closely also reveals the
presence of two small peaks between the prominent singles and doubles peaks, which
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ParameterName

Value

ParameterName

Value

solenoid current

50.0 A

electrode potential

33.0 kV

outer lateral aircoil current

-16.0 A

pulse on time

0.5s

outer central aircoil current

-5.0 A

pulse off time

12.0 s

inner central aircoil current

5.0 A

total duration

16 h

Table 6.2: Experimental parameters for the low-field magnetic pulse measurement.
were present as well in the high field measurment, though much suppressed there.
These peaks are well known features at the monitor spectrometer and are regarded
as the result of nonadiabatic effects, though no complete and satisfactory explanation
of them has ever been found.

Unsatisfying though that may be, we proceed with
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Figure 6-31: ADC Spectrum for the high-field magnetic pulse run. The microcontroller sits on a printed circuit board near the front of the photo, while the batteries of
MOSFETs are in the center.
the restoration of the time structure as before and reveal the low field relative TTL
time/ADC channel spectrum in figure 6-32.

The effects of the magnetic pulse in

the singles line are immediately visible, and we see that here too the magnetic pulse
technique is effective at removing stored particles.

A slight difference in this case

as compared to the high field result is that there is no sharp increase of the rate at
the beginning of the pulsing sequence, and overall the switching region has a gentler
look. Though again this is difficult to interpret since the fields are changing rapidly
188

Low Field Relative TTL Time/ADC Spectrum
1

30000

25000

-

.

E

z

0.5

.-

U)

0

20000
15000

Cz

-2

0

2

6

4

8

10

Time Relative to TTL Pulse [sec]

Figure 6-32: ADC Spectrum for the high-field magnetic pulse run. The microcontroller sits on a printed circuit board near the front of the photo, while the batteries of
MOSFETs are in the center.

during switching, we do note the difference that in this measurement only the inner
central aircoil is switched whereas both central aircoils were switched in the high
field case. Of all the pairs of aircoils, the mutual inductance between the inner and
outer central coils is the highest, so we expect that a large electromotive force will
be induced in the outer aircoil as the h-bridge throws the inner one in reverse. This
induced voltage must be fought by the outer aircoil power supply, which is not an
instantantaneous process, resulting in a slower switching time. The observation that
the power supply for the outer aircoil routinely was driven from constant current to
constant voltage mode during switching confirms that the effects of mutual inductance
on the aircoil supplies is significant, affecting the time dependent field within the
spectrometer in a complex way.

Finally, integrating over the singles peak above

yields the relative TTL time spectrum in 6-32. Here, we note that the count rate is
roughly doubled as we surmised before, and that the transition during switching lacks
the elevated plateau found in the high field measurement. The reduction factor in
this case is also somewhat lower, only a factor of three, which could be explained by
slower and possibly incomplete field reversal. Nonetheless, the recovery time constant

looks similar, and we can conclude that the magnetic pulse has been effective at
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Figure 6-33: ADC Spectrum for the high-field magnetic pulse run. The microcontroller sits on a printed circuit board near the front of the photo, while the batteries of
MOSFETs are in the center.
removing most of the high-energy particles contained in the spectrometer, and is a
very promising candidate active countermeasure for use during neutrino mass data
taking.
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Chapter 7
Results from Project8
As introduced in Chapter 4, the heart of the Project8 experiment is a section of
waveguide in which electrons are magnetically trapped. In order to understand the
signals that such electrons generate, the classical theory of electron trajectories in
magnetic traps must be developed, which is done in sections 7.1 and 7.2 using the
adiabatic approximation for the trapping coil arrangements described previously in
section 4.3. Subsequently, the trajectories thereby obtained must be interpreted as
current sources and connected to mode expansions of fields in the waveguide, delivering expansion coefficients which give field intensity and transmitted power as a
function of mode number and trajectory parameters. This is undertaken analytically
in sections 7.3 and 7.4. Subsequently, simulations of the electrons in a physical realization of this trap are performed and the adiabaticity of the electrons' motion is
verified by comparison with analytic results in section 7.5.

Finally, data obtained

with the prototype described in chapter 4 are described in the final section, 7.6.

7.1

Magnetic Traps

Electrons in the Project8 setup are confined principally by a strong, uniform magnetic
field of about 1 tesla, which restricts conversion electron trajectories to gyrate about
these strong field lines. Additionally, the electrons are confined to move only along
a finite portion of the strong field lines by introducing secondary systems of weak,
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nonuniform magnets whose effect is to adiabatically restrict the motion of nearlyperpendicular electrons to the trapping region in the waveguide cell. There are two
such systems in place in the experiment: one is called the harmonic trap which uses
a single, simple hand-wound solenoid driven to produce a region of low field intensity
in the otherwise strong and uniform background; the other is called the bathtub trap
which uses a pair of hand-wound solenoids to produce two regions of higher field
intensity between which confinement occurs.
Since both arrangements are composed of simple solenoids, we first explore the
field due to a single instance of this current arrangement. To a good approximation,
the field in the central region of a solenoid wound of suffciently fine wire can be
obtained via the Biot-Savart law:

B ()

d3 x' ('

x-

(7.1)

3

Taking into account the specific geometry of the solenoid suggests placement of the
origin at the center of the solenoid along with the adoption of cylindrical coordinates.

For a solenoid of inner radius R<, outer radius R> and length 2Z which carries current
I over N windings, this allows the current density to be expressed as
cos(O) Q - sin() 1
2Z(R> - R<)

(7.2)

Similarly, the other principal pieces of the expression for the Biot-Savart field can be
re6xpressed as simple expressions in cylindrical coordinates. The numerator takes the
form
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With these identifications in place, we can now express the cylindrical components of
the field due to a finite solenoid in a coordinate system whose z-axis is coaxial with
it and whose origin is coincident with its center as the following definite integrals:
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where the 0 component is zero as expected from symmetry since its integrand is an
exact derivative in 0 of a cyclic function, and in all cases the foregoing constant C is
given by

C =-

47r 2Z(R> - R<)

.

(7.8)

The full evaluation of these integrals for a general point (x, y, z) is possible but
lengthy, and the final result would not be of much use in illustrating the magnetic
environment the electrons move in. Considering that the electrons trapped in the
waveguide are typically confined to small region, we can perform a Taylor expansion
of the field components in the regions center to obtain a good approximation of the
exact field, which is a much easier process. We begin this effort by restating the result
of Taylor's theorem for the multivariate components of B
_

=Bil +zr
Bj (z,r)

, (7.9)
n
n=10

Ozr"Drn-i"

where the index i can be either one of z or r. The symmetry of the current distribution
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indicates that the z component of the magnetic field must be even in both z and r
individually and that the r component must be odd in z and r individually, restricting
the overall expansion to even orders only for both components. Thus, within an even
order, the index m in the internal sum may only be even for the z component and
may only be odd for the r component. In addition to these symmetry restrictions, the
fact that B represents a magnetic field means that its divergence must be identically
zero everywhere. Finally, no current flows within the bore of the magnet where the
expansion is performed, signifying that the curl of the field must also be zero. These
restrictions when taken together leave only a single independent parameter available
per even order to characterize the field. If the expansion in equation 7.9 is carried out
to fourth order and these various restrictions are applied, the resulting z component
is given by

B() = Bo +

B2z2

-

+

r

B4z4

-

3z 2 r 2 + 3r

,

(7.10)

and the resulting r component is given by
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The conventions here are such that the coeffcients B2 and B4 are respectively the
second and fourth derivatives of Bz at the center of the trapping region. Explicitly
evaluating these coefficients for the various trapping arrangements can be done by
taking the appropriate derivatives of the right hand side of equation 7.5, evaluting
the resulting expression at r = 0 and z = 0 for the harmonic trap and at r = 0,
z (Z + S) for the bathtub trap, where S is the coil separation, then finally
performing the integrals and filling in the correct values for I, R<, R>, and Z. The
as-built values for these parameters are given in table 7.1 below.
Executing the evaluation procedure described above to obtain the expansion coefficients yields the values presented in table 7.2. Note that the overall field strength
coefficient BO has been modified to include the strong overall uniform background field
of one tesla, yielding expansion coefficients for the total field in which the trapped
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ParameterName

Harmonic Parameter Value

Bathtub Parameter Value

N

61

51

I

-2.0 A

2.0 A
3

Re

6.5024 x 10-

M

6.5024 x 10- 3 m

R>
z

9.6774 x 10-3 M

9.6774 x 10-3 M

3.810 x 10-3 M

3.175 x 10-3 M

S

(does not apply)

2.7051 x 10-2 m

Table 7.1: As-built parameters for the trapping coil arrangements at Project8

electrons move.
Coefficient Name
BO

i

Harmonic Coefficient Value

Bathtub Coefficient Value

1.0 T - 8.6382 x 10-3 T

1.0 T + 3.8332 x 10-4 T
2
5.2758 T/M

2

B2

2.7164 x 102 T/m

B4

4
-2.9005 x 107 T/m

4
1.6489 x 105 T/m

Table 7.2: Field expansion coefficients for the trapping coil arrangements at Project8

We can pause here to comment that the opposite signs for B 4 in the harmonic arrangement versus the bathtub arrangement is expected, since the harmonic trap has
a field that drops off rapidly compared to the second order term alone, whereas the
field in the bathtub trap increases rapidly compared to the second order term as the
evaluation point comes closer to the coils themselves.
Plotting the field lines and field strength contours for the coil arrangments is a
good illustration of the differences between them. Below, in figures 7-1 and 7-2, we
show the field lines and strength contours for the harmonic coil arrangement for a
wide area, well outside the region of usefulness for the fourth-order Taylor expansion.
This simply serves to illustrate the broader features of the fourth-order field itself.
Zooming in to the center of the trap where the electrons would actually be found
and the expansion is a good approximation, we see the expected saddle point at the
center from the structure of the second order part, along with the distortions to that
field due to the fourth order terms, presented below in figures 7-3 and 7-4. Finally,
we present the same series of plots for the bathtub field arrangement, in figures 7-5,

7-6, 7-7, and 7-8.
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Harmonic Trap Field Lines (Wide View)
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Figure 7-1: Wide view field line plot of the fourth-order magnetic field in the harmonic
trapping coil arrangement at Project8.
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Figure 7-2:
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Wide view contour plot of the fourth-order magnetic field strength in the

harmonic trapping coil arrangementat Project8.
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Harmonic Trap Field Lines (Narrow View)
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Figure 7-3: Narrow view field line plot of the fourth-order magnetic field in the harmonic
trapping coil arrangement at Project8.

Harmonic Trap Field Strength Contours (Narrow View)
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Figure 7-4: Narrow view contour plot of the fourth-order magnetic field strength in the
harmonic trapping coil arrangement at Project8.
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Bathtub Trap Field Lines (Wide View)
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Figure 7-5: Wide view field line plot of the fourth-order magnetic field in the bathtub
trapping coil arrangement at Project8.

Bathtub Trap Field Strength Contours (Wide View)
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Figure 7-6: Wide view contour plot of the fourth-order magnetic field strength in the
bathtub trapping coil arrangementat Project8.
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Bathtub Trap Field Lines (Narrow View)
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Figure 7-7: Narrow view field line plot of the fourth-order magnetic field in the bathtub
trapping coil arrangement at Project8.

Bathtub Trap Field Strength Contours (Narrow View)
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Figure 7-8: Narrow view contour plot of the fourth-order magnetic field strength in the
bathtub trapping coil arrangement at ProjectS.
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7.2

Electron Trajectories

The situation we wish to consider now is that of an electron traveling under the
influence of the magnetic fields computed in the previous section. To proceed with
this analysis in the general case is quite difficult, and to make headway we assume
initially that the motion of the electron is adiabatic, and thus that its orbital magnetic
moment is a conserved quantity and that the center of its gyration exactly follows a
magnetic field line. For this to be a realistic approximation, the magnetic field linked
by the electron over a cyclotron gyration must be strong and nearly uniform. We will
simply assume this to be true at the outset and then rc6xamine this assumption at a
later stage to determine precisely under what conditions adiabaticity holds.
If we introduce an orthogonal curvilinear coordinate system ((, p, 0) in which
surfaces of constant ( are normal to the magnetic field, surfaces of constant p are
tangent to the magnetic field, and the coordinate 0 is the familiar cylindrical angle,
we can express the trapped electron momentum in terms of the unit vectors of this
system,

( +pP p+ po ,

p=-

(7.12)

where the orthogonal nature of the coordinate system allows the quantity 1p 2 = p 2
to be written as

p= p2 + p2 +p .

(7.13)

Since the ( direction always points longitudinally along the field line, we can combine
the p and 0 components together into the quantity pi which represents the momentum
perpendicular to the field and is defined by

p1

P

+ P0.

(7.14)

Regardless of adiabaticity, a trapped electron moves under the influence of magnetic
fields alone, meaning its kinetic energy is conserved and thus that dp2 /dt = 0. Using
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the decomposition in equation 7.13 and explicitly taking this time derivative yields
the relationship

(7.15)

picc + pipi = 0.
We can also write the orbital magnetic moment

[t

in terms of these magnetic flux

coordinate momentum components to obtain
2

(7.16)

B
2=
2mB

derivative as well to obtain a second relationship obeyed by the components of

i's

mB

p1

-B

0=o.

2mB 2 a(

,

Since this conserved quantity obeys dpi/dt = 0, we can explicitly take this time

(7.17)

If we use the relationship in equation 7.15 in the first term and identify p itself within
(

the second term, we obtain after some minor manipulation an equation for the
component of the momentum alone:
aB

(B.

Pcgc = -

(7.18)

At this point we must make contact with the field results derived in section 8.1 in
order to evalutate the derivative of the field strength along a field line. In general,
using the components of the magnetic field to obtain the transformation to flux coordinates ((z, r) and p(z, r) is possible, though the resulting expressions are often
unwieldy and it is usually not possible to analytically invert them. Nonetheless, for
completeness and reference we provide equations for the coordinate transformation
using the magnetic fields in section 7.1 up to second order. Initially, we introduce a
length scale a constructed from the expansion coefficients, given by

2B0
a=

.

(7.19)

I tBb

In the case of the harmonic trap a = 8.5434 x 10--2m and for the bathtub trap
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a = 4.3970 m. In terms of this length scale we simply state without derivation or
comment the equations for surfaces of constant ( and p:
a2

(

=

_2

[/a - f
where f

3

= 3a2 z -

jr z +
2

f

3

(

-

s/a6 - f

--

6

-

f 3,

(7.20)

and

13,

p=

6-

/22 -

2

ra

2 -

4z 2 r2 .

(7.21)

To give a sense of what these surfaces look like, we plot curves in the (z, r) plane
for several level sets of both

( and p below. The expected field line shape is seen

in the lines of constant p, and the orthogonality of the coordinate system is also
clearly visible. It is also clear that our curvilinear coordinates constitute a conformal
transformation of the (z, r) plane. Interestingly, we see that no matter where field
lines start along the z = 0 plane, there is a region of exclusion they cannot enter,
which is due to the divergencelessness of the magnetic field.

Trap Flux Coordinate Surfaces at Second Order
1.0
0.8-

0.6'
Nc
0.4-

0.2-

P= constant...

-

0.0

= constant

.

-

-1.0

0.0

-0.5

0.5

1.0

2Z o

- [1
B2

.

Figure 7-9: Flux coordinate surfaces in the (z,r) plane for an azimuthal trapping magnetic
field expanded to second order. Length along both axes is expressed in units of the quantity
V2B 0 /B 2
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Since the flux coordinate transformations are controlled by the length scale a which
is large compared to the trapping region, the coordinate ( will be nearly coincident
with z over the range of a trapped electrons motion, inviting the simplification (

-+

z.

However, taking the field line direction to be along z is tantamount to rejecting
the radial component of the field altogether, which essentially has the consequence
of giving the field a divergence, or equivalently, of introducing a magnetic charge
density directly into the trapping region. This is of course unphysical, and has the
consequence of spoiling the adiabatic invariance of the magnetic flux linked by the
cyclotron gyrations, meaning we cannot expect the gyration radius to scale as B1/2,
which it normally would. Nonetheless, the adiabatic invariance of the orbital magnetic
moment is maintained, and this fact along with the simplifications the approximation
(

-+

z affords justify its use. Carrying out this modification along with the fact that

pz = m yields the following equation of motion for the z coordinate of the guiding
center of gyration:

(7.22)

= B 2 z.
m~y

Since the orbital magnetic moment is invariant, we can use the form it takes when
evaluated at any convenient point in the electron path. Choosing the center of the
trap yields the form M = p2 sin a/2mBo, where a is the angle the electron momentum
makes with the z axis at z = 0 and p is now its momentum at z = 0. This can be
combined with the length scale a defined in 7.19 to yield

=-

Psina

z,

(7.23)

m-ya)
which is the equation of motion for a harmonic oscillator with frequency

Wa =
The amplitude

Za

p sin ce
ma a

Wa

given by

(7.24)

of these axial oscillations can be determined by using the fact that

the orbital magnetic moment has the same value both at z = 0 and at the turning
point z =

Za,

leading to the relationship
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2

PI Io

_ PL

"
2mBO

2mBO
Noting that at the center p2zJ~o=

/

2)

Ia+

-1

.
a2

p2 sin 2 a and at the turning point pI2

and solving the resulting equation for

Z

Za

(7.25)
=

p2

yields the axial amplitude, given by

a cot a.

(7.26)

At this point we can reconnect with the assumption of adiabaticity made at the
outset. Since the length scale a describes the size of the variations in the magnetic
field, we know that for an electron's motion to be adiabatic, the axial excursions must
be much smaller than this. Making use of equation 7.26 above yields the following
adiabaticity condition on a,

Icot al < 1,

(7.27)

which will be true as long as the electron momenta are nearly perpendicular to the
field. Now that

Wa

and Za are known, choosing the origin of time such that z = 0

when t = 0 allows us to state the full time dependence of the longitudinal part of the
trajectory in terms of the initial momentum p and the initial angle a:

z(t)

zasin(wat).

(7.28)

With the analysis of the z component complete, we turn to an examination of the
transverse part of the trajectory, which in the adiabatic approximation must contain
only the fast cyclotron gyrations the electron makes. In light of this requirement, we
assume that the x and y components of the trajectory have a harmonic structure,
with explicit forms given by

x(t) = r(t) cos

(

dt' w(t' 00)#
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+ o,

(7.29)

y(t) = r(t) sin

(

(7.30)

dt' w(t') + ko) + yo,

where w(t) and r(t) are respectively the cyclotron frequency and radius. Instantaneously, the cyclotron frequency for a particle gyrating in a magnetic field can be
expressed as

W(t)
where

(7.31)

eI((t))
my

(t) is the complete electron trajectory. Since we argued previously that the z

component of magnetic field dominates the behavior of the particle's motion, we can
use this argument again to discard the dependence of w(t) on the transverse parts of
both the field and the trajectory. Carrying this procedure out leads to the modified
form

W(t)

eBo

eBz(z(t))

If we make the identification wo

=

z 2(t)

1

(7.32)

eBo/m-y, where wo is the cyclotron frequency the

electron has in the center of the trap, then substituting the z component given in
equation 7.28 into equation 7.32 above yields the explicit form

w(t) = wo (

+

cot 2 a

cot 2 a cos(2wat)

+ -

.

(7.33)

The first term above is the average cyclotron frequency of an electron bound in the
trap, while the second term is a frequency modulation occurring at twice the axial
frequency. In a similar way, the instantaneous cyclotron radius of a gyrating particle
can be expressed as

r(t)

A

)

eIB((t))I

.

(7.34)

Using the adiabatic invariance of the electron's motion and again discarding all transverse dependence yields the modified form
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z 2()

pSill a

2m

eBok1 + as

ret)e 2 B,(z(t))

(7.35)

.2

As in the treatment of the cyclotron frequency above, we can identify ro = p sin a/eB
awa/wo, where ro is the cyclotron radius in the center of the trap, and substitute

in the z com- ponent to obtain the explicit form

Fi

r(t) = a[ +1Cot2 Z+ Cot2 a cos(2at) .
WO
2

(7.36)

11<1

2ct

With these proposals in place, we must check that the resulting trajectory conserves
energy, or equivalently, that its speed is constant. For a trajectory with the transverse structure we have proposed, conservation of kinetic energy implies the following
relationship between r(t), w(t), and z(t):
2

P 2_

2

2 +

2

(7.37)

+r22 +z 2.

=

This is however, outside the adiabatic approximation, which assumes that the transverse momentum of the particle is completely dominated by the cyclotron motion and
does not take into account the gyrating electrons radial velocity. Removing this and
making the identification that p 2 /m 2 y 2 = a2W2 csc 2 a yields the modified form

awcsc

(7.38)

a = r22 + z2.

In order to compare easily with the forms already given for w(t) and r(t),

%2

(t) can

be decomposed into its Fourier components, giving

2(t)

= a2 W2

cot 2 a

+

I cot 2 a

cos(2wat)

.

(7.39)

Including the results from equations 7.33, 7.36, and 7.39 into the right hand side
of equation 7.38 yields

aw

2

sc2

a2
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(1 + cot 2 a)

(7.40)

which is clearly satisfied, indicating that our trajectory functions are correct, at least
to the accuracy of the adiabatic approximation. In the future, however, when we use
the trajectory to represent a current source in the waveguide, it will be very desirable
to have the radial function approximated as a finite Fourier series. To that end, we
expand the radical in r(t) to the lowest order to obtain the modified form

r(t) = a

1--

Xi

cot 2

+

a] +~I'

cot 2 a

cos(2wat)

.

(7.41)

Using this new approximation for r(t) on the right hand side of equation 7.38 yields
the five-term Fourier series

rbi + z2 = a W csc2 a

c2n cos(2noat)

(7.42)

where the expansion coefficients C2n for the series are given explicitly as follows:

CO =

=
c2

(70 csc 6 a - 440 csc 4 a + 612 csc 2 a + 811 + 29 cos(2a))

1

1024

Cot4 a esc 2 a

c
256

(33 - 62 cos(2a) + cos(4a))

= ot 4 a csc 2 a (-27 + 76 cos(2a) + 7 cos(4a))
c4

(7.43)

1024

cot6 a
C6 =-

C

6

64

cos(2a)

cot 6 a

1= (1 +cos(2a))
1024

To see how badly this approximation for r(t) breaks conservation of energy, we can
see how the Fourier components given above behave in the neighborhood of the point
a = 7r/2 which represents a completely perpendicular electron. Performing a simple
Taylor expansion there in the variable

a = a - 7r/2 to the leading nontrivial order

yields the following behaviors:
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CO= 1 -

C2 =

94

-d
32

+ 0 (d6)

-a + 0 (d,)
8

34

(.4

C4 -32

1

Cs

-a+O

0

64

=-1a8

)

C6 =

+

a10)

5 12

To hold with the adiabatic approximation, a must be nearly perpendicular, meaning
its deviation from 7r/2 is small. The fact that the lowest power appearing in the
expansions above is four indicates that using our simpler version of r(t) very nearly
conserves energy ins such situations and is justifiable in the same limits for which the
adiabatic approximation is valid. With our final forms of the cylindrical trajectory
functions in hand, we collect them together here and introduce the cyclotron phase
0(t), marking some convenient quantities with overbraces for future reference:

Wf

r(t) = a

W(t)

Wa

i9a

--

WO

WO

acot2a+a- cot2 a cos(2Wat),

4

4wo

c

-

WC

0(t) = wO

I+

2

a cos(2Wat),

c

(7.45)

(7.46)

6q5C
cot 2 a

cot 2 a sin(2Wat).

-

(7.47)

4Wa

The cartesian components of the cyclotron trajectory can be conveniently stated in
terms of these functions, as follows:
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x(t) = r(t) cos(#(t)) + xo
(7.48)

y(t) = r(t) sin(#(t)) + yo
z(t) = za cos(Wat).

7.3

Electromagnetic Potentials in Waveguides

Having established a suitable trajectory for the electron in our waveguide, we now
Instead of solving for

turn to an examination of the fields the electron induces.

the electric and magnetic fields directly, we will address the problem by finding the
vector and scalar potentials A and <b, which in the Lorenz gauge and in the presence
of sources J and p obey the partial differential equations

2

,

t)

(,

t)

=-pJ(,

t)

(7.49)

and

t) (,t) =--p(,t) ,

(7.50)

V2-D

2

C2

Ot

C

where p and e are respectively the permeability and permittivity of vacuum. Our basic
strategy in finding the solutions to equations 7.49 and 7.50 will be to take Fourier
transforms of the equations to eliminate some of the differential operators on the left,
then find orthonormal eigenfunction expansions for solutions to the homogeneous
counterpart of the equation we obtain. Once these functions are found, we will be
able to express the expansion coefficients for the solutions in terms of inner products
of the eigenfunctions on the sources.

Having found these coefficients, the original

Fourier transforms can be inverted to obtain expansions coefficients for solutions to
the original differential equations.
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7.3.1

Vector and Scalar Potential Eigenfunction Expansions

Embarking on this path, we transform equations 7.49 and 7.50 first with respect to t
in favor of w and then with respect to z in favor of k. to yield

[v

+

-

k

(Yi, k,, w)

(7.51)

= - p(i, kW).

(7.52)

A(-ik2,w) = -J

and

+ -k2

<(7i,kw)

If we make the identification

(7.53)

kI + k2

it is immediately clear that the homogeneous versions of equations 7.51 and 7.52 are of
the classical operator-eigenvalue type, with V2 acting as the operator and kI acting
as the eigenvalue. For an ideal cylindrical waveguide formed by infinte extrusion of a
simply connected planar area S, the complete set of vector eigenfunctions T ${.(x, y)
of the operator V2 can be broken down into three distinct classes, each of which
are subject to different boundary conditions which themselves ultimately derive from
those that E and B must satisfy on the boundary OS of S, namely

(7.54)
t - B =0.
The three classes of eigenfunctions and the boundary conditions they must obey such
that equation 7.54 is satisfied are as follows:

Ts : solenoidal modes with eigenvalues k1 = OS and the property V
1
satisfying t x

.

5I'= 0,

S = 0 on the waveguide walls.

TL : lamellar modes with cigenvalues kr =,L and the property V1 x
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L

0,

satisfying V 1 - TL = 0 on the waveguide walls.
^A: axial modes with eigenvalues k1 =

1

fying

TA

A,

having the form

^ =^

and satis-

= 0 on the waveguide walls.

Since each component of the vector potential independently satisfies the Helmholtz
equation, an even further layer of indirection is possible, and the vector functions
introduced above may be formed from suitable scalar eigenfunctions of the transverse Laplacian, satisfying V2jV + A 2x = 0. There are two classes of these scalar
eigenfunctions, again differentiated by the boundary conditions they must satisfy:
XD: Dirichlet functions that are orthonormal with eigenvalue A = AD and that
satisfy XD = 0 on the waveguide boundary. Suitable lamellar modes TL may
be derived from these functions via the symmetric combination

T

(7.55)

=
OX y AD
(r

and have eigenvalue
from

,L = AD, while axial modes

A

are formed immediately

XD itself via
iv

= X D 2(7.56)

and have eigenvalue V^ = AD.
XN:

Neumann functions that are orthonormal with eigenvalue A = AN and that
satisfy OxN/Dn = 0 on the waveguide boundary. Suitable solenoidal modes IPs
may be formed from these functions via the antisymmetric combination

-T S =--(yx9 -( - Ox
f

AN

( 7 .57
(.7

and have eigenvalue Vs = AN.
The solenoidal, lamellar, and axial functions obtained by the prescriptions detailed
above will typically carry a pair of indices which we will simply represent by the subscript n until we specialize to a specific waveguide geometry and find the functions
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explicitly. In terms of this abstract index, the vector eigenfunctions satisfy the following crucial orthonormality relations, essential for the isolation of expressions for
expansion coefficients in subsequent sections:

d2X
d

S.

S

r

i

f

2 -~L .L
T

2 X 'A.-

d

i

I

Nirn =

(7.58)

Tn,

and

(7.59)

d2X f

. Tn
L

d2X 'S

-

A

d2X-

.- A7 =

With the exposition of the properties of the functions '{.,j and xp.} complete, we
conclude with the principal result of this section, the expansions of the double Fourier
transforms of the vector and scalar potentials A (F

A (zi,'k2, w) =

, k2, w) and < (ii,

(
E

kX, w):

')L,(z1

L(7.60)

f, (k , w) Pl (z1 ) +

^ (kz, w)x (i)

,

r

+

T0,T jn

and

D

7.3.2

L(ZikW)

=Egli (kz, w) XTI (zi)

(7.61)

Eigenfunctions for Rectangular Waveugides

Before proceeding with the general analysis of the expansion coefficients, we pause
to connect the general results regarding the expansion eigenfunctions derived in section 7.3.1 with the particular case of a waveguide with a rectangular cross section,
as employed at Project8. To begin, we seek the Dirichlet and Neumann scalar eigenfunctions appropriate for an oblique rectangular waveguide with long dimension a
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and short dimension b. To solve this problem it is appropriate to use rectangular
coordinates, and we center the transverse coordinate system such that the origin is in
a corner of the waveguide, with the long side parallel to x and the short side parallel
to y. In a rectangular coordinate system, the transverse Laplacian V' is given by

32
2
V2=
2
+
1 =X

(7.62)

which is manifestly separable and leads us to seek solutions of the form X(x)Y(y).
These solutions are well known, with Dirichlet boundary conditions on the waveguide
walls satisfied by the normalized functions

AtXY in sin

,7

ab

n

(7.63)
a

kb

where neither n nor m may be zero, and Neumann boundary conditions satisfied by
the normalized functions

N
(x, y) =
A'

4- 200- 2t0m0 cos (rw
ab

a

cos (1,miry
b

(7.64)

where n or m may be zero individually but not simultaneously. Both types of function
have the same eigenvalue, which is given by
ki

AN
22 n2
= ADm

(7.65)

nu

nm

Fa

2

:+Lb

With the scalar eigenfunctions identified, we can simply apply the prescription outlined in section 7.3.1 to obtain the three families of vector eigenfunction. Performing
this procedure yields the solenoidal, lamellar, and axial eigenfunctions, given explic-

itly by:
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-+ab
rtr\
y

6

n-26nO

f

=b

nr

b

2
2
+b m272
a LE2+

/'ri\
co s

(

/

~ry

) sin ( mTy)
b

a-

-1 cos

+

4-2

x) sin(m[y},

a

a

b

(7.66)

y)) (, =

'im

a2+

M

2

b

7

a cos
Cos

2

2

n7rx'zj
miry
sin (
)
aJ
b
M7r

b

A

-

nm

7.3.3

- sin

ab

n7x
-

a )

_Cos

si(l

(7.67)
r

.

-,1 )sm

a

m7ry
(b

.

my

7nb y

'

nsm

+

~s (xyr

(7.68)

Vector and Scalar Potential Expansion Coeffiecients

With the eigenfunction expansion for the solutions to the doubly-transformed potential equations given at the end of section 7.3.1 in hand, we now seek expressions for the
expansion coefficients fS,

fL, fA

in equation 7.60 and g in equation 7.61. As outlined

in section 7.3, this will involve inner products of the current and charge distributions
with the various eigenfunctions. To see this explicitly, we substitute the expansions
7.60 and 7.61 into the left hand sides of equations 7.51 and 7.52 respectively to obtain
the following:
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Owing to the orthogonality of the various eigenfunctions used in the expansion, we
can multiply the current distribution on the right by an appropriate eigenfunction
and integrate over the waveguide cross section to pick off any coefficient we like. In
order to make progress, we can specify that the current and charge distributions be
those due to a pointlike particle of charge q moving with trajectory F(t), namely:

f(i1 , z, t)

(

q

-

(7.71)

F(t)),

(7.72)

p~zizt) = q X32-Ft)

Using these expressions in the Fourier transforms found on the right hand sides of
equations 7.69 and 7.70 and evaluating the integral with respect to z yields the doublytransformed current and charge densities

fJ( , k2, w) = -Iq

p(s-l, kz, IW)

J

E~
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ct e-"w
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Now that we have expressions for the transformed sources, we can multiply them
by the various eigenfunctions and integrate to extract expressions for the doublytransformed expansion coefficients in terms of the trajectory f(t):
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With these expressions in hand, we are ready to invert the original Fourier transforms
used to obtain equations 7.51 and 7.52 from 7.49 and 7.50. Inverting first with respect
to kz to recover z can be performed by using contour integration, noting that the poles
lie at

fw 2 /c

2

A2 and taking the positive pole when closing above and enclosing

-

the negative pole from below, which results in:
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(778

It turns out that these singly-transformed coefficients will be of principal interest to
us, since they can be used to determine the frequency content of the power spectrum
when evaluated far enough away from the source that the effects from evanescent
waves are negligible. Nonetheless, to complete our original program of finding the
vector and scalar potentials as functions of space and time, we invert the original first
Fourier transform with respect to w to recover t. Using the integral identity that
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we obtain the t and z dependent expansion coefficients that solve the original problem,
expressed in terms of integrals over the trajectory F(t)
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S (Z, t) =tc

Expansion Coefficients for Project 8

As was done in section 7.3.2, we pause here to reconnect the results of section 7.3.3 to
our particular case, using the results of section 7.3.2 for our waveguide eigenfunctions
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and the results of section 7.2 as our particular electron trajectory.

We will ignore

the scalar coefficient here since it is redundant in the Lorenz gauge. As remarked in
the previous section, we will mainly be interested in the w and z dependent expansion coefficients. Defining the rectangular propagation constant nrn in terms of the
rectangular eigenvalue k,,m. given in equation 7.65 explictly as

~mnr

=

-

(7.82)

-k

we can adapt the singly transformed vector expansion coefficients from equation 7.77
to our problem. If we pick a point z well after the volume in which the electron is
confined, defining k, = n7r/a and k. = mw/b, we obtain the following:
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We can simplify the expressions for the coefficients in equation 7.83 by using some
elementary trigonometric identities, namely

a cos(oz) sin(#) + b sin(a) cos() =
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2
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bA-a
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(7.84)

cos(a - #) - I cos(a + 3),

2

a cos(6) + b sin(0) = c cos(0 - 6); c =

a2 + b 2 , 6 = atan2(b, a).
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If we define the quantities c+

applying these yields the modified expressions
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These coefficients clearly have harmonic content only at discrete frequencies w which

must be of the form w =fcCJc +

faWa,

where Lc and La are integers. The coefficients

in equation 7.85 can be brought into form where this structure is plainly manifest by
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using the following identities, related to the Jacobi-Anger expansion:
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Applying these and neglecting for the moment the contributions from the radial
warble 6r, the cyclotron frequency warble 6w, and the the cyclotron phase warble
60 defined in equations 7.45-7.47 one eventually obtains
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We can recover the effect of the cyclotron frequency and phase warbles by replacing

Wc
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(7.88)
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Effecting these replacements eventually results in the following coefficients:
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7.4

Fields and Power in Waveguides

At this stage, we know the electromagnetic scalar and vector potentials at any point
in the waveguide as induced by a point charge on an arbitrary trajectory, from which
we can determine both the electric and magnetic fields as well as the power flowing
in the waveguide.

In this section, we determine the electric and magnetic fields

in cylindrical waveguides for all types of modes in terms of the eigenfunctions and
expansion coefficients given in sections 7.3.2 and 7.3.3, concentrating specifically on
the frequency dependent versions. Finally, we give expressions for the power flowing
in cylindrical waveguides, followed by an analysis of the power radiated by electrons
in project 8.

7.4.1

Field Expansions for Cylindrical Waveguides

The electromagnetic fields E and B can be expressed in terms of the vector potential
A and scalar potential <D according to

E=

<D

-

at

(7.90)

B=VxA.
However, the choice of the Lorenz gauge imposes an additional relationship between
A and <D which can be used to make <D redundant:

I O<D
2
c at

V - A4 = -_

(7.91)
-

4)

c2 JdtV(V

-

4).

Making note of the properties of the various vector eigenfunctions outlined in section 7.3.1, we use equations 7.90 as modified by 7.91 and apply them to the singlytransformed expansions of the potentials, which use the coefficients given in 7.77 and
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7.77.

If we focus on a region where z > r,(t) for all t, this procedure delivers the

following z components of the electric and magnetic fields:
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The organization of the parts obeying Dirichlet boundary conditions into the E2 component and the parts obeying Neumann boundary conditions into the Bz component
is no accident-the field configurations with Bz
TE) modes, and those with E-

#

$

0 are the transverse electric (or

0 are the transverse magnetic (or TM) modes.

Each term in the sums in equation 7.92 represents an individual mode, and the cross
sectional field configurations for each mode are orthogonal to all the others. Standard
waveguide theory allows the transverse components of the field to be calculated from
whichever axial component is present, specifically according to
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Applying these relationships to the longitudinal components given in equations 7.92
yields the following transverse components for the TE modes:
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The transverse components of the TM modes are similarly obtained, yielding:
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Power Flow in Cylindrical Waveguides

Our analysis of the electromagnetic fields propagating in a general cylindrical waveguide is now complete. Using these results, we can develop expressions for the power
flowing away from a localized current source due to its excitations of the modes developed in section 7.4.1. Our principal tool will be the Poynting vector S, which
represents the power flux as a function of space and time. Integrating the flux of this
field through a cross section of the waveguide will tell us the power flowing through
that surface as a function of time. The Poynting vector is explicitly given by

S(t, Y)

=

E(t,I)

x

B*(t, Y),

(7.96)

and integrating this across the waveguide cross section S at z yields the total time
dependent power there:
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E

However, up to this point we have been working with the Fourier transforms of the
fields E(w, Y) and B(w, x), so we must invert these transforms if we are to recover
the power as a function of time. Performing these inversions we obtain

-io" s AI -_(Lz,) x B* (w" z,) -) (7.98)

P ) =o 47, d2

Inserting our frequency-dependent forms for the transverse fields from equations 7.94
and 7.95 into the above, we obtain:
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The gradients of both the Neumann and Dirichlet functions in the above are mutually
orthogonal over the waveguide cross section, collapsing the sums to only the diagonal
terms where n' = n", yielding the forms:
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At this point we specialize somewhat and introduce the assumption that the motion
of the sources is periodic. This has the consequence that the expansion coefficients,
being Fourier transforms of periodic functions, will only have content at very specific
frequencies. Hence, introducing these frequencies as the set {Wr}, the coefficients

f

will take the following form:
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Using this frequency structure substituted into equations 7.100, we obtain the following expanded forms:
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If we consider the diagonal and off-diagonal terms separately in the m' and m" sums,
performing all the integrals above shows that the off-diagonal terms where m' / m"
do not contribute to the power flow through the waveguide cross section. The diagonal
terms where m' =m" do contribute, and integrating first over w" and then t" yields
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Noting that the z dependence has been completely removed, the integral over t' may
be shifted such that t' = u + t, and dt' = du, which shows that the power flowing in
propagating modes is also independent of time. Performing this integral yields the
following final forms for the power P:
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The propagating powers in equations 7.104 are now in the form of an integral over
frequency, leading us to interpret the integrand as the power spectral density, composed of a series of peaks at the frequencies {Wrn}. Hence we quote our final result for
this section, the partial powers of the nth TE and TM modes at their nith frequency:
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Power Flow at Project8

Taking the partial powers given in equations 7.105 and 7.105, we can simply substitute
in the basic potential expansion coefficients given in equations 7.87 to get an expected
waveguide power at Project8 as a function of the mode indices, the cyclotron harmonic
number

I, and the axial harmonic number 1,. Introducing the frequency

ewcc + eawa and the impedance of free space Z =

the TE modes:
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Similarly, for the TM modes one obtains:

Ja(rckum) ~4 Zanneetaa2 ab, zain.

7m
)

(rck
2

crhx

abrkm

1

+ (-1)"' Cos (27r nO)Cos (27r

cos(2fc6 +

I)

M

(cos ( 2 7r nxo) +

(-

1)' cos 27r

,

Wfcf. n-m

+

z

+

Pnq- Zq 2 (kmC

(7.108)
where the newly introduced angle
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We note the geometric factors at the ends of equations 7.107 and 7.108 which show the
dependence of the emitted power on the coordinates (xO, Yo) of the electron gyrocenter.
Slow magnetron cycles will of course vary these coordinates about the center of the
waveguide, and we could average over magnetron cycles as well to take this into
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This is more sophisticated than we need, however, and we rather take a

account.

simple evenly weighted average of xO and yo over the waveguide cross section to obtain
the average power. Since the geometric factors in both cases are clearly normalized,
the average TE and TM powers are:
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Expressions for the powers with the cyclotron warble included can be obtained from
the equations above by making the following replacements, which we will not explicitly
perform:
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To make sense of the results of these mathematical exercises, we present a few plots to
show the sometimes surprising patterns of powers that are radiated into the waveguide.

Using the harmonic magnet parameters and waveguide dimensions supplied

earlier in this chapter, we consider first the TE1 O mode, which has the lowest cutoff
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frequency at 14.1 GHz and is the mode to which the waveguide probes feeding the
amplifiers are most sensitive. Taking an electron at 880 with an energy of 30 477 eV,
corresponding to the strong 2 P3/2 (L111) internal conversion line in

8 3 mKr,

we obtain

the following group of sidebands about the first cyclotron harmonic:

TE 10 Power at 30477 eV, 88 Degrees
50
40
Ca

Q

doppler only

.

with warble

30
20

0

10

CO

T

Qe

Figure 7-10: Power at Project8 in the axial sidebands near the first cyclotron harmonic
in the TE 10 mode at 30477 eV and 88 degrees.

It is clear that the cyclotron warble correction at this angle is almost nonexistent,
which justifies our decision not to pursue the radial warble further in section 7.3.4.
However, at increasing angles, the pattern becomes more complex. Taking an angle
of 850 for example, which is near the adiabatic limit of our trap at 84.67', we obtain
the plot in figure 7-11.

The complexity of the pattern is due to the fact that the

quantity Zatm is large, since we are quite far from cutoff, with the result that the
lower order Bessel functions are evaluated more than one cycle out from the origin.
At this pitch the small warble correction is only beginning to manifest itself, since the
parameter 6w/2Wa controlling the correction is only about .27 for this combination of
energy and angle. To show the spectral leakage into sidebands as angle increases, we

show the same result in units of dBa at 87* over a wider range below in figure 7-12.
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Figure 7-11: Power at Project8 in the axial sidebands near the first cyclotron harmonic
in the TE10 mode at 30477 e V and 85 degrees.
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Figure 7-12: Power in dBa at Project8 in the axial sidebands near the first cyclotron
harmonic in the TE 10 mode at 30477 eV and 85 degrees.
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Of particular note in the preceding figures is that the power transmitted at Wc

2Wa

is stronger than that transmitted in the central peak at the zeroth axial harmonic.
This is a very interesting occurrance, which was not forseen during the design phase
of the experiment. We can begin the exploration of this phenomenon by examining
the transmitted power at w, over a wide range of energies and pitch angles, shown

below in figure 7-13.
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Figure 7-13: Power at Project8 at first cyclotron harmonic over a wide range of energies
and pitch angles.

The principal feature of the emitted powers shown above is the excluded region at
high energies and high angles, starting at about 500 keV when the angle is 900. This
exclusion is due to the fact that the cyclotron frequency decreases as energy increases,
which drops below the cutoff for the TE 10 mode at very high energies. Additionally,
near cutoff the power transmitted in this mode blows up very rapidly, which is again
a feature we expect. Of course, these behaviors are manifested far beyond our energy
region of interest, though it is reassuring to see cutoff effects manifested correctly
in our results. Of much greater importance to Project8 is the band structure that
arises in the pattern of powers. At a fixed energy, the presence of these bands has
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the consequence that no power will be transmitted at certain angles.

At energies

relevant to krypton decay, such an angular gap occurs between 860 and 880, which is
within the range of pitch angles trapped in Project8 and will have implications for
the experiment. Continuing our exploration, we present the analogous results for the
first axial sideband at w, + 2wa in figure 7-14 below.
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Figure 7-14: Power at Project8 at the first axial sideband of the first cyclotron harmonic
over a wide range of energies and pitch angles.

Again, in this power plot we see features broadly similar to those found for the central
band of the first cyclotron harmonic shown in figure 7-13, namely the manifestation
of cutoff at high energies and angles along with the partitioning of power into band
formations. In contrast, however, we see that near cutoff the power transmitted in
this sideband drops to zero, and that the troughs between maximal powers within the
bands fall along different lines in the energy-angle plane. In particular, a rough visual
comparison indicates that maxima in the power transmitted at w, are attended by
minima in power transmitted at w,

+ 2 wa. Restricting ourselves again to parameters

relevant to Project8, we plot both the central and the sideband power together at
30 477 keV as a function of angle from 840 to 90' below in figure 7-15.
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Figure 7-15: Power at Project8 at first cyclotron harmonic and the zeroth and second
axial harmonic in the T E10 mode at 304 77 e V over the full range of trapped pitch angles.

It is apparent that the precipitous loss in power in the central peak between 86* and
87' is almost fully compensated by the power at the second axial sideband, leading
us to conclude that adding a second, wideband low frequency receiver chain to the
experiment in order to acquire this signal as well would significantly increase the
volume of phase space for which which detections can be made. Even more significant
than increasing the fiducial phase volume, acquiring the second sideband would allow
for a direct measurment of the axial frequency which allows the pitch angle and energy
to be disentangled relatively easily.
For completeness, we close this section with a comparision of the power patterns
radiated in the transverse electric versus those in transverse magnetic modes, which
will help to illustrate the full content of equation 7.110. In line with the analysis done
for the TE10 mode, we present the pattern of axial sidebands about the first cyclotron
harmonic at both 88* and 85*, in figures 7-16-7-19.

The degree of similarity between

the sideband structures in the electric versus the magnetic modes is especially striking
and is a potential avenue for further investigation.
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Figure 7-16: Power at Project8 in the axial sidebands near the second cyclotron harmonic
in the TEnI mode at 30477 eV and 88 degree
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Figure 7-17: Power at Project8 in the axial sidebands near the second cyclotron harmonic
in the TM 1 mode at 30477 eV and 88 degrees.
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Figure 7-18: Power at Project8in the axial sidebands near the second cyclotron harmonic
in the TE11 mode at 30477 eV and 85 degrees.
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Figure 7-19: Power at Project8in the axial sidebands near the second cyclotron harmonic
in the TM1 1 mode at 30477 eV and 85 degrees.
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7.5

Project8 Simulations

In the previous sections, our work depended on trajectories being calculated using the
adiabatic approximation. In order to improve on these results, an XML model of the
Project8 geometry readable by the KGEOBAG module has been prepared to simulate
more realistic electron tracks in the device with

KASSIOPEIA.

We include both the

bathtub and harmonic coils in the model. The waveguide cell including its kapton
windows is also included , but is used only for the essentially geometric purpose of
signaling that an electron track has terminated upon striking either of these surfaces.
Finally, the strong solenoidal field arising from the Bruker NMR magnet is included as
a constant uniform background field rather than calculating a more realistic field from
the coil geometry inside, since the technical drawings from which a simulation model
could be made are the intellectual property of Bruker and were not made available to
us. This is only a marginal disadvantage as this type of magnet is inherently designed
to be highly uniform in the central region where trapping occurs, which was verified
by measurments performed in the Project8 lab.
Using this geometrical model, two groups of simulations were made which study
the general trapping properties of the coil arrangements and the details of electron
trajectories trapped within them using various initial conditions. These simulations
are outlined and curated below, in sections 7.5.2 and 7.5.1. To illustrate the model
and the general character of the trajectories, a simulated electron trapped in a background field of 1.0 T with the harmonic coil driven at 2.0 A is shown below in figure
7-20. The simulated electron track clearly exhibits the behaviors assumed and described in section 7.2, namely a hierarchy of oscillatory behaviors including the fast
cyclotron motion about the strong field, a somewhat slower axial oscillations along
the waveguide axis, and a magnetron gyration about the symmetry axis of the magnetic field that is slower still. To aid in identifying and describing these motions, we
zoom in on the central region of figure 7-20 to obtain figure 7-21. These particular
simulations were prepared using the exact representation with both the propagation
and synchrotron terms to capture energy loss in the waveguide.

238

Figure 7-20: View of an electron simulated within the Project8 geometry. The
trapping coils appear in green, while the waveguide body and kapton windows appear in
orange.

Figure 7-21: Near view of an electron simulated within the Project8 geometry.
The true position over a single axial oscillation is color coded by frequency and the guiding
center position over many axial oscillations is coded in greyscale by kinetic energy.
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Tracking Simulations

7.5.1

One of the first things we can examine is the behavior of trapped electrons over
the space of initial angles and radii at a fixed energy, providing valuable information regarding the validity of our magnetic field expansion and our assumptions of
adiabaticity. Proceeding as we did in chapter 6, we evenly map out this space and
measure both the axial and magnetron frequencies of the trapped electrons. Of principal interest is the axial frequency, since we computed it analytically within our
various approximations in section 7.2. Choosing initial angles ranging from 85.00 to
89.9* in steps of 0.1* and initial radii from 0.1mm to 1.5 mm in steps of 0.1 mm, we
obtain the axial frequencies shown in figure 7-22.

Immediately, we note that the

Simulated Project8 Axial Frequencies [Harmonic]
140

89.5
-89
88.5

120

u

100

C

88

80

86

60

0.0002

0.0004

0.0006

0.0008

0.001

0.0012

0.0014
Radius [m]

Figure 7-22: Simulated axial frequencies in the harmonic trap at Project8.

radial dependence of the axial frequency is very slight, providing an initial indication
that our quadratic field expansion obtained in section 7.1, though it has a divergence,
is nonetheless a good approximation to the physical field in the experiment. We can
also examine the validity of our assumption of adiabaticity in this context by comparing the measured axial periods with the analytic result in equation 7.24, which
is done in figure 7-23.

We note that the agreement in the region where the angle is

small is excellent, reaching a factor of two in error at about 85.50, whereafter the error
rapidly increases. This is to be expected, since electrons with low pitch angles explore
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Comparison of Simulated to Analytic Project8 Axial Frequencies [Harmonic]
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Figure 7-23: Comparison of analytic and simulated axial periods in the harmonic trap at Project8.
regions of the magnetic field that are increasingly poorly described by our previous
analysis. Finally, we can examine the magnetron frequencies for the harmonic trap,
which was a calculation not undertaken analytically. The measurment of the magnetron frequencies for this trap, given in figure 7-24, has the interesting feature that
it exhibits negative frequencies at shallower pitch angles. This is due to the fact that
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Figure 7-24: Simulated magnetronfrequencies in the harmonic trap at Project8.

the magnetron drift occurs as the result of two different terms, namely the curvature
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and the gradient drift. In the case of shallow pitch angle in this trap, these terms
change signs near the turning points where the particle spends the most time. As the
pitch angle decreases, the electron spends more and more time in a region where the
drift has an opposite sign from that in the middle, causing the behavior we observe.
We can perform a similar analysis on the bathtub trap to understand how well the
quadratic field and adiabatically invariant approach describe it. Like the harmonic
trap, we expect good agreement for pitch angles near 900 and only a small amount
of radial dependence throughout. Again using initial angles from 85.00 to 89.9* in
steps of 0.1 and initial radii from 0.1mm to 1.5 mm in steps of 0.1mm, we obtain
the axial frequencies for the bathtub trap given in figure 7-25. A major difference in
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Figure 7-25: Simulated axial frequencies in the bathtub trap at Project8.

the axial frequency dependence on pitch angle between this trap and the harmonic
trap is that frequencies generally increase as angle decreases.

This is unsurprising

since the quadratic and quartic terms in the expansion of the bathtub field are both
positive, as we saw in table 7.2.

A minor but interesting feature at the smallest

trapped angles is the reversal of this behavior, which occurs for the same reason that
the frequencies decrease with angle at the harmonic trap in general. Finally, we note
that the radial dependence in this case is even smaller than in the harmonic trap.
Comparing these simulated results to the analytic calculation shown in figure 7-26
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Figure 7-26: Comparison of analytic and simulated axial periods in the bathtub
trap at Project8.

reveals further differences between this and the harmonic trap. The angular range
of fidelity for the analytic result is much smaller, and the onset of deviation is much
more rapid. Again, this is due to the bathtub trap having much of its shape described
by the higher field derivatives, which act as steep walls between which electrons are
contained. Finally, we examine the magnetron frequencies of electrons in the bathtub
trap in figure 7-24.

Similar to the case of the axial trap, we see that there are
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Figure 7-27: Simulated magnetron frequencies in the bathtub trap at Project8.
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particular angles for which the magnetron oscillation disappears entirely. Again, this
is due to a delicate cancellation of drift terms from the axially central portion of the
the trajectory against those at the turning points.

7.5.2

Trapping Simulations

With the analysis of the trajectories complete, indicating that our analytic results
describe nearly normal pitch angles quite well, we turn to an analysis of the trapping
efficiency of our various coil arrangements.

To perform these simulations the same

geometries were used as in the previous section, though with much less detail in the
output configuration, since we only care about the final state of the electrons.

If

electrons strike the waveguide or kapton endcaps, they are of course not trapped. If
however the electrons cross the central symmetry plane of the arrangement more than
three times they are marked as trapped and their complete final states are recorded.
This procedure of course does not account for leakage of the trap due to nonadiabatic
effects, but at our energies and adiabatically trapped pitch angles such leakage will be
very small. Initial conditions are calculated by drawing an isotropically distributed
momentum, subject to the restriction that the polar pitch angle be between 750 and
1050, and an initial position drawn uniformly from within the waveguide volume. For
each trap, the fates of 100,000 particles are calculated. Focusing first on the harmonic
trap, we present the trapping results as a two dimensional histogram, binned by initial
z-position and pitch angle in figure 7-28 below. The harmonic trap has the interesting
feature that the range of trapped z-positions for normal pitch angles is infinite, in
the absence of the interposing kapton windows, owing to the long asymptotic tails
of the field from the single coil. We also see that the absolute extrema of the pitch
angles fall almost exactly within what the adiabatic approximation predicts, further
confirming the validity of adiabaticity in the trap. Using the exact same scheme for
drawing initial conditions, we can also plot the trapping results for the bathtub trap,
shown in figure 7-29. In contrast to the harmonic trap, the bathtub trap exhibits no
asymptotes, and the set of initial conditions which are trapped has compact support.
Further, we see that the trapping region is roughtly rectangular, with the trapped
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Trapped Initial Z-Positions and Pitch Angles [Harmonic]
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Figure 7-28: Trapped initial electron states in the harmonic trap at Project8.
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Figure 7-29: Trapped initial electron states the bathtub trap at Project8.

angle extrema showing little z-dependence over the majority of the trapping region.
These results can be used to calculate the fiducial phase space volume in the trap,
which is crucial for computing the expected event rate given an ambient krypton
temperature and pressure within the waveguide cell.
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7.6

Project8 Results

In the final section of this document, we will present the results from data taken at
the Project8 prototype at the University of Washington in the summer of 2014, whose
configuration and design were described in detail in chapter 4. We begin by motivating and briefly describing a small digital signal processing framework called

MIDGE,

written both to simulate and to analyze the kinds of signals Project8 produces. In
sections 7.6.2-7.6.4, we describe a special set of modules that have been prepared for
this framework which are designed to find electrons in Project8 data, which process
the raw, digitized data to identify electron-like events.

Finallly, in the concluding

section we present and comment on the measured Krypton spectrum produced by
these methods, indicating possible avenues for future improvement.

7.6.1

The Midge Framework

The central concepts in the

MIDGE

framework are data streams, which at the most

abstract level are much like a block devices in a UNIX-type operating system, and
operators, which may publish a data stream, subscribe to a data stream or both.
Operators which only publish data streams are called producers, those which only
subscribe are called consumers, and those which do both are called transformers. To
give a few specific examples, an operator which reads a file full of digitized Project8
data and makes its contents available as a data stream of some kind would be a
producer, an operator which computes the short-time Fourier transform of this data
would be a transformer, and one which makes and saves a graphical plot of a stream
would be classified as a consumer. By providing a rich set of operators from which to
choose, a user may assemble operators into a structure with the topology of a directed
graph to perform analysis tasks. Like

KAssIOPEIA,

the configuration and assembly

of operators into a meaningful analysis structure is accomplished by providing the
user a text file interface with an embedded metalanguage, though
files where

KASSIOPEIA

MIDGE

uses JSON

uses XML and the embedded lanaguage is currently limited

to command-line variable replacement.
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Operators within

MIDGE

may have any number of subscription or publication

slots, each of which may deal with streams of an arbitrary type. However, there is
the requirement that each data stream have only a single publisher, in order that each
block in the stream has an unambigious and coherent interpretation. This requirement indicates that from a programming perspective, the stream that an operator
publishes is accumulated or owned by that operator.

Accumulation of published

streams is respected and explicitly manifest in the implementation of the publishing
operator classes producer and transformer, which contain a circular buffer of blocks for
each published stream and edit the blocks in the stream via a non-const forward iterator. Providing an implementation which respects this requirement also considerably
eases synchronization issues, in that the block currently pointed to by a publisher's
non-const iterator may be locked by a mutex during editing, with subscription accomplished by providing const forward iterators that must acquire the same block mutex
before allowing the respective block to be read. Finally, each operator within midge
performs its duties within a dedicated thread, where synchronization and coherence
are guaranteed by the mechanism described above.
To give a full, concrete example of the operation of

MIDGE,

we will describe an

arrangment that simulates electron-like events at Project8 and saves the resulting
stream in the same data format used by the Project8 data acquisition system. This
format is implemented by a library called

MONARCH,

which also contains a mid-

level abstract programming interface for reading and writing the headers and data
contained in these types of files. In our simulation, we wish to simulate frequency
modulated signals of finite duration with linear intermediate frequency laws. Such
signals are usually called chirps.

Additionally, we would like to add broad-band

Gaussian white noise underneath the chirps to model the residual thermal noise in
the first stage cryogenic amplifiers. We will save the resulting stream in the

MONARCH

format as mentioned before, and we will also calculate and plot the time-dependent
frequency spectral density of the signals by the short-time Fourier transform method.
The MIDGE configuration necessary to acomplish this task is shown below, in figure
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Figure 7-30: Midge configuration for simulating chirps at Project8.

To be specific, we wish that the duration of the entire experiment have a duration of
200 ps, that noise have a power of -15 dBm, and that the first and second chirps have
powers of -30 dBm and -33 dBm, each through a nominal lineimpedance of 50 Q.
Both chirps shall have a duration of 80 ps and will occur in succession, the entire
train having a holdoff of 20 ps, with each chirp slewing in that time from a frequency
of 200 MHz to 300 MHz. The resulting spectrogram calculated by the MIDGE plot
consumer appears below, in figure 7-31.
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Figure 7-31: Spectrogram of simulated chirps at Project8.
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Power Ratio Points

7.6.2

In order to analyze actual Project8 data in which the electron lines are expected to be
very weak and, as a result of the various filters in the chain, the background variation
is expected to be neither negligible nor structureless, we take data both with the
trapping coil disengaged and energized. From the disengaged data, we can form a
background spectrum against which to compare the signal in order to more easily
identify electrons. As an example, we present the background spectrum calculated
from one second of data with the local oscillator set to 600 MHz, acquired and digitized
at 250 MHz. The calculation was performed by taking blocks of 8192 samples at a
time, calculating the resulting power spectrum from these slices, and averaging over
the entire dataset, resulting in the spectrum shown below in figure 7-32.
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Figure 7-32: Averaged power spectrum at 600 MHz at Project8.

Though these data are the average of roughly thirty-five-thousand individual spectra,
it is clear that some random variation remain on top of the priniepal features of the
filter structure. To mitigate this issue somewhat, we apply a smoothing procedure
as well, using a Hanning window function which is sixty frequency points wide to
compute a running average of the spectrum. Applying this for every point and making
the necessary adjustments for a proper normalization at the edges, we obtain the result
shown below in figure 7-33.
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Figure 7-33: Smoothed power spectrum at 600 MHz at Project8.

With these background data in hand, we can finally begin the hunt for electron signals in real data acquired at Project8. Taking now data obtained with the harmonic
trapping coil energized at 800 mA and digitized again at 250 MHz, we consider 8192
samples at a time and compute the short time Fourier transform based power spectrum with a rectangular window, and divide the result power slices by the smooth
spectrum shown above in figure 7-33. Homing in on an interesting region in time and
frequency, we obtain the shocking plot shown in figure 7-34.
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Figure 7-34: Signal to Background short-time power ratios at Project8.
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The presence of electron lines in the data are extremely clear-Project8 is capable
of observing the cyclotron radiation from a single electron gyrating in a waveguide.
The slopes are positive since the electron is losing energy and therefore increasing
in frequency as it slows down and its proper time more and more closely coincides
with time as measured in the lab. The interesting jump features are due to scattering
off of residual gas in the waveguide, which is mostly hydrogen. Though the general
trend is for the electron signal to increase in frequency through a scattering event, we
clearly see that it is possible for the signal to decrease as well. This is due to the fact
that scattering can involve not only energy exchange but a sudden change in pitch
angle. Referring to equation 7.33, we see that a change in the pitch angle a could
potentially decrease the cyclotron frequency.
Now that we see that the electron signal exists and is easy to ascertain visually,
we must turn these data into a krypton spectrum to see how precise the experiment
might be. This is now an image processing problem, and we must distill from these
raw pixelated data first lines and then unbroken events, since only the first lines in
an event whose lines are connected by scattering carry information about the nuclear
physics of krypton. To case this process, we introduce the notion of assigning a score
to a point, which is purely a function of analysis parameters the ratio r. Specifically,
we choose a scoring function s(r) with the following form:

f W

>
-- t(712

- t) b+
a+ (r
f~x)=

-r

-a_(t -

:r < t

r)b

(7.112)

The parameter t is called the threshold, and is a rough split between signal bins and
background bins. Bins that are far from threshold can either be made more prominent
or flattened out by adjusting the powers b, while the relative overall boost or penalty
on the two sides of the cut can be adjusted by modifying the factors a. Good choices
for the parameters will cause strong lines to stand out more, while flattening the
background. Acceptable choices for these parameters are found below, in table 7.3,
which result in the scores shown in figure 7-35.
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Figure 7-35: Point scores at Project8.
ParameterSymbol

ParameterDescription

Value Used

t

signal-to-background cut threshold

1.5

a+

signal boost factor

1.0

b+

signal boost power

1.5

a_

background penalty factor

3.0

b+

background penalty power

1.0

Table 7.3: Scoring parameters used in the analysis of ProjectS data.

7.6.3

Candidate Lines

With the points identified, we must now invent a way to identify lines nestled within
the point data.

This is a classic edge-finding problem in image processing which

has been solved in a number of ways already, and furthermore there are several

well-understood methods such as the Hough transform specifically for finding lines
in noisy data.

However, though many of these methods may deliver the results we

would like, we pause to consider that in the future we aim to move to a triggered data
acquisition system where we will not be in the position to analyze acquired data all
at once as though it were an image. Therefore, we seek a line finding algorithm that
can work in an iterative way, analyzing incoming data slice-by-slice while maintaining
a small memory overhead. Such an algorithm, if found, would be more suitable for
implementation on an FPGA than a traditional image processing iethod.
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To that end, noting that the point scoring calculation exhibits the properties described above, we introduce a new line finding algorithm that takes as its input a
stream of blocks of point scores and publishes an output of blocks of lines, which are
principally characterized by their starting times, their durations, their starting frequencies and their slopes. Given a slice of point scores, we will begin a line candidate
on any point whose score exceeds a threshold parameter
points whose score is or exceeds

T,

T.

If in a slice there are no

no lines will be started. If however such a point is

found, a new line will be created and initialized with a starting time corresponding to
the slice time, a frequency coresponding to that of the high bin, and both a slope and
duration of zero. Following this, the scores of points in the current slice surrounding
the high point within a frequency interval of width 6 will be considered. Using these
points, the initial frequency is recalculated to be the ratio-weighted average of the
point frequencies in the interval. With this newly calculated frequency, a new interval is determined, and thus the cycle repeats until the set of points considered stops
changing, whereupon the points in the stabilized interval are marked as used. At the
end of this stage, an initial time and frequency are established, and the nascent line
attains a score of its own, which is the sum of the scores of its accumulated points.
Upon receipt of a new slice of scored points, an active line is given the opportunity
to examine them, and will do so by using its current frequency and slope to find those
points within the interval 6 of the line segement defined by these parameters. Again,
the frequency and slope are recalculated using the potentially acquired new points,
and a new interval is calculated based on these updated parameters. Recalculation
continues in this way until the set of potentially acquired points stabilizes, and as
before the line score is incremented by the sum of the scores of the points in the
final interval. This behavior allows strong points to attract young lines, which have
the tendency to lock onto strong linear regions. In the case that points come under
consideration which have already been accumulated by another line, each of those
contributes a score of -a to that of the accumulating line, repelling it.
Lines continue evolving according to this procedure until they have acquired a
count of A points, at which point additional slices of incoming points may take the
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place of slices of old ones in the reckoning of a line's score, so long as the line has at
least A actively contributings. These most recent and active A points are referred to
as the head of the line. Lines are terminated once the scores of their heads fall below
a limiting threshold

, or their if current ending frequency falls outside of the overall

frequency interval of interest.
Once a line is terminated, it is given a final trimming to remove points that are
clearly not part of it. This is mainly important at the end of a line, since using a large
head size A combined with a low limiting score threshold

often result in delayed

termination of a line. To control this process a trim parameter p is introduced which is
multiplied by the average score per slice to yield a number interpreted as a threshold.
Firstly, successive slices of points are removed from end of the line if they fall below
this threshold and removal halts as soon as a slice is found which exceeds it, and then
the same procedure is applied to the beginning of the line. Similarly, to give new
lines the maneuverability they need to settle onto prominent features, a wide window
3 must be used, which often overestimates the true width of the line. During final
trimming, only points which are within a width v of the final line parameters are
kept. Lastly, during final line trimming, an overall line quality is reckoned, which is
the linear correlation of the line times the weighted score of the entire line where the
weight function is a cosine window about the internal segment. The result of this line
finding algorithm acting on the points from figure 7-35 is given below, in figure 7-36.
Standard values for the parameters introduced in the text appear in table 7.4.

ParameterSymbol

ParameterDescription

Value Used

T

line seed threshold

5.0

6

line interval width

65.0 kHz

A

line head length

40

a

occupied point penalty

5.0

/

score trim parameter
frequency trim parameter

0.5
35.0 kHz

Table 7.4: Line identificationparameters used in the analysis of Project8 data.
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Figure 7-36: Line qualities at Project8.

7.6.4

Electron Events

Once lines have been identified in the field of points, they must be connected together
to determine if they comprise an event generated by one and the same electron,
released during the electromagnetic relaxation of a krypton nucleus and scattering off
of residual gas in the waveguide cell until a wall or kapton window is struck. This is
accomplished more simply than is the formation of lines, requiring only a comparison
between a set of active events and an incoming line and effecting the most favorable
connection, if indeed a suitable connection exists. Lines which do not connect well
with other existing events then become the first lines in entirely new events, against
which incoming lines will be tried in due course. Once the time between the start
of the currently considered line and an event exceeds a limiting value, the event is
deemed complete.
Comparison of suitability of connections between a given line and a particular
active event proceeds by evaluting the distance between the ending point of the event
in the time-frequency plane and the starting point of the line according to a piecewise
elliptical metric. To define this metric, firstly we take the origin of coordinates to
coincide with the event endpoint at (to, fo).
frequencies

f<

Defining the times t< and t> and the

and f>, the metric M modeling the distance between this origin and
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a line whose starting point is (t, f) is given by

(t/t>) 2 + (f/f>)

M(t, f)

2
(t/t<) + (f/f>)

=

2

t > t0 , f

fo

2

t < to, f

fo

(t/t<) + (f/f<)2

t < to, f < fo

(t/t>) 2 + (f/f<)2

t > to, f < fo

2

(7.113)

Line and event combinations whose distances so computed satisfy M < 1 are considered for connection, while those with M > 1 are refused, with the best candidate's
connection made after all possibilites have been considered. Using this scheme with
the parameters given in table 7.5 produces the connected event shown below, in figure

7-37.
ParameterSymbol

ParameterDescription

Value Used

t>
t<
f>
f

late time limit

1.5 ms

early time limit

0.5 ms

frequency gain limit

35 MHz

frequency drop limit

25 MHz

Table 7.5: Event metric parameters used in the analysis of Project8 data.
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Figure 7-37: Connected event at Project8.
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7.6.5

The Krypton Spectrum

Finally, we have all the pieces in place to turn raw digitized waveform data into a
nuclear excitation spectrum, and given our understanding of the signal in the waveguide, are in a good position to make improvements and interpretations. In order to
properly turn our frequency spectrum into an energy spectrum we also need to know
the value of the magnetic field in the trap. By varying the current I in the harmonic
trapping coil and examining how the peak positions move relative to the trapping
field, we obtain the following linear relationship:

B = B 0 + B1 -1

(7.114)

where the main field is given by B 0 = 9454.8 G and the trapping field slope is given by
B1 = -43.3 G/A. Our current setting of greatest interest and that used in this analysis
is 800 mA, corresponding to a cell field of 9420.2 G. Using these values combined
with a knowledge of the mix-down oscillator settings, we can perform the most direct
possible procedure, running the analysis described above to obtain events and their
crucial initial frequencies and converting these energies to frequencies using the simple
cyclotron frequency formula and our knowledge of the magnetic field. Finally, we can
create a histogram of counts over a range of energy bins using this set of measured
event energies which we can convert to an event rate with a normalization that gives
proper respect to the amount of time each energy bin was under observation, which is
simple but nontrivial since multiple datasets were taken which observed overlapping
ranges frequency. Performing these tasks leads to our main results: the 17 keV line
and 30 keV multiplet, shown below in figures 7-38 and 7-39 respectively.
Though it is deeply fulfilling to see that the heretofore undemonstrated technique
on which Project8 rests is conclusively demonstrated to be viable, the resolution of
these lines is quite poor, especially compared with what the technique is intrinsically
capable of theoretically. It is very important to note that the official collaboration
analyses are based on the Rotate-and-Project (RAP) technique originally of Matt
Sternberg, which delivers better than 130 eV of resolution on the 30 keV multiplet and
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Project8 Krypton Energy Spectrum
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Figure 7-38: The 18 keV multiplet of 83-Krypton as measured at Project8.
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Figure 7-39: The 30 keV multiplet of 83-Krypton as measured at Project8.

better than 120 eV of resolution on the 17 keV line [70]. The much wider line width
seen in these results, at -195 eV FWHM on both lines, is likely due to misreconstruction, as indicated by the prominent tail appearing at low energy. Misreconstruction
contributes to this in that orphaned line segments which are erroneously identified as
events will have already undergone scattering and therefore energy loss. A good deal
of this problem could be addressed by using a set of rolling projections along a discrete set of slope biases. This idea, which is a hybrid between the original technique
of Matt Sternberg and this work, would likely improve resolution and the potential
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reconstruction efficiency for weak lines while improving FPGA implementability as
well. Additionally, adding a second low frequency chain targeting the second sideband as discussed in section 7.4 would allow the underlying cyclotron frequency and
slopes of lines to be measured with much reduced ambiguity than at present.
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Chapter 8
Conclusions and Outlook
One of the overarching conclusions that can be drawn from the efforts described
in this work is that there is no low-hanging fruit in the business of neutrino mass
measurment.

Indeed, the eighty-odd years of effort between the conception of the

neutrino and the present day have seen tremendous advances in technology which
have served to bring the precision of the field to remarkable levels.
The KATRIN experiment is fairly categorized as the apotheosis of tritium beta decay experiments in the modern tradition begun by Bergkvist at the end of the 1960s.
It represents the high water mark of its key technologies, namely its gaseous tritium
source, which is the most luminous and most stable such source ever constructed,
and its MAC-E spectrometer, which is the most precise such device ever constructed,
and the largest vacuum vessel in the world. In order to properly fulfill its extensive
potential, these achievements must be matched with appropriate efforts in the software used in its simulation and analysis. A good foundation has been laid with the
introduction of KASSIOPEIA, but this effort is by no means complete. In order to
properly deliver on the investment this piece of software represents, it must be maintained and adapted as new challenges are overcome, ideally acting as a repository for
the experiences of present and future generations of KATRIN collaborators, becoming
an ever sharper and more powerful tool in the process. Validation and cataloguing of
KASSIOPEIA results would allow standard and trusted calculations of experimental
properties to be performed and integrated into the neutrino mass analysis. Used in
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this way, KASSIOPEIA will deliver KATRIN its designed dividends, but this is only
possible through committed maintainence.
In the case that nature consipres to make the neutrino mass so small that it escapes measurment at KATRIN, then the classic designs patterned on the experiment
of Bergkvist will have been spent short of achieving their goals. The sheer size and
complexity of KATRIN combined with the unfavorable scaling properties of the underlying technology means it is likely the largest and most precise MAC-E experiment
that will ever be constructed. In such a situation, new experiments like Project8 will
take center stage. However Project8 must overcome a considerable number of its own
peculiar challenges before it is in a position to pick up where classical experiments
might leave off. First among these is to achieve a better understanding of the inherent precision of the technique, which is an area in which simulations like KASSIOPEIA
and calculations like those included in this thesis could contribute most positively,
again contingent on proper management and maintainence.

On the experimental

side, the addition of a dedicated second channel to Project8 to observe the cyclotron
sidebands would provide a new handle to develop a fundamental understanding of the
theoretical and practical limits of the technique. When this has been achieved, the
next major milestone is to scale the technique into a competitive tritium experiment,
which involves solving the difficult luminosity problem posed by the paucity of counts
at the endpoint. Having matured to this point, Project8 will make not only a very
valuable contribution to mass measurements, but also to investigations concerning
sterile neutrinos and their ties to dark matter.
In conclusion, the state of neutrino mass experiments now in early 2015 is healthy
and full of promise. That the community will achieve a positive result is, hopefully,
only a matter of time and effort. The passing of this milestone, the last outstanding
fundamental mass measurement to be made in the standard model, will have great
significance for physics as a whole, equipping us to see out to new horizons in our
peculiarly human quest to understand just how the universe works.
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