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Abstract
Identification of the composition of dark matter is one of the major unsolved puzzles
in modern physics. Detectors with sensitivity to the direction of certain classes of dark
matter particles have potentially very powerful discrimination ability against more
mundane backgrounds. The Dark Matter Time Projection Chamber (DMTPC) collaboration is actively working on a directional detection method using low-pressure
CF 4 gas detectors with optical readout. This work constructs a model for the directional reconstruction ability of DMTPC detectors, evaluates the model against
calibration data, and finally uses the model to project the directional sensitivity of
the under-construction next generation DMTPC detector. This detector is expected
to have a cubic meter of fiducial volume which, at 30 Torr, corresponds to a fluorine
target mass of 120 g.
Thesis Supervisor: Peter Fisher
Title: Department Head, Physics
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Chapter 1
Introduction and Motivation:
Dark Matter
A preponderance of evidence from disparate sources supports the existence of an
unknown massive component of the universe. Identification of the composition of this
dark matter is one of the major extant puzzles in experimental particle physics and
provides the primary motivation for this work. Here we briefly review the evidence for
dark matter as well as the status and mechanisms of experimental searches, providing
sufficient context to introduce the Dark Matter Time Projection Chamber (DMTPC)
experiment.

1.1

Evidence for dark matter

The first mention of dark matter is from Fritz Zwicky in 1933. Zwicky observed the
motion of galaxies in the Coma Cluster and found that the distribution of velocities
was inconsistent with what is predicted by the virial theorem given the amount of
luminous mass in the cluster [1]. To explain the discrepancy, Zwicky posited the
presence of missing matter and in the process coined the term "dark matter." While
credited as the originator of the idea of dark matter, the importance of his work was
not apparent for decades, and, in hindsight, his predictions about the amount of dark
matter were off by an order of magnitude.
17
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Figure 1-1: Left: A typical rotation curve for a spiral galaxy compared to the expectation from only visible matter (From [2]). Plotted is the inferred rotation velocity as
a function of distance from galactic center inferred from spectroscopic measurements,
along with expectations of contributions from different components. Right: The Bullet Cluster viewed in x-rays (color map) and lensing (green contours), showing the
mass distribution offset from the gas (From [3]).
The need for additional matter arose again more convincingly in the 1970s. Vera
Rubin, using a spectrometer to measure relative redshifts of emission lines, measured
the rotational velocities of galaxies as a function of distance from the galactic center [4]. Rather than decreasing quickly, as would be expected from the galactic matter
distribution implied by light-emitting stars and dust, the velocities remained constant
at large radii, suggesting that the masses of galaxies are dominated by a non-visible
component (see Fig. 1-1, left).
Gravitational lensing, the bending of light by masses between the source and
observer, provides an additional way to probe astrophysical masses. In the early
2000's, one particularly convincing observation was made of the "Bullet Cluster," [3]
where two galaxy clusters once collided. The gas, visible in x-rays and accounting
for the majority of baryonic matter in the cluster, was heated and deformed by the
collision. Weak lensing observations, however, show that most of the matter in the
clusters was left undisturbed by the impact and is displaced from the gas (see Fig. 1-1,
right), having passed through the collision with no apparent effect. This evidence,
in particular, would be difficult to explain by alternative means, such as modified
gravity theories [5].
Cosmological models provide another means of determining the composition of
18

the universe. The current concordance model, A-CDM', connects the relative abundances of different components of the universe to observations of supernovae distances, large-scale structure, and the anisotropies of cosmic microwave background
radiation. Results from the WMAP [6] and, more recently, PLANCK [7] satellites
suggest that, of the matter in the universe, roughly eighty percent is non-baryonic
(which we identify with dark matter). Big bang nucleosynthesis, which provides a
relationship between the number of photons and baryons, also points to the majority
of excess matter being non-baryonic [8].

1.2

Dark matter candidates

Detailed sky surveys have been unsuccessful at discovering sufficient faint, hard-tofind objects made up of ordinary matter (e.g. brown dwarfs) to explain the missing mass [9]. Moreover, cosmological evidence explicitly demands non-baryonic dark
matter. For these reasons, dark matter is most commonly believed to be most likely
composed of some yet-to-be-discovered particle.
Unfortunately for would-be discoverers, the space of parameters (mass, interaction
mechanisms, type of particle, etc.) describing possible particle dark matter candidates
is vast. The few things we know-that they interact gravitationally, are non-baryonic,
(at least mostly) non-relativistic, and long-lived, and that we (probably) have not
found them yet----do not severely constrain possible models. From an experimental
point of view, it would be very difficult to measure properties of dark matter particles
if they only interacted with normal matter gravitationally. Therefore, searches are
focused on particles that have some prospect of successful non-gravitational detection.
From a theoretical point of view, it is economical if dark matter particles also play
some other role in our understanding of the universe.
For these reasons, the most commonly cited candidates are Weakly Interacting
Massive Particles (WIMPs), axions, and sterile neutrinos. WIMPs will be described
'A refers to a cosmological constant and CDM is cold dark matter. Cold, in this context, means
that it is non-relativistic. Matter that is too relativistic does not appropriately explain large scale
structure.

19

in more detail in the next section, as they are the candidate relevant to this work. It
should be stressed that all of these candidates are little more than educated guesses,
and there is no good reason to favor any of them.
Axions are a class of proposed particles introduced in attempts to solve the strong
CP problem [10] (the lack of CP violation in the strong force). Depending on their
mass, their tiny predicted cross sections with ordinary matter could make them a
suitable candidate for dark matter. The Primakoff Effect [11] provides a possible
method of detection through the predicted changing of axions to photons in strong
electric fields. Several searches are underway, such as CAST [12] and ADMX [13].
Sterile neutrinos have been posited as a solution for some anomalies in neutrino
oscillation experiments [14], and could, if they exist and are of appropriate mass, be
a dark matter candidate. Normal neutrinos, though known to exist, have mass, and
interact sparingly, are far too light to be a viable candidate, as they are relativistic
and cannot clump as required in structure formation models. An opposite chirality
partner of the neutrinos, if present, would also rarely interact and could be heavy
enough to feasibly be a dark matter candidate. Sterile neutrinos may have Majorana
masses anywhere from a few eV to 10" GeV [15].

1.3

WIMP dark matter

WIMPs, often denoted X, are stable, massive (m. ~ ((1

- 1000GeV)) proposed

particles which interact non-gravitationally with cross sections no larger than the weak
scale. Such particles would have existed copiously in equilibrium in the early universe
(kT > my). As the universe cooled, the abundance decreased until the annihilation
rate was overtaken by the expansion rate of the universe, leaving us with the relic
abundance that we observe today. Using an interaction cross section on the order
of the weak scale2 (femtobarns to picobarns), the present density is approximately
recovered [2], a coincidence sometimes called the "WIMP Miracle." Note that the
2

Originally, they were supposed to interact via the weak interaction, but the predicted crosssections from that have mostly been excluded.
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E.g. Fermi,

AMS-02,
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Figure 1-2: The three ways (production, direct detection, and indirect detection) to
search for WIMPs are depicted here, along with some representative experiments.
The different methods correspond to different directions of time for a fermion(f)WIMP(X) interaction.

mass is not heavily constrained by this argument, with possible masses ranging over
several orders of magnitude.
The Standard Model [8], which describes our current understanding of fundamental particles and their interactions, offers no particle with the properties required to
be a WIMP. However, appropriate particles are present in many extensions of the
Standard Model. For example, in supersymmetry (which remains popular despite
no supporting experimental evidence), there may exist a lightest supersymmetric
particle which cannot decay into ordinary matter due to the additional symmetry
introduced [2].
The experimental techniques used to search for WIMPs may be classified into
three general categories: production, indirect detection, and direct detection. By
considering the WIMP-fermion interaction as a four-point coupling (as in Fig. 1-2),
each of these cross sections is related by crossing symmetry. Despite this correspon21

dence, it is not possible to compare results from the different methods in a modelindependent way. To take advantage of the symmetry, an expression for the matrix
element is necessary, but even "generic" heavy-mediator effective field theory models
have limitations [16] preventing reliable comparison. This work is concerned with
direct detection, but the other two techniques will briefly be summarized first.
Production searches, such as those at the Large Hadron Collider [17], attempt
to create WIMPs in the laboratory. WIMPs could be created from decays of Higgs
bosons or other new heavy particles, such as a heavier supersymmetric particle or a
new gauge boson. The WIMPs would then leave the detector undetected, resulting
in a signature of missing energy. So far, these searches have been unproductive in
finding dark matter candidates. Even if a candidate is produced, there is no guarantee
that the astrophysical dark matter consists of the new particle.
Indirect detection looks for Standard Model products of WIMP annihilation.
Gravitational sinks (such as the sun, other stars, or the center of the galaxy) should
have a high density of WIMPs and thus a relatively high rate of annihilation 3 . WIMPs
are expected to annihilate into heavy particles which then decay into particles that
may be observed on (or near) Earth. Searches are being conducted for excesses in the
energy spectra of gamma rays (for example, AMS [18] and Fermi [19]), charged particles (AMS), and neutrinos (IceCube [20]) that could be attributed to dark matter.
Some positive claims [21, 22] have been made from gamma ray observations, but it is
not yet clear if all astrophysical backgrounds and instrumentation artifacts have been
accounted for [23]. In general, systematic errors for indirect detection are difficult to
estimate, as the universe contains many poorly understood potential backgrounds.

1.4

Direct dark matter detection

Direct dark matter searches aim to measure the scattered recoil from a WIMP interaction with a target nucleus. The apparent kinetic energy of WIMPs comes from their
intrinsic velocity distribution as well as the velocity of the Earth through the WIMP
3

The annihilation rate is proportional to the density squared.
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halo. Section 3.1 provides a more detailed treatment, but the order of magnitude is
-1 ~ 10-6, which givesevident
kinetic energy
from~ 103 6rm.
~ io-4
The -+

,

two-body kinematics results in an exponentially falling recoil energy spectrum where,
for m. = 100 GeV and a target not too different in mass, the bulk of imparted recoil
energies are in the tens of keV. The challenge, then, is to measure such low energies
while rejecting the ubiquitous backgrounds at these energies from mundane radiation.
Careful selection and fierce screening of detector materials is necessary to combat
internal radiation 4 . Going deep underground and the use of cosmic vetoes greatly reduce backgrounds from cosmic rays and ambient radiation. Most leading experiments
also have devised methods of telling apart nuclear recoils from electron recoils (from

# and

-y radiation), further suppressing backgrounds. Despite those mitigations, neu-

trons that interact in a detector only once are a pernicious background that perfectly
mimic a WIMP recoil on an event-by-event basis. More ominously, if WIMP-nucleon
cross sections are not higher than coherent neutrino scattering cross sections, experiments will have to deal with an irreducible neutrino background [24, 25]. These
events would be primarily from atmospheric (cosmic-ray-induced) neutrinos, which
have energies up to hundreds of MeV and can produce recoils up to hundreds of keV.
Solar neutrinos, though more abundant, are less energetic and mostly produce recoils below -10 keV and so are mostly relevant for light WIMPs. Currently, roughly
three to four orders of magnitude separate the best spin-independent limits from this
"neutrino floor."

1.4.1

WIMP-nucleon interactions

A given experiment will either measure or set a limit on the scattering cross section
of WIMPs with its chosen target material. In order to compare results among experiments made of different materials, it is necessary to introduce an interaction model.
At the low, non-relativistic energies involved, the WIMPs will interact coherently
with the nucleus.

As the complete details are unknown, the approach taken is to

4

Although most sources of internal radiation produce particles at higher energies, partial energy
depositions into the detector can occur within the energy range of interest.
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cross section

Interaction Type
Spin-Independent

Spin-Dependent

'-Zgi

4

1Zgax 1

1e

Best targets

+ (A - Z)giar,2

(Sp) + (A - Z)gn

, (Sn)

2

J+1

Heavy nuclei (e.g.
Xe, Ge)
High spin factor
9
(e.g. H, ' F)

Table 1.1: The two dominant terms of a generic WIMP-nucleon interaction. Typically,
the couplings (g) are taken as isospin invariant (g"n = gP) [26]. Here, A is the atomic
mass, Z is the atomic number and S is the net nuclear spin.

Spin Independent OR Spin-Dependent
Typical Limit Plot
C
.2
U

For high WIMP masses,
decreasing number density hurts limit

For low WIMP masses,
energy threshold hurts limit

U

Minimum where WIMP
mass = target mass

WIMP Mass
Figure 1-3: Typical shape of limit plots used for reporting of dark matter results.
write down the possible terms of the Lagrangian and take the low-momentum transfer limit [26]. The two leading couplings are referred to as the spin-dependent and
spin-independent couplings; there is no a priori reason to prefer either as dominant.
The predicted cross sections of nuclei are shown in Table 1.1. Targets with heavier
nuclei are more amenable to spin-independent detection (where the nucleon couplings
add coherently so the cross section is proportional to A 2 ), while targets with high nuclear spin are more sensitive to spin-dependent coupling. Targets with even numbers
of both protons and neutrons have no net nuclear spin and are therefore completely
insensitive to the spin-dependent coupling.
Results from dark matter experiments are usually reported on a limit plot with
axes of WIMP mass and cross section, such as that shown in Fig. 1-3. Implicit in this
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plot is a choice of spin-dependent or spin-independent coupling, as well as assumptions
about the WIMP mass density and velocity distribution at Earth. The characteristic
"Nike swoosh" shape of the curve comes from two effects: at lower WIMP masses,
fewer recoils would be expected due to energy threshold effects, leading to a higher
cross section limit; at higher masses, the number density goes down (as the mass
density is held fixed), again implying fewer observed events for a given cross section.
The best limit usually occurs when the WIMP mass and target mass are equal, as
energy transfer is then maximal.

1.4.2

Current experimental status

The present experimental status of direct detection is somewhat controversial. The
current leading WIMP limits, as well as confidence bands for some purported detections, are depicted in Fig 1-4. It is apparent that the claimed positive results are in
direct conflict with exclusion limits by more sensitive experiments.
The most sensitive experiments in the spin-independent sector use either dualphase xenon TPCs (LUX [29] and XENON [30]) or cryogenic germanium bolometers
(SuperCDMS [31]). Both techniques require the use of very low-background materials and have two types of energy measurement in order to help distinguish between
nuclear recoils and electronic recoils. The dual-phase Xenon TPCs measure both
initial scintillation from the recoil as well as secondary scintillation from the ionization electrons. SuperCDMS measures both ionization and deposited heat using
superconducting edge sensors.
In the spin-dependent realm, the best sensitivity comes from detectors exploiting the superheated bubble nucleation technique, such as SIMPLE [32], Picasso [33]
and COUPP [34]. The latter two have now combined forces as PICO [28] and currently have the most stringent limits. The bubble nucleation threshold depends on
energy loss density, allowing good discrimination against

#

and -y backgrounds that

are characterized by lower stopping power relative to nuclear recoils.
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Figure 1-4: The current leading limits in spin-dependent and spin-independent interactions, as well as claimed discoveries (DAMA and CoGeNT). [27, 28].
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1.4.3

Annual modulation technique

The two positive results come from DAMA/LIBRA [35] (NaI crystals) and CoGeNT [36] (Ge ionization detector). These results are based not on exquisite background suppression but rather on annual signal modulation. Because the recoil energy
spectrum depends on the relative velocity of the Earth to the WIMP halo, the Earth's
motion around the sun adds an annual modulation in the number of events expected
above threshold.
Both DAMA and, to a lower significance, CoGeNT have observed this annual modulation and claimed a WIMP origin for the signal. While their results are seemingly
ruled out by other experiments, at least in the case of DAMA (which uses target
material different from other experiments), it is possible to argue that the current
WIMP-nucleon interaction model is too simplistic. CoGeNT, with the same target
material as SuperCDMS, cannot make the same argument. CoGeNT also has a much
weaker modulation signal than DAMA, which has reported supposed WIMP few-keV
recoils for many years.
One factor against DAMA is that the phase of the expected maximum WIMP signal coincides with the phase of other potential backgrounds, such as cosmogenic lieutrons, where atmospheric effects contribute to the cosmic ray flux underground [37].
Other terrestrial effects may also be important. In addition, the number of known
backgrounds in DAMA may make the amount of modulation unrealistically high [38];
the modulation of the signal must be higher to compensate for the non-modulation of
the background, although that may be argued away by threshold effects. While the
results of DAMA are usually held not to be of WIMP origin, several groups [39, 40, 41]
are trying to reproduce them independently (and in the case of DMIce, in the Southern Hemisphere) in order to elucidate the source of the modulation.

1.5

Directional detection

Proper characterization of backgrounds is a fractious and complicated endeavor; it
is not expected that there will be swift consensus following the first claimed WIMP
27

now

12 hours later

Xx

Figure 1-5: A daily6 modulation of the mean WIMP direction in the detector frame
is produced by the Earth's rotation about its axis.
detection.

Furthermore, should the WIMP-nucleon cross section be smaller than

the coherent neutrino scattering cross section, current detection techniques will have
difficulty exploring the phase space below the neutrino floor. While one can count
the expected number of neutrino background events, the Poisson fluctuations (V/N)
in the backgrounds will mask a signal. Taking further advantage of Earth's expected
motion through the WIMP halo provides an avenue to combat these issues [42].
In the detector frame, WIMPs mostly come from the direction of Earth's orbit
through the galaxy, which turns out to be near the constellation Cygnus. Resultant
nuclear recoils will tend to point the opposite way [43]. If the recoil direction could
be measured, an excess of recoils pointing away from the WIMP wind would be very
convincing evidence of a WIMP origin for the signal.
Moreover, because of the Earth's rotation about its axis, the anticipated mean
direction of recoils for a stationary detector will change daily (see Fig 1-5) in a predictable fashion that would not be easily mimicked by any backgrounds. Even neutrinos could be discriminated against to some degree since they would have a different
directional distribution.
Finally, supposing that WIMPs could be detected by this method, it opens up the
possibility of WIMP astronomy. Instead of making assumptions about the WIMP halo
'The subtlety of sidereal vs. synodic day is ignored here for clarity.
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to guide detection, it may be possible to use detections to make measurements about
the properties of the WIMP halo, such as the local velocity distribution function [44].
Unfortunately, directional detection is easier to reason about than to perform.
Most straightforwardly, measuring the WIMP momentum implies measuring the
momentum of the recoil. In solids and liquids, WIMP-induced recoils travel mere
nanometers, making tracking an extraordinarily difficult task. One group [45] is attempting to demonstrate directional ability in AgBr emulsions. The emulsions can
resolve tracks down to 100 nm (corresponding to a recoil energy of 37 keV), but they
are purely an integrating measurement with no timing information. Another idea
brought forth is the possibility of using DNA strands as a tracking mechanism [46],
employing common genetics processes to deduce where DNA strands have been broken due to particles passing through. A recent idea for a directional detector with
axial-only sensitivity takes advantage of columnar recombination in high-pressure
xenon gas, which results in a possible dependence of measured ionization on the track
angle with the electric field [47].
Using dilute gas targets (O(10- 4 g/cin 3 )), the recoils may be lengthened to millimeters, allowing a more reasonable measurement at the cost of a significant reduction in target mass. The challenge becomes instrumenting large volumes with sufficient resolution and low cost. Most directional dark matter experiments (DMTPC,
DRIFT [48], MIMAC [49], NEWAGE [50]) are some variation of a dilute gas drift
chamber. DRIFT employs a negative-ion drift CS 2 wire chamber (which has the advantage of comparatively low diffusion), while the others measure electron drift in
.

CF 4

1.5.1

The Dark Matter Time Projection Chamber (DMTPC)

DMTPC [51] is a dilute CF 4 TPC using CCD cameras as primary readout and PMTs
and charge amplifiers as secondary readout. CF 4 is used because it is both a good
detection medium and because "F has a high nuclear spin factor, providing sensitivity
to spin-dependent WIMP interactions.
Fig. 1-6 is a sketch of the detection process. A WIMP (or something else) in29
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teracts with a nucleus in the detector, giving it a kick.

The nuclear recoil loses

energy, partially through ionization, producing free electrons. These electrons drift
in an electric field to a mostly transparent amplification region.

Once they reach

the amplification region, avalanche production produces copious numbers of photons
which are imaged by the CCD, producing a two-dimensional projection of the ionization convolved with detector effects. While not the most efficient way to detect the
ionization distribution, CCDs provide millions of readout channels in a convenient
commercially-available package. PMTs offer a time domain measurement, which, due
to the fixed drift speed, gives information about the spatial extent in the direction
perpendicular to the amplification plane. This information is useful for separating
nuclear recoils from other ionization events. Charge amplifiers on the amplification
region provide improved energy resolution and additional timing information.
The goal of the DMTPC collaboration is to demonstrate sufficient directional
sensitivity to low-energy nuclear recoils at reasonable cost. In its current form, it is
not expected to set limits competitive with non-directional detectors. Demonstration
of low-background operation is also an important consideration 7 but of secondary
concern until the ability to measure direction is established. This work evaluates the
directional sensitivity of DMTPC.
In the next chapter, the mechanics of DMTPC will be elaborated upon and
the simulation introduced. Chapter 3 constructs a model of DMTPC directionality, which, when combined with the reconstruction described in Chapter 4 can be
used to anticipate the directional response to WIMPs. Various calibration datasets
are used to assess the model validity in Chapter 5. Finally, Chapter 6 estimates the
sensitivity of the next-generation DMTPC prototype.

7

For 100 GeV WIMPs, the event rate is expected to be roughly 0.0006 / kg / keV /day; the
background rate would ideally be significantly smaller.
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Chapter 2
Detector Description, Operation
and Simulation
This chapter summarizes the operating principles, relevant physics processes, and
realization of DMTPC detectors. Inextricably linked is the detector simulation, which
is also described here.

Coordinate systems

Throughout this document, various sets of coordinates will

be used depending on what is most convenient. DMTPC detectors typically have a
cylindrical shape, making cylindrical coordinates (f, e, 2) a natural choice. However,
because the primary means of readout is rectangular,

and

y are usually

employed

to describe events in the detector frame. < is always the counterclockwise angle from
the - axis. 0 is used to refer to the angle from the r

2.1

Conversion

/

-

e plane.

drift region

The bulk of a DMTPC detector's volume consists of low-pressure CF 4 gas in an
approximately uniform electric field. Electrons freed by particles losing energy to
ionization will drift in the electric field towards towards the amplification region. The
maximum height (z) of the drift region is usually around 25 cm, set by the maximum
allowable spatial scale of diffusion (- 1 mm, set by low-energy track lengths). While
33

ionization occurs readily from electrons, 'y's, protons, a's, and p's, most important
to dark matter searches is the behavior of nuclear recoils that have been imparted
energy from an unseen particle (e.g. a WIMP or a neutron) 1 . As such, we will focus

2.1.1

19F

recoils in CF42

.

on the behavior of

Energy loss of low-energy nuclear recoils

Neglecting possible correlations, the energy loss of a nuclear recoil can be divided into
nuclear losses to other nuclei in the target and electronic losses to atomic electrons

in the target. Electronic losses occur due to Coulomb interactions of the recoiling
nucleus with atomic electrons in the target.

There is no general practical theory

describing electronic loss at all energies for all ions, but, for dark matter searches of
interest here, we are chiefly interested in electronic losses of

19 F

at kinetic energies

lower than about 200 keV. In this regime, (0 < 0.01) the velocity of the ion is much
lower than the typical speed of outer atomic electrons in the target, and the more
familiar Bethe-Bloch theory does not apply [52].
Several theoretical models have been developed for slow, heavy ions (see e.g. [53]
for an overview), all sharing the behavior that the electronic stopping is proportional
to ion velocity.

In the frame of the particle, atomic electrons impart momentum

proportional to their velocity.

Because the electrons are moving much faster, they

are almost isotropic and the effect of the electron collisions almost cancels out except
for the small anisotropy introduced by the heavy particle's velocity. This proportional
dependence on velocity is borne out by experiments with many different projectiles
and targets [52]. Despite the existence of theoretical models, experimental input is
typically required to accurately predict electronic stopping. Practical complications
include the constantly changing charge state of the ion and the strength of the electron
bonds.

Nuclear losses occur from Coulomb interactions of the ion with the nuclei in the
'The reason these are not seen is because they do not directly cause ionization.
2
The other constituent of the gas, 2 C recoils, are important for calibration, but due to their
even-even nuclear configuration, they are irrelevant for spin-dependent dark matter searches.

34

StDpping Power
302520
15

Stpping

-

Ebectoni

-

NudearStopping

-

10

5
10

20

3W

4W

5W

E (keV)

Figure 2-1: Electronic (red) and nuclear (green) stopping power of 19 F in 30 Torr
CF 4 , as calculated by SRIM [52]. E here is the kinetic energy of the incident ion.
target and are primarily important at low energies. They, too, depend on the charge
state and are heavily modified by atomic screening. Another important factor is the
binding and displacement energies of the nuclei in the molecules.
Electronic and nuclear losses of

19F

in 30 Torr CF 4 are plotted in Fig. 2-1, as

computed by SRIM [52]. SRIM is a program that calculates range and stopping
power tables for ions in arbitrary compounds.

Unlike electronic losses, where the

momentum transfer is negligible, nuclear losses can drastically affect the trajectory
of the initial ion. By the same token, sufficient momentum can be imparted to a
nucleus that it starts to move and becomes a secondary recoil, undergoing its own
electronic and nuclear losses. Closely related to the stopping is the range of recoils.
This is typically defined as the displacement of the original ion in its initial direction
after losing all of its energy. Most probable ranges, as well as the straggling, at 30
Torr are shown in Fig. 2-2.

2.1.2

Ionization

The result of electronic energy loss is that some electrons from the gas become liberated from their parent molecules. The microphysics of this process is complicated
and involves many molecular cross sections. One or more electrons may be ejected
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Figure 2-2: Most probable ranges for carbon (red) and fluorine (green) in 30 Torr
CF 4 , as calculated by SRIM. The error bars depict the longitudinal straggling (the
square root of the variance) [52].

from a molecule after excitation by the incoming particle, and those electrons can
sometimes cause additional ionizations. Additionally, dissociation of unstable ions
may produce electrons as well [54].
Instead of carefully treating the detailed microscopic processes, ionization is usually parameterized by a work function, W, the mean energy required to produce an
electron-ion pair. The work function of CF 4 is approximately 34.5 eV [55]. The mean
number of freed electrons ne is E1 /W, where El is energy lost to ionization. Naively,
the number of electrons produced would follow a Poisson distribution, but, since the
production of electrons contains correlations, the distribution of n, is somewhat narrower than the corresponding Poisson width

(~

/n-) by an empirical factor F, the

Fano factor. For most gases, F is around 0.2 [56]. Unfortunately, F is difficult to
measure as it is usually not the dominant contribution to experimental resolution,
and an experimental value for CF4 is not available.
One shortcoming is that measurements of W are typically performed with a's, 3's
36

Quenching
'IT
0.5-

0.45-

0.4-

0.35
0.3-

10

20

30

40

50
E, (key)

Figure 2-3: Quenching of 19F in low-pressure CF4 , as measured by MIMAC [57] and
computed using TRIM [52].

or 'y's, rather than low-energy nuclear recoils. Due to different kinematic properties
(in particular, the inability to transfer large amounts of energy to electrons due to
the large mass difference), it is possible that the work function for nuclear recoils is
different. The Fano factor may also differ, as the lack of energetic delta electrons able
to further ionize may reduce correlations between electrons.
Because DMTPC only measures ionization losses, the measured energy of a track
will be lower than the true energy of the recoil. The fraction that we see is referred to
as quenching, Q(E,) = Ei /E,, where we have now added the , subscript to E to make
clear that we are referring to the recoil's kinetic energy. Q(E,) may be calculated
according to a model and also measured experimentally.

Measured and computed

values at low recoil energies are depicted in Fig. 2-3.
It is important to remember that electrons are distributed not only along the
trajectory of the initial ion but also along the trajectories of any secondary recoils,
which could result in secondary ionizations.

The range measured by ionization is

always greater than or equal to what is usually considered the range of an ion (the
total displacement from its start position).
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2.1.3

Drift and diffusion

Once electrons are produced from the recoil, they are drifted by an electric field
towards the amplification region (-i direction). The electric field is generated by
a cathode mesh at negative high voltage, a mesh nominally at ground, and a set of
rings at intermediate potentials, providing an approximately uniform electric field in
the volume in between.
The electron will undergo elastic collisions while drifting and reach a terminal
average velocity along the field direction (see Fig. 2-4). A related quantity is electron
mobility (p), the ratio of terminal drift velocity to electric field.

The stochastic

jitter of the particle induced by collisions is known as diffusion.

The amount of

diffusion increases with the square root of time, with a proportionality parameter
known as the diffusion coefficient. In fact, there are two coefficients, one each for
transverse (perpendicular to field) and longitudinal (parallel to field) components.
Since we primarily image the transverse projection, the transverse component is more
important for DMTPC. The diffusion, mobility and drift speed are usually tabulated
in terms of the reduced field (E/N), the electric field magnitude divided by the number
density.
Measurements by DMTPC using a sources [59, 60] give diffusion constants consistent with previously published results [58]. Fig. 2-5 shows the ratio of transverse
diffusion to electron mobility as a function of reduced field.
It is important to minimize diffusion, since it results in decreased spatial resolution
for detecting ionization electrons. Because drift height and drift time are related
by drift speed, the spatial effect of diffusion increases with the square root of drift
height, setting the previously mentioned upper limit on the height of the drift region.
Due to different electron mobilities, the minimum achievable diffusion (and the field
it occurs at) changes with pressure.

This is depicted in Fig. 2-6.

Depending on

the configuration, the required electric field may not be possible to reach without
sparking, for example from the field cage rings to the chamber wall.
In general, it is possible for drifting electrons to attach to a molecule or ion. Fortu38
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Figure 2-4: Electron drift velocity in CF 4
as a function of E/N, where E is the electric
field magnitude and N is the number density of the gas. At larger E/N values, nonelastic cross sections (resonances, attachment, ionization) are accessible, resulting
in the dip followed by the rapid rise. [58]

Figure 2-5: Ratio of transverse
diffusion constant to mobility for
electrons in CF 4 as a function of
E/N. [58]
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Figure 2-6: The minimum achievable width from diffusion as a function of pressure,
parametrized such that D, = 2/z, where z is the distance from the amplification
region and O-D is the width of the transverse Gaussian distribution from diffusion. For
the pressure range considered, the required E/N for minimum diffusion is approximately constant at 10-1V cm 2 . At 30 Torr, this corresponds to a field of 100 V/cm.
This figure is derived from the previous two figures [58].
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nately in CF 4 , attachment does not occur at electron energies likely to be encountered
by drifting electrons. This is confirmed by the apparent independence of track energies from calibration sources on the height in the field cage. However, impurities
in the gas (from outgassing or leaks) with non-negligible electron affinity (such as
02)

can introduce substantial attachment. Electrons can also recombine with ions

drifting away from the amplification region.

Electric field
The form of the electric field in the field region is defined by the cathode and ground
meshes as well as field shaping rings, which gradually step down (with resistors) the
potential from the cathode voltage to near ground in an attempt to make the electric
field as uniform as possible. Simulations and past experience indicate that the field
becomes essentially uniform at a distance corresponding to roughly a ring spacing
inside the rings. The best field to minimize diffusion varies with gas pressure, but in
the relevant regime (10-100 Torr) is approximately directly proportional to pressure,
with E/N ~ 10-16 V cm 2 . At 30 Torr, this corresponds to an optimal electric field
magnitude close to 100 V/cm.
Uniformity of the field serves a dual purpose. A uniform field ensures the drift
speed is the same everywhere, causing tracks at a given height to have the same
diffusion-induced width. This property enables z fiducialization from measurement
of the track width. Also, nonuniformities in the field (in particular, Ef being nonzero),
result in electrons exiting the drift volume prematurely, never making it to the amplification stage, producing a perhaps height-dependent reduction in the fiducial volume.
In previous detectors, the amount of volume lost was approximately an annulus with
a size corresponding to the field cage ring spacing.
In order to maximize optical transparency, cathode meshes have typically been
made of 50 LPI stainless steel mesh with ninety percent open area. Assuming the
cathode grid is uncorrelated with other grids, this provides ninety percent transparency. A pressure-dependent constraint on the maximum drift field arises from
arcing from the rings (or resistors) to the chamber wall.
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Product
e- + F + CF7
e- + 2F + CF+
e-+3F+CF+
e-+4F+C+
e-+F++CF 3
2e-+F+CF+
2e- + 2F + CFj+

Threshold (eV)
16
21
26
34
34
41
42

Table 2.1: Electron impact ionization reactions and thresholds in CF 4 . The initial
electron is not included in the products [61].

2.2

Amplification region

The purpose of the amplification region is to multiply the primary electrons from the
recoil to produce a detectable signal. For DMTPC, the photons from deexciting ions
in the amplification region are the primary signal, but the induced current and total
charge on the anode are also measured.

2.2.1

Avalanche Amplification

By applying a strong electric field, an electron may gain enough energy to ionize
the gas, thus liberating additional electrons where there was only one. These newly
freed electrons are also accelerated and produce further ionizations, leading to an
avalanching process where the mean number of electrons increases exponentially with
distance in the applied field.
As in primary ionization, the microphysics involved is quite detailed, involving
many different ionization reactions (tabulated in Table 2.1). In addition, attachment
and neutral dissociation cross sections become important (see Fig. 2-7).

Unlike in

electron drift, where electron energies are so tiny that attachment is irrelevant, in the
amplification region some fraction of incoming electrons attach prior to being able to
ionize.
A simple model for avalanche amplification uses the effective first Townsend ionization coefficient (a), which expresses the mean number of electron-ion pairs generated
per unit length corrected to account for attachment. For the simplest geometry, a
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Figure 2-7: Electron impact (e- + CF 4 -+ X) cross sections in CF 4 , extracted from
MAGBOLTZ 10.8 [62]. Ionization is responsible for the avalanche multiplication of
the signal, while attachment reduces the number of electrons. The other processes
absorb electron energy but do not result in a change in the number of electrons.
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Figure 2-8: The effective first Townsend ionization coefficient (mean number of
electron-ion pairs generated per unit length, corrected for attachment) for CF 4 , as a
function of E/N. The dip around E/N = 100 x 10- 17 Vcm 2 corresponds to where
attachment is important and is related to the dip in in Fig. 2-4 [58].
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parallel plate amplification region, the number of electron-ion pairs (or gain) may be
expressed as G = exp [a (E/N) x], where x is the distance traveled within the amplification region. Measured values for a are shown in Fig. 2-8. More realistic DMTPC
geometries cannot be treated analytically with this simplified model.

2.2.2

Sparking

At large enough fields, spontaneous discharges may occur between the electrodes in
the amplification region. In practice, the maximum field (and therefore, the maximum
gas gain) is limited even before this regime by the Raether limit [63], an empirical limit
on the number of electrons in avalanches usually quoted to be on the order of 108. This
number by itself cannot be the whole picture; some spatial scale must be involved, but
the details are uncertain. We have found empirically that the maximum achievable
gas gain before sparking from a Bragg peaks may be increased by decreasing the
pressure or increasing the track width, suggesting that a better interpretation of the
Raether limit is a limit on the product of gain and ionization density. The Raether
limit is theorized to come about due to the concentration of space charge from slowmoving ions sufficiently altering the field to produce discharge-so the spatial scale
must be important.

Regardless of the exact mechanism, at some point, the gain

becomes high enough that tracks of interest start to produce sparks, limiting the gain
at which we can operate. An order of magnitude estimate for the limit (based on
the a studies) of the product of gain and projected ionization density is around 107
keV/mm2 , although it is unknown if this also depends on other detector properties
(such as the amplification gap size).

2.2.3

Photon production

Ions generated by ionizations will not be in the most stable configuration and quickly
deexcite. Depending on the species and state of the ion, many different emission
wavelengths are possible. DMTPC has measured the spectrum and ratio of photons
to electrons in avalanches at 180 Torr with a cylindrical amplification region geome43
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Figure 2-9: The CF 4 scintillation spectrum as measured by DMTPC at 180 Torr [64] in
a cylindrical ionization chamber(left) and at 760 Torr with two different detectors [65]
(right).
try and a gas gain of order 105 [64]. The mean number of photons per electron was
measured to be 0.34, and the spectrum has two broad regions of measured emission:
one in the visible and one in the ultraviolet. Other measurements [65] show somewhat different ratios of the two populations but were performed under very different
conditions. As the emission spectrum is completely dependent on the ion species created, it is expected that the spectrum will vary with pressure and amplification region
geometry; variations will affect the distribution of electron energies in the avalanche,
thus changing the relative rates of the various ionization processes. The decay time
of the visible scintillation is 15 ns, while the ultraviolet scintillation has slow and fast
components with decay times of 40 ns and 2 ns respectively [66]. Direct photon production occurs in CF4 as well but typically not in the visible range, and the photons
are absorbed quickly by other CF 4 molecules.
Some ionization processes at higher electron energies can produce photons with
sufficient energy to further ionize the gas [67]. While these processes are expected to
be rare, their effects may be important as the photon will travel farther before ionizing
than an electron would, thus extending the spatial extent of the avalanche. At lower
pressures and higher fields, avalanches with non-Gaussian spatial extent (i.e., longer
tails) have been observed, and this mechanism may be responsible. If the ionizing
photon is emitted such that it ends up farther from the anode, the ensuing electron
will produce many more electrons than a more typical ionization would have at its
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Figure 2-10: Schematic of triple-mesh amplification region, in standard mode (left)
and in double-stage mode (right).
original position, since the photoelectrons' path length through the high-field region is
longer. In some cases, the photon may hit a mesh and knock off even more electrons.
Should the probability of these processes become large enough with no accompanying
quenching mechanism, this will generate a positive feedback loop causing the gain to
catastrophically increase, possibly creating a mechanism for sparks.

2.2.4

Amplification region types

Until recently, DMTPC amplification regions have consisted of a mesh-plate design.
A stainless steel 100 LPI mesh with 80 percent open area is stretched to high tension
(> 20 N/cm) and separated by ~ 500 pm from the anode using spacers. The potential
between the two is kept at

-

700 V. The gas gain from such an amplification region is

typically around 60,000 to 70,000 at 60 Torr [51, 68, 69, 70]. The expected gain from
a parallel plate amplification region with these parameters, using the first Townsend
coefficient and the implied field of 14,000 V/cm, is about four times measured values,
suggesting that a better model is needed.
In order to increase the amount of fiducial volume imaged by a single camera
without increasing the drift length, it is also possible to arrange two amplification
regions back-to-back with a shared mesh anode (see Fig. 2-10, left). Construction is

more complicated since the center mesh must be equidistant from, but very close to,
the outer meshes. To achieve this condition, the first prototypes used meshes glued
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to rings of different radii, so the width of the support rings do not interfere with the
spacing.
A triple mesh can also be operated as a cascaded amplification region (Fig. 2-10,
right), where the voltage pattern of the meshes is (Ground, +HV, ++HV) rather
than (Ground, +HV, Ground). The ability to image two drift regions is lost, but due
to the two amplification stages, gas gains up to 106 can be achieved (see 2.4.2).

2.3

Readout

DMTPC measures visible photons emitted from the amplification region during the
avalanche process, as well as the current induced on the electrodes in the amplification
region.

2.3.1

Optical readout

A small fraction of photons, which are emitted isotropically from the amplification
region, will reach transparent viewports installed on the vacuum vessels, where they
can be detected by either a charge-coupled device (CCD) camera or a photomultiplier tube (PMT). Most photons remain undetected due to the limited solid angle,
which is constrained geometrically by sensor size and the maximum size of suitably
transparent vacuum-safe viewports. Typical acceptance from solid angle is around
10-. Additional attrition of the remaining photons occurs due to obstruction by the
cathode and ground meshes, the imperfect transmission efficiency of the viewports
and camera lens, and the quantum efficiency of the cameras and PMTs. Depending
on the quality of the installed components, these losses may range from 50-90 percent
or more.
CCD cameras collect photoelectrons in a grid of silicon potential wells, which
are then read out serially with an amplifier by shifting the charge from one pixel to
another. In addition to photoelectrons, thermal electrons produce dark noise, and
the readout process adds electronic noise. The dark noise can be mitigated through
cooling, while the readout noise may be decreased by lengthening the readout time.
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Property

Considerations

Chip size

Bigger is better in order to increase the field of view, at
least a few cm
Want at least 0.5 mm image resolution over field of view
Can range from 30-90 percent over spectrum of interest.
Higher is better
Usually specified in e-, which denotes electron equivalent
noise. < 10e- preferred
Cooler is better to reduce dark noise. Ability to cool
< -20' C preferred
Want less than a second to read out image
Maximum amount of electrons measured before saturating, higher values help avoid artifacts

Number of pixels
Quantum efficiency
Readout noise
Cooling ability
Readout speed
Well capacity

Table 2.2: Properties of CCD cameras and important considerations for DMTPC
detectors.

Important considerations in choosing an appropriate CCD are tabulated in Table 2.2
and include the chip size, number of pixels, readout noise, cooling ability, readout
speed, maximum well capacity, and quantum efficiency. The best quality (and most
expensive) sensors are back-illuminated, where the photosensitive layer is closer to
the image than the wiring, thereby increasing the quantum efficiency and reducing
certain types of artifacts. The relatively slow readout speed (typically hundreds of
milliseconds) requires the use of a either a mechanical shutter or longer exposures (at
least a few seconds) to produce a faithful image, i.e., most values are not shifted from
where they hit the sensor.
In order to produce a useful image, the CCD sensor views the detector through a
lens. Desired properties of lenses are are maximal light collection (high transparency,
large aperture) and the ability to focus on nearby planes, as moving the camera
back will lose photons to solid angle. An important geometric effect that may need
correction is vignetting, the falloff in acceptance away from the center of the lens.
Often, additional spacing is required between the camera and lens in order to be
able to focus on the amplification plane. Unfortunately, this may have the effect of
increased lens distortion and vignetting.
The commercial availability of high-quality CCD cameras and lenses allows for
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two-dimensional readout of the incoming photons with minimal development effort
for DMTPC. However, CCDs can only provide an integrated picture of light emission
during an exposure 0(1 s), a time period many orders of magnitude longer than
the duration of individual events. The anticipated rate of interesting WIMP events
is astronomically lower, but backgrounds and sparks must be kept at a low rate to
avoid significant losses in fiducial area and livetime. The increased timing resolution
from shorter exposures is also helpful for correlating with the other sensors. Due to
rate considerations, this is mostly useful during calibration.
While the CCDs are the most important optical detector, PMTs sensors also measure emitted photons. A PMT greatly amplifies photoelectrons from its photocathode
through cascaded secondary emission, producing potentially hundreds of millions of
electrons for each incoming photon (with some wavelength-dependent quantum efficiency). They are fast, with timing responses on the order of nanoseconds. The
signal from a PMT (typically 10 mV

/

photon) may be read out with a digitizer,

enabling a measurement of the photon flux versus time. Multiple PMTs enhance
the signal-to-noise ratio and, depending on their separation, allow for coarse position
measurement (from the relative acceptances) of small-scale sources.
The CCD and PMT therefore produce complementary measurements, with the
CCD measuring the integrated x-y distribution of light emission and the PMT measuring the distribution in time. Since primary electrons originating higher in the
conversion region will take slightly longer to drift to the amplification region, the
PMT also allows a coarse measurement of the length of the track in the
However, as the drift speed is on the order of 100 microns

/

direction.

nanosecond, the resolution

is limited by the 0(10 ns) scintillation timescale of photon production.

2.3.2

Charge readout

The moving electrons and ions in avalanches induce current on the anode and ground
electrodes [56] (see Fig 2-11), which can be measured directly through use of amplifiers
and a digitizer. Unlike with photons, there are no transmission losses. A chargesensitive preamplifier can integrate the current and produce a voltage proportional
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electrons (~ 1 ns)

current from ions (100's of ns)

t

Figure 2-11: Schematic of the induced current from a single electron avalanche. The
first, short peak is from the fast-moving electrons, most of which are produced very
near the amplification region and therefore induce a comparatively small amount of
charge. The ions, oppositely charged but also moving in the opposite direction, move
much more slowly and have much more distance to cover on average, producing a
longer signal. The measured current will be the sum of each incoming electron's
current degraded by amplifier bandwidth and the effective low-pass filter imposed by
the detector capacitance.
to the number of electrons in the avalanche, providing excellent energy resolution.
A current amplifier with sufficient bandwidth can measure the time evolution of the
avalanche, albeit with a loss of resolution due to the detector capacitance. Both are
employed in recent DMTPC detectors, with one type of amplifier attached to the
ground mesh and the other to the anode electrode.
Segmentation of the electrodes can reduce the capacitance and also provides the
ability to identify the region of the detector that the avalanche occurred in, which
is useful for discriminating against long tracks that would pass through more than
one segment.

The amount of segmentation feasible is limited due to mechanical

constraints, as well as the cost of amplifiers and digitizer channels.

2.4

DMTPC detectors

Having described the processes responsible for producing signals in DMTPC detectors, it is time to enumerate the relevant detector manifestations. Not mentioned
here is the 10L detector [51, 68], an earlier prototype which first demonstrated underground operation at a remote site but is otherwise not used in this document.
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Figure 2-12: A picture of the 4Shooter detector.

2.4.1

4Shooter

The 4Shooter detector, described in detail in [59], is the first full DMTPC prototype.
It contains a mesh-plate amplification region approximately 12 inches in diameter,
consisting of 100 LPI stainless steel mesh separated from a copper-plated G10 anode by 435 micron optical fiber.

The anode plate is segmented into a veto and

signal region, connected to Cremat CR-112 and CR-113 charge-sensitive preamplifiers, respectively. The "ground" mesh is connected to the chamber ground through
a Route2Electronics HS-AMP-CF high-bandwidth current amplifier. The amplifiers
are read out using an Alazar ATS860 digitizer.
The drift region has a height of 27 cm and consists of 25 high-purity, low-oxygen
copper rings. A drift potential of 5 kV is applied to the cathode. The cathode is
made with 50 LPI stainless steel mesh.
The 4shooter is typically operated at 60 Torr with a nominal applied anode potential of 670 V, although the actual potential likely differs due to voltage drops in
the amplifiers. Using a

55 Fe

source, the amplification region gas gain is measured to
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be around 66,000 at the typical operating potential.
Four Apogee Alta U6 one-megapixel cameras image the amplification region through
Canon 85 mm FD f/1.2 SSC lenses, with 4x4 binning applied on chip3 . Quartz viewports are used to maximize transmission. The total system gain varies between the
cameras, but is on the order of 20 digital units

/

keV1 4 where the I subscript once

again specifies that only ionization energy is considered. Typical noise is about 10
digital units. The total fraction of photons collected may be estimated from the ratio
between gas gain and system gain and is close to 10-4. Three PMT's are also read
out through the Alazar digitizer.

2.4.2

Canary

The Canary refers to a small vacuum chamber, which due to its versatility and ease
of operation is suitable as a test stand. Currently, the Canary is configured with two
few cm-long drift regions, with only cathodes and no field-shaping rings, sandwiching
a prototype triple-mesh amplification region. One of the amplification gaps is instrumented with a Cremat charge amplifier (either a CR-113 or CR-112, depending on
the measurement). An Andor Ikon L936 camera is used with a Nikkor 55 mm f/1.2
lens for optical readout. The L936 contains 2048 x 2048 13.5 micron pixels, which
we bin on-chip 4x4, and is back-illuminated, leading to 85 percent quantum efficiency
over the spectrum of interest. The read noise is typically around 5 e-, and the CCD
is usually cooled to -70' C, heavily suppressing thermal noise.
The amplification region pictured in Fig. 2-14, designed by myself, is the first
triple-mesh prototype demonstrated to work by DMTPC. Three 100 LPI stainless
steel meshes are separated by 0.5 mm shims. The diameter of the amplification
region is four inches. In standard mode, gas gains around 60,000 are achievable. The
ability to image drift regions on both sides has been demonstrated using an a source
3

The binning of adjacent pixels decreases the spatial resolution but increases the signal to noise
ratio. It is important to do this on the camera so that the read noise only gets added once instead
of for each pixel.
4 A digital unit normally corresponds approximately to a photoelectron count, but may differ due
to considerations of bit depth and maximum well size.

51

Figure 2-13: A picture of the Canary test-stand.

Figure 2-14: Picture of the prototype triple-mesh amplification region. In order to
allow three meshes to be separated by only 500 microns, the support ring for the
middle anode has a larger radius. The support ring for the bottom mesh is mostly
occluded from this angle.
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Figure 2-15: Image taken by CCD camera of triple-mesh prototype in Canary chamber, with an 241 Am source placed in each drift region. In the image, one source is to
the left pointing right and the other is in the top left pointing to the bottom right.
The two visible a trajectories demonstrate that both regions may be read out optically with the triple mesh. The dimensions of the image are in pixels (1 pixel = 0.042
mm) corresponding to an 8.6 cm x 8.6 cm imaging area (not all of which is active).
The visible portion of each a track is approximately 1 MeV.
(see Fig.2-15).
By operating the triple mesh in double-stage mode, stable gas gains as high as
106 have been demonstrated. At such high gains, even 5.9 keV x-rays produce visible
tracks in the camera (Fig. 2-16). More detail about the gas gain calibration of this
high-gain setup is available in Section 5.3.2.

2.4.3

m3

The next-generation DMTPC detector is the m 3 , referring to its design fiducial volume. This detector is under construction at the time of writing.
The current design consists of four 25-cm drift regions and two triple-mesh amplification regions (with each amplification region reading out both neighboring drift
regions). One amplification region is imaged by four FLI PL09000 cameras, each with
a Nikon 50mm f/1.2 lens, while the other is imaged by a single large-format Fairchild
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Figure 2-16: Images of 5.9-keV x-ray tracks using the double-stage configuration of
the triple mesh amplification region. The spatial scale is 0.042 mm/pixel.
486 camera with a Canon 50mm f/0.95 lens.
As the amplification regions have not been constructed yet, we do not know the
achievable gas gain, but the design goal is 100,000.

2.5

Detector simulation

This section describes the various simulation packages used to model DMTPC-like
detectors. In particular, the three new programs that have been recently developed
are described in detail.

2.5.1

Viper

The main simulation code used by DMTPC in the past was Viper.

Viper was

primarily written by Jeremy Lopez with contributions from Asher Kaboth, Shawn
Henderson, James Battat, Denis Dujmic, and myself.
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Figure 2-17: (Top) A picture of the m3 vacuum chamber with 4 FLI PL09000 cameras
installed. (Bottom) Schematic of detector mounts and detector internals.
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Viper is a simple Monte Carlo that uses the stopping power tables from SRIM
to propagate arbitrary nuclear recoils in small steps.

[52]

At each step, an energy-

dependent step size dx is used. The step size is adjusted inversely relatively to the
expected range of the track, based on SRIM-computed energy-range tables. Track
energy is decremented by AE = dE/dx - dx, where the stopping power is given by
SRIM. The full electronic stopping power and thirty percent of the nuclear stopping
power are assumed to go into ionization, following the convention from [71]. The
amount of ionization is multiplied by the system gain, transformed to the simulated
camera frame, and histogrammed in camera coordinates to create images. Noise and
a bias are then optionally added.
While Viper is simple and easy to modify, it has many limitations. For example,
all ionization in Viper happens in a straight line, an assumption that becomes increasingly inaccurate at lower energies. Also, the way ionization from nuclear losses
is incorporated does not accurately model the large fluctuations in secondary recoil
energies or the spatial extent over which secondary recoils produce ionization.
The need for a more realistic DMTPC detector simulation has resulted in the
development of several new software tools, which are documented here.

2.5.2

More accurate conversion: TRIM and retrim

The TRIM program [52], part of the same package as SRIM, provides a detailed simulation of the energy loss of arbitrary ions in arbitrary compounds in planar geometries.
It takes into account compound corrections due to molecular bonds and considers a
large swath of experimental data for input. Other low-energy nuclear recoil codes are
not yet as mature, detailed, or reliable in terms of matching experimental data.
Unfortunately, TRIM is closed-source and cannot be modified. Moreover, the output of the TRIM program is not geared towards detailed three-dimensional ionization
studies, as TRIM is primarily concerned with what happens to the primary ion. In
particular, even though the program must calculate this internally, there is no way
to output the total ionization, including all secondaries, in three dimensions.
It is however possible to export, in an inconvenient format, a list of all significant
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smallest leftover energy.

follow this

Record leftover energy, and DONE

flowchart

100 times and

select the

iteration with the

Figure 2-18: Flowchart of how retrim attempts to reconstruct the TRIM avalanche
(see text for more details).
nuclear collisions (essentially, the ones that produce displacements) of secondaries.
For each collision, the position, energy transferred, and daughter species are listed.
Then the collisions of the daughter particle are listed, and so on. While the order of the
collisions appears to be consistent, there is no explicit record of particle provenance,
and the particle tree must be inferred based on when particles appear to run out of
energy. As the ionization losses are stochastic but not specified for each step, it does
not appear possible to be completely sure of when this condition is met.
In order to make use of the full power of TRIM, a new software package, retrim,
was written by myself to parse the detailed collision output of TRIM. The goal is to
make a guess about a plausible set of line segments, with associated ionization losses,
that could describe the full cascade of secondaries. retrim follows the collisions, and,
at each step, evaluates if the next collision could feasibly belong to a daughter (see
Fig. 2-18 for a helpful flowchart). This is done by testing if the sum of the daughter
energy and estimated energy loss over the distance to the collision is greater than the
current energy of the particle. If the particle would not run out of energy, the energy
loss over the segment and the daughter energy are subtracted, and the daughter is
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Figure 2-19: An example reconstructed TRIM recoil cascade in 30 Torr CF 4 . The
blue line represents the trajectory of the initial ion, a 200 keV fluorine recoil. The
other colors represent the paths of secondary nuclear recoils (red are fluorine, yellow
are carbon). The units on the plot are in mm.

now considered as the current particle. If the particle would run out of energy, then
the routine backtracks to the parent particle.
The electronic energy loss over a segment is computed as follows. The segment is
divided into substeps of approximately 10 microns. At each substep, the estimated
electronic loss over the substep is estimated by interpolating the electronic stopping
power from energy vs. range tables computed by SRIM. That value is subtracted
from the particle energy. The nuclear loss is more complicated, as it is required that
no individual scatters producing displacements occur on the path between collisions
(otherwise, there would be an additional collision recorded by TRIM in between). A
heuristic model is used where the nuclear energy loss at each step is suppressed from
the nuclear stopping by a multiplicative factor, and the total amount of nuclear loss
over a segment is capped. The two factors are tuned by comparing the projected
reconstructed ionization and nuclear losses with the one-dimensional histograms produced by TRIM. The suppression factor used is 0.8 while the maximum nuclear loss
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is 28 eV.
In order to account for fluctuations and the ad hoc assumptions in the model, a
stochastic element is added. At each step, even if a particle has sufficient energy to
4

,

be responsible for a potential daughter, we still backtrack with probability (EC/Ed)

where E, is the starting energy of the present particle being tracked and Ed is the
energy of the potential daughter. The exponent was chosen by experimentation and
was found to lead more quickly to reasonable results. This cascade reconstruction
process is performed 100 times, and for each iteration, a score is computed based on
the total amount of unaccounted leftover energy. The iteration that minimizes this
score is chosen. While the exact cascades truly used by TRIM will not necessarily
be reproduced, summed one-dimensional histograms of ionization and phonons show
deviations of smaller than a few percent for F and C recoils compared to the TRIM
output. For He (a) recoils, however, the ionization is currently overestimated by a
roughly constant 20 percent, likely because the heuristics about nuclear stopping,
tuned to fluorine recoils, no longer apply. To compensate, the ionization may be
adjusted by the discrepancy.
An example track is shown in Fig. 2-19. Once an estimate of the three-dimensional
ionization is complete, electrons may be generated using an ionization model. The
model generates the number of electrons using the work function of CF4 and a Fano
factor of 0.18. This is converted into an integer number of electrons by taking the
integer part and adding an additional electron with probability corresponding to
the fractional part.

The electrons are then randomly distributed throughout the

cascade. We assign each electron a segment randomly based on the segment's relative
ionization contribution. The electron is then placed at a random displacement along
the segment.
Currently lacking is a complete model for the electron kinetic energies. Because
the recoils are much heavier than the electrons, it is not possible kinematically to
impart much momentum to them. At present, the electron kinetic energy is drawn
from a reciprocal distribution between 1 eV and the maximum transferred energy.
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2.5.3

Amplification region simulation: MCAmp

MCAmp is a comprehensive package developed by myself for simulating electron avalanches
in arbitrary three-dimensional amplification regions.

Three major steps are per-

formed: defining and meshing the geometry, solving for the electric potential everywhere in the geometry using a finite element method, and simulating the avalanche.
MCAmp transparently handles the interaction among all these steps given an input
model. Models are defined in code using a set of convenient classes, resulting in the
need to write only a few dozen lines of code for most setups.
Geometry definition
The geometry to be simulated is described as a set of shapes, each transformable and
possessing surface (e.g. potentials) and volume properties (e.g. dielectric constants
and gas properties). In addition, most shapes can be defined as bounding volumes.
Implemented shapes are boxes, cylinders/discs, tori, and, of particular interest for
DMTPC amplification regions, two types of wire grids 5 : braided grids, where the
braiding is defined using a B-spline6 , and a simplified grid consisting of intersecting
cylinders.
In addition to the internal parametric representation, each shape has two defined representations, one consisting of a set of TPolyLine3D for visualisation within
ROOT [72] and one as a geometry definition for gmsh, an open source package that
can be used to mesh arbitrary geometries [73]. A plurality of the code within MCAmp
consists of defining the gmsh representation of the shapes using gmsh's undocumented
C++ API (to which some patches are needed to implement, e.g., B-splines). In particular, defining the boundary surfaces (needed to define volumes) of the grid geometries
is complicated. The braided grid is defined using transfinite surfaces following splines,
but the braids must be separated by some distance to avoid intersections. This small
5

To avoid confusion with meshes of the finite element variety, what was called a mesh in reference
to a wire grid (as in triple-mesh or ground mesh) will for the rest of this section be referred to as a
grid.
'B-splines, or basis splines, are a type of piecewise polynomial function that are continuous at
the knots. If the knots are distinct, an nth-order B-spline is also differentiable n - 1 times at a knot.
It can be shown that they form a basis for all splines of the same order and set of knots.
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finite separation becomes an issue in the meshing step, as it is the smallest length
scale. The loss of model precision from using the simpler intersecting-cylinder wire
grid is believed to be negligible, as typical wire diameters are much smaller than
amplification gaps. The simpler resulting geometry produces more tractable meshes
and allows the simulation of larger volumes.
Once the geometry is defined in gmsh's internal format, gmsh is used to to generate
a second order tetrahedral finite element mesh for the configuration. Due to memory
constraints, it is infeasible to generate geometries resulting in more than 0(106)
elements. Unfortunately, triple-grid geometries, in general, are not periodic, as there
may be offsets and rotations between the grids. So far, it has proven manageable
(with 32GB of RAM) to consider triple grids with up to 10 wires in each dimension.
Solving for the potential
Once the geometry is defined and tessellated into finite elements, an ODE solver
computes the potential at each node of the mesh given the boundary conditions specified in the geometry. The solver currently used is ElmerFEM [74], which is versatile,
open source, and has a converter available to read gmsh's mesh format'. A multigrid'
method is used in order to reduce the total memory size of the problem. The output
of the solver stage is the potential evaluated at each node of the mesh. The electric
field can then be computed through numerical differentiation.
Avalanche simulation
With the geometry and electric field defined, the garf ield++ [75] library is leveraged
for the rest of the simulation. garf ield++ provides routines for the microscopic tracking of electrons in a simulated detector. It is interfaced with MAGBOLTZ 10. 89 [62],
which tabulates the partial ionization electron impact cross sections and can thus
be used to microscopically simulate avalanches.
7

In addition, garf ield++ can use

A patch to ElmerGrid, the conversion program, is required to handle larger geometries without
running out of memory. The patch replaces a transformation matrix with a sparse matrix.
8
This meaning of grid is different from the grid that the amplification region is made of.
9
Custom patches to both garf ield++ and MAGBOLTZ had to be written to make garf ield++
cooperate with this newer MAGBOLTZ version.
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the Shockley-Ramo theorem [76] to compute the induced current on an electrode
(electrodes may be designated in the geometry setup of MCAmp).
MCAmp currently supports three types of inputs to the simulation: single electrons,
photons, and nuclear recoils. The integrated Heed++ [77] library is used to generate
electrons from photon tracks while retrim is employed for nuclear recoils.
For each avalanche, the number of electrons and ions created and the start and
final positions of the electrons are stored. Optionally, ions may be drifted and signals
on electrodes may be recorded.
It is particularly interesting to simulate the gas gain of different configurations as
well as the distribution of visible photons. The latter cannot be directly obtained, but
the starting positions of electrons make an excellent proxy since the visible photons
come from deexciting ions, which have short lifetimes and move very slowly in the
gas. Some rudimentary ray tracing is also done to estimate which photons would not
be blocked by the mesh at z -+ oo.

As mentioned earlier, it is possible for electrons with large energies to produce
vacuum ultraviolet (VUV) photons with enough energy to photoionize. This process
is not included in garf ield++, and, at low pressures and high gains, the measured
avalanches were wider than the simulation suggested possible. Adding photons energetic enough to ionize can qualitatively remedy this, although assumptions have to
be made about the onset energy and cross section of the short-wavelength excitations
(the only measurement that could be found in the literature is of the cross section at
200 eV). The assumptions currently used are that the onset energy is 60 eV, at least
20 eV must be available after giving some energy to the electron, and that the cross
section is otherwise proportional to the total ionization cross section. garfield++
does contain the photoionization cross sections, so it was only necessary to add code
to generate photons during ionization when the proper conditions are met. However,
the spatial size of the simulation in MCAmp for complicated geometries is usually too
small to fully contain all the photons.
Internally, garf ield++ uses a naive algorithm for determining the bounding finite
element of a coordinate. In a mesh with millions of elements, this results in signif62
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Figure 2-20: Projection of the initial electron positions of a mesh-plate avalanche
(left). The gain distribution from many single-electron avalanches (right).

icant computation time for computing the potential at a point. In order to make
high-gain simulations tractable, an optimization was made to the FindElement13
routine in garf ield++. Rather than naively looping through all the elements, a
three-dimensional look-up table is created at geometry load time, storing the indices
of the elements intersecting each rectangular bin of the table. This substantially
reduces the number of elements which must be looped through. In addition, the elements are sorted in one dimension (arbitrarily,

), allowing

the use of a binary search

rather than a linear search. With these enhancements, unscientific benchmarking
suggests a speedup factor of 500-1000.
Even with the improvements in runtime, it is not reasonable to simulate complete
avalanches from nuclear recoil tracks in complicated geometries. Instead, properties
of single electron avalanches in a geometry may be used to build a parametric model
of avalanches.
One limitation of garf ield++ is the lack of any accounting of space charge as
the electrons are transported independently of each other. This effect is therefore
neglected in this simulation.
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Figure 2-21: Projection of the initial electron positions of a triple-mesh avalanche
(left). The gain distribution from many single-electron avalanches (right). In this
simulation, the meshes are assumed to lie on top of each other. Below are two
example avalanches visualized in 3-D (although in this case the center mesh is offset
by half a period).

Simulations of relevant amplification regions

Mesh-plate

geometries are the simplest considered here. While this geometry is

periodic, MCAmp does not yet implement the required boundary conditions. Still, due
to the relative simplicity, a large number of wires can be simulated. Qualitatively,
single electrons generate avalanches with spatial distributions that are symmetric,
bivariate normally distributed, and centered on the mesh hole centers. For a configuration similar to the 4Shooter (see Fig. 2-20), the simulated avalanche width is
roughly 80 microns. The single-electron gain distribution is well modeled by a Polya
distribution with a component at zero, corresponding to cases where the first electron
attaches prior to its first ionization. This happens relatively often because attachment

peaks at lower electron energies than ionization starts (see Fig. 2-7).
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(left). The gain distribution from many single-electron avalanches (right). In this
simulation, the meshes are assumed to lie on top of each other.
Triple-mesh

geometries are more complicated and in most cases, non-periodic.

The orientation of the meshes with respect to each other, though difficult to control
experimentally, becomes important for the gain and effective transparency. Still, it is
possible to simulate these with MCAmp with a sufficiently powerful computer (a lot of
memory is necessary to solve for the potential). Figs. 2-21 and 2-22 show simulation
results for the standard triple-mesh and double-stage triple-mesh configurations. The
gain distribution still follows a similar distribution to the simple case, but the spatial
distributions are more complicated. While only about 25 percent offlo for the triple
mesh, the predicted mean gas gain is about a factor of three off from measurements
for the double-stage avalanche. Space charge effects may be responsible. The ionizing
photons have been added here, but the size of the grid used is too small to contain
all of them, so their effect is underestimated.

2.5.4

mctpc

The principal Monte Carlo code written for and employed in this work is mctpc. mctpc
parametrically transports electrons from a library of tracks generated by retrim
through a detailed detector model, including readout, creating full simulated datasets.
1 When the physical process has exponential growth, 25 percent is a small difference.
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mctpc is implemented in terms of generators, which create particles, as well as
processes, which transport and transform particles, and readouts, which record information about the particles. The outputs of generators and processes can be piped to
readouts and other processes, providing a flexible simulation framework where components may be swapped as necessary. In addition, truth information is kept in a
separate structure that is passed from the generators to the processes and readouts.

Generators
Generators are responsible for generating a set of particles (normally electrons) that
will be later propagated through the detector. The typical application is simulating
ionization from nuclear recoils, although generators for ionization from y's and O's
are also useful in some cases.
Nuclear recoil generators are implemented in terms of a particle distribution, which
defines the initial properties of the nuclear recoil, such as position in the detector,
initial direction, time, and recoil energy. Several different particle distributions have
been implemented, including fixed, isotropic, neutron sources, collimated a's, and
Standard Halo Model WIMPs (see 3.1.1).

The details of the distributions will be

given in tandem with the relevant analyses.
After the distribution is specified, a library of tracks from retrim is queried to
find a track of the given species with nearby recoil energy. The electrons generated
by retrim are then transformed appropriately to match the wanted conditions. The
positions of the electrons and all parameters of the track are recorded in the truth
structure. The electrons are then made available for processes.
Multiple generators may be given, but currently each generated event will only
use one generator at a time (although this limitation could be lifted without too
much difficulty). The selected generator is chosen at random, with optional specified
weights. One example where this is useful is for simulating both fluorine and carbon
recoils induced by a neutron source.
66

Processes
Processes transform sets of input particles into output particles. The currently implemented processes are drift and amplification.

Drift:

The drift process moves electrons from their current location in the detector

to the amplification region. The existing implementation does this parametrically,
assuming a uniform electric field". It takes as arguments the transverse and longitudinal diffusion coefficients and the drift speed. Each electron is transported to the
position of the amplification region, with Gaussian smearing of coordinates according
to the parameterization. The diffused position and time are recorded in the truth
structure.

Amplification:

Amplification processes are intended to mimic the detailed simu-

lations performed with MCAmp. Different implementations are available for different
amplification region geometries.
For the mesh-plate configuration, each incoming electron is moved to the nearest
mesh center (with a little bit of smearing), to simulate the electrons following the field
lines while entering the amplification region. A gain is drawn from a Polya distribution
with a specified mean. The distribution uses shape parameters computed by MCAmp
and also a component at zero corresponding to attachment of the first electron. The
secondary electrons are then produced in a : -

Gaussian distribution with a width

based on MCAmp simulations. In Z, an exponential distribution is used. As in MCAmp,
photons are generated at the electron generation points with the probability of the
measured scintillation fraction. Photons that would be blocked by the amplification
region mesh are not made available to subsequent processes. In practice, it is useful
to greatly reduce the number of photons generated since the efficiency of the readout
step is very low and there is no point in wasting memory on saving the locations of
hundreds of thousands of transient photons.
"In the future, if more detailed transport is necessary, this component may be swapped out for
one that does detailed microscopic transport.
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For the triple-mesh amplification region, no simple parameterization is available,
as most electrons are produced near the anode mesh wires. In the case of the cascaded
triple mesh, electrons from the first stage may be spread quite wide, producing a
complicated topology. To model these avalanches in mctpc, both the gain and spatial
distributions are sampled from a library of avalanches generated by MCAmp. The gain
may be adjusted by an arbitrary factor to match experimental results. Once again,
photons are generated based on the initial electron positions.
Because it is not feasible to make MCAmp simulations with sufficient spatial extent
to fully account for the effect of ionizing photons, an approximation of the effect has
been added to mctpc. When specifying the avalanche parameters, it is possible to add
a probability of generating a photon of a given energy. The probability of creating
photons can be estimated from the number of such photons generated in MCAmp.
During avalanche simulation, ionizing photons are created in a random direction
with the given probabilities and transported according to the photon cross sections
tabulated in garf ield++. If a photon ionizes within the amplification region, a partial
avalanche is generated of a size based on the distribution of the avalanche evolution
in Z (but the spatial distribution is unchanged).

If the photon ionizes above the

amplification region, then the electron is transported like a primary electron would
be, and a full avalanche is created. This process will obviously change the gas gain
and can cause runaway effects if the probability of making an ionizing photon is high
enough that, on average, one is produced in each avalanche. The effect of photons
hitting the mesh is neglected.
In the truth structure, the total number of generated photons, visible photons, and
electrons generated in the avalanche are stored as well as finely binned .'^y histograms
of visible photon positions and a histogram of photon times.

2.5.5

Readouts

Finally, to generate the signal seen by a simulated camera, most of the photons are
randomly discarded according to the expected solid angle and spectrum-weighted
transmission losses (which are an input to the model). The remaining fraction are
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transformed into the camera frame, based on the magnification and position of the
field of view. Some fraction of these, based on the spectrum-weighted quantum efficiency, will increment the electron count in the camera pixels. Then, noise is added to
each pixel, the camera electron-to-digital-unit conversion is applied, and a bias level
is added, producing the final image. In the truth structure, the image with no noise
is also saved. While there is sufficient information in mctpc to produce simulated
charge and PMT traces, this has not yet been implemented.
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Chapter 3
Directionality
Having discussed the operating principles of DMTPC detectors, we proceed to analyze
directionality in the context of WIMP detection. We aim to use directionality as a
discriminant against non-WIMP backgrounds, so we are therefore interested in two
related things: the energy-angle distribution of nuclear recoils from dark matter and
the directional response of the detector to a nuclear recoil of a given energy and initial
direction. Combining the two provides us with enough information to construct the
energy-angle spectrum that we hope to measure. In this chapter, we consider all of
the effects shown in Fig. 3-1 other than reconstruction, which is dealt with in the
next chapter.

3.1

WIMPs at Earth

Directional detection of dark matter is potentially interesting because the directional
distribution of WIMPs is expected to be anisotropic at Earth. The source of a preferred direction is the movement of our solar system around the center of the galaxy,
while the mostly non-interacting WIMP halo is not expected to be co-rotating.
In the event that WIMP dark matter is detected and directional detectors can
be made sensitive enough to make measurements of halo properties, the dynamics of
the halo may be elucidated by directional detectors. Until then, the mechanics of the
halo can only be considered as an input to directional sensitivity.
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Signal Directionality Flowchart
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Figure 3-1: This figure summarizes the processes contributing to the signal angular
distribution. Reconstruction will be treated in the following chapter.
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3.1.1

Halo Model

The distribution of dark matter particles' velocities in the galactic frame is a subject
of active research. A simple model, and the one generally used by the direct detection
community, is that in the galactic frame, WIMPs may be modeled as isotropic with
velocities following a Maxwellian distribution [78]:

f (U) ~I.exp [-V2/V0']

(3.1)

with a cutoff at high v > vesc, the escape velocity of the galaxy. vo denotes the
velocity dispersion of the halo. The velocity distribution may be transformed into
the local frame by considering the velocity VE of the Earth with respect to the galaxy.
In addition to velocity addition, a flux term is also necessary to account for the
difference in observed rate between fast and slow WIMPs. Including those effects,
and adding the Jacobian, we arrive at the scalar distribution:

f(v) ~3 exp [-(ir- tP') 2 /v 2 ]

(3.2)

The resulting anisotropy only depends on the relative values of VE, v0 and VescThe direct detection community, for purposes of comparing results between different experiments, has standardized to a Standard Halo Model (SHM) with the values
shown in Table 3.1. The angular distribution of WIMPs at Earth according to the
SHM is shown in Fig. 3-2.
Modern large-scale galactic halo simulations show a preference for models other
than Maxwellian [79]. In addition, more complicated phenomena like dark matter
debris flows may affect the velocity spectrum [80]. While these are important considerations, for reasons of congruence with other experimental efforts, only the SHM
is treated here. We note, however, that directional detectors retain sensitivity to any
model that predicts anisotropy of WIMPs at Earth.
In the detector frame, the mean incident WIMP direction will be changing with
time in a manner related to its location and orientation. As long as timestamps of
events are kept, it is always possible to transform into the galactic frame. Another
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Parameter
VO
VE
Vesc

PDM

"Standard" value
230 km/s
244 km/s
544 km/s
0.3 GeV / c 2 / cm 3

Table 3.1: The WIMP Standard Halo Model values generally used by the direct
detection community [34]. v 0 is the velocity dispersion of the halo, VE is the relative
velocity, Vesc is the escape velocity of the galaxy and PDM is the local density.
Standard Maxwellian Halo
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Figure 3-2: The velocity and angular distribution of WIMPs at Earth (including the
flux term) in the SHM. -y is the opening angle from the direction of Earth's galactic
orbit.
effect, which we ignore due to its relative insignificance to directionality, is the annual
modulation in vE due to the Earth's orbit around the sun. This modulation is of
order 10 percent.

3.2

Recoil kinematics

So far neither the target nucleus nor the WIMP mass has been mentioned. This
dependence is introduced by the collision kinematics; in order to detect a WIMP, it
must interact coherently with a nucleus in the target, producing a nuclear recoil. The
unknown interaction mechanics (i.e. the matrix element), while important for determining the interaction rate, are irrelevant to the shapes of observable distributions
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Figure 3-3: Energy-angle spectrum of Standard Halo Model WIMPs on fluorine, for
various WIMP masses. The color scale is linear, with red representing high values.
as long as the interaction is isotropic in the collision center-of-mass frame.
From energy and momentum conservation one can derive

E, =2Ev(Mx

+ mt)

2

(1-cos)

(.
(3.3)

where E. and m, are the WIMP kinetic energy and mass, mt is the target mass, and 6
is the center-of-mass scattering angle. We assume cos 6 follows a uniform distribution
between -1 and 1. The lab angular spectrum of WIMP-induced "F recoils for various
WIMP masses is depicted in Fig 3-3.

3.3

Energy loss

The detector measures the total distribution of ionization from the recoiling nucleus.
Deflections and production of secondaries result in the ionization distribution not
following a straight line in the initial direction of propagation of the recoil. Instead,
we assign a direction by finding the axis with the best fit to the entire reconstructed
ionization distribution. It may be possible to do better by considering a non-linear
distribution or only a subset of the detected ionization, but doing so would require
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Figure 3-4: The cosine of the opening angle between the principal component of the
generated electrons from the track and the initial track direction for fluorine recoils
in CF 4 . retrim is used to generate the 3-D electron distribution.
a more complicated analysis that may not be possible with the expected detector
resolution.
We take the electrons generated from

19F

tracks in CF 4 (using retrim) and choose

the axis using a principal component analysis (PCA) [81]. A PCA selects an orthogonal basis where the first component maximizes the sample variance along it.
Subsequent components are required to maximize variance under the constraint of
orthogonality to previous components. Numerically, this can be done by finding the
eigenvectors of the data covariance matrix and ranking them by eigenvalue. A singular value decomposition of the data, adjusted by subtracting the centroid, produces
the same vectors, but is more numerically stable.
The first principal component is used as the recoil direction. The opening angle
from energy loss alone is calculated by taking the dot product of the reconstructed
axis with the initial direction. The energy dependence is shown in Fig. 3-4).

3.3.1

Head-tail effect

More difficult than establishing the axis of a track is determining its head-tail, or
sense (i.e. head is start of track, tail is end of it), given only the final ionization
distribution. We provide here three metrics correlated to head-tail, the first two of
which will be explored further.
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Spatial asymmetry metric, HT,
As the average electronic stopping power at low energies is proportional to particle
velocity, a seemingly reasonable metric is to use spatial asymmetry to choose headtail. The implicit assumption is that most of the time, more energy is deposited in
the first half of the track than the second half. Previous directionality studies by
DMTPC [69, 70] have used a head-tail metric of this type on reconstructed data.
Detailed simulations of the ionization distribution using retrim cast some doubt
on the robustness of this metric at low energies. Taking into account the ionization
from secondaries, we find that the fraction of fluorine recoils with greater ionization
losses in the first half at low energies is barely above half. Fig. 3-5 shows the result
of taking ionization electrons generated from the track, projecting their positions
either along the initial direction or the principal component axis, choosing a midpoint
halfway between the most extreme displacements, and counting how often the starting
half has the majority of electrons. Obviously, only the principal component axis will
be available during reconstruction.
It may seem counterintuitive that a better correlation between asymmetry and
head-tail is obtained by using the principal component axis rather than the true
initial direction. The most likely explanation for this is due to the non-linearity of
the track. Large-angle scatters are likely in the second half of the track, where the
energy is lower, producing ionization transverse to the original track direction. By
using the principal component axis rather than initial axis, this effect is somewhat
mitigated since a transverse deposition to one side will also shift the axis.
Another feature is the presence of a "bump" in the efficiency (around 75 keV),
larger than is likely to be explained by statistics. It is unknown why this exists, but
the energy range is near the transition of ion stopping being dominated by nuclear
loss to electronic loss (see Fig.

2-1), which may be responsible. It is also possible

that the feature is actually an artifact introduced by some change of internal state in
the TRIM simulation.
Interestingly, simulations of a tracks in CF 4 do not show the same degree of
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Figure 3-5: (Left) the fraction of simulated fluorine tracks with more ionization electrons in the first half than the second half along the principal component direction.
(Right) Same, but using the initial direction as the axis.
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Figure 3-6: (Left) The fraction of simulated a tracks with more ionization electrons
in the first half than the second half along the principal component direction. (Right)
Same, but using the initial direction as the axis.
degradation (see Fig. 3-6), probably because an a particle has smaller nuclear stopping
power and cannot transfer as much energy to fluorine and carbon nuclei in a collision,
relative to a fluorine recoil.

Ionization slope metric, HTm
An alternative approach is to fit the projected distribution of electrons to a linear
dE/dx model and use the sign of the slope, m, of the line segment to determine the
head-tail sense. Four parameters are involved in the fit: the starting displacement
X0 ,

the initial and final stopping powers so and si, and the projected range 1. An
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expression for the model, which we call s(x), is:

0

s(x)=

< Xo

m(x - XO) + so X E [xo,o] +
0

(3.4)

+

x > xo

By fixing the integral to equal the total ionization, and the start and end points to
be the extrema of the electron distribution, only the slope is left free. For a given
simulated track, we can find the best slope for this model using a maximum likelihood
fit. We consider

- logL(rnmi, E)

=

-Zs(xi)

(3.5)

where 'i are the positions of the electrons along the track axis and E is the track
energy, and find the slope that minimizes this function using Minuit2 [82]. For the
initial value, we use rn = 0 so as to not bias the fit.
This method, although more complex, may be less sensitive to local fluctuations
in energy loss. Fig. 3-7 shows the results of applying it along both the initial and principal axes. The figure also introduces an example track that will be used throughout
the rest of this chapter. This track was chosen because it is a somewhat challenging
track to reconstruct.

Differential deviation metric, HTd
As mentioned before, the number of collisions with large scatters increases at low
energy. Accordingly, another metric for head-tail is the difference in deviation from
the track axes between each end of the track (the deviation should be smaller at the
start and larger at the end most of the time). Unfortunately, the detector resolution
required to exploit this effect is probably untenable on large scales so this method will
not be considered further here (although we will come back to it in the final chapter).
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Figure 3-7:
electron density along the principal component direction, according to a maximum
likelihood fit to a linear ionization model. (Top Right) Same, but along the initial
direction instead. (Bottom Left) An example fit to the ionization distribution of
a 202 keVR (160 keVI) track along the principal component axis. Note that while
the electrons are binned for display purposes, the fit is performed unbinned. The
large peaks correspond to ionization in the transverse direction. (Bottom right) x-y
projection of the same track, showing the start and initial direction in blue and the
centroid and PCA direction in red. A secondary recoil can be seen branching off to
the right (which is also responsible for the first of the two peaks in the bottom left).
This track is the same track as that depicted in Fig. 2-19
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3.4

2-D projection

DMTPC cameras measure the projected ionization distribution of the track, so the
above three-dimensional analysis must be adjusted for two dimensions. The main
complication comes from the choice of detector plane. Depending on the detector
orientation and time, the angle of the mean WIMP direction with the detection plane
will vary. In the worst case, the mean WIMP direction is orthogonal to the detector
plane, making resolving the source direction impossible.

To simplify matters (and not impose a choice of detector location or orientation),
we will consider the best-case situation where the mean WIMP direction is in the
detector plane. This condition can be met in practice through use of an equatorial
mount, although there are no current plans to do so. Any other choice will result in
somewhat worse (and time-varying) directional sensitivity, although the effect should
be of order unity [83].

Other than the choice of plane, the adaptation to two dimensions is trivial. Rather
than a three-dimensional opening, we have only a two-dimensional angle between the
initial recoil direction and reconstructed value, displayed in Fig. 3-8 for the case of
isotropically-oriented recoils.

In this figure, we also introduce a more convenient

way of expressing the angular distribution by introducing the angular spread, defined
as the 2-D angle containing some fraction of the events.

In this case we choose

68.03 percent, which corresponds to one standard deviation for a normal distribution.
We note, however, that the distribution is not normal and cannot be; the normal
distribution is inappropriate for angles, due to their periodic nature.

The head-tail calculation in two-dimensions is identical to that in three dimensions, other than that the PCA is carried out in only two dimensions. Fig. 3-9 shows
the head-tail efficiency with the asymmetry and ionization slope mnetrics.
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Figure 3-8: (Left)The 2-D opening angle distribution of isotropically distributed fluorine recoils. This is the angle between the initial track direction and the PCA axis.
(Right) The angular spread, defined as the angle within which 68.03 percent of events
are contained at a given energy.
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Figure 3-9: The head-tail efficiency from isotropically-distributed fluorine recoils computed using the asymmetry metric (left) and the ionization slope metric (right). The
electrons are projected along the PCA axis.
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3.5

Detector effects

To estimate the influence of detector effects on directionality, mctpc is instrumented
to record the intermediate status of the ionization signal at important points in the
simulation.

3.5.1

Diffusion

The diffusion from the drift process moves the initial electrons around stochastically,
resulting in loss of resolution. Gas pressure also becomes a factor, as the relative
length to width from diffusion of tracks will vary with the pressure. In particular,
scales as 1/VIp, so the ratio between the two scales as 1/V

.

the track length roughly scales as 1/P and the width from diffusion at a fixed height

The directional results for 30 and 60 Torr, grouped according to amount of diffusion, are summarized in Fig. 3-10. While the reconstruction of the principal axis of
the track is not greatly affected by significant diffusion at moderate energies, the sense
computed using HTa is severely degraded. The reason is that the track is divided in
half at the midpoint between the locations of the first and last electrons along the
principal axis, and so the midpoint shifts according to the random fluctuations of the
most extreme electrons. A modified metric where we take the midpoint between the
inner 95 percent of electrons does somewhat better.
HT, can likewise be extended (Fig. 3-11) by considering a line segment convolved
with a Gaussian of width corresponding to the amount of diffusion undergone by the
electrons in the track. In symbols,

S(x) = Gaus(x, or) *

(H(0)(1 - H(1))(so + '

sox)

(3.6)

where H is the Heaviside step function, * denotes convolution, and a is the width,
which is an additional parameter that we must fit for (the standard deviation in the
transverse direction provides an excellent estimator). Since we no longer can rely on
the electron extrema providing reasonable start and end points of the track, we must
fit for these as well, for a total of four free parameters.
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Figure 3-10: (Top) The angular spread distribution for diffused electrons at 60 and
30 Torr, with respect to the initial recoil direction. The colors correspond to different
widths (o) introduced by diffusion. (Middle) The head-tail efficiency (with respect
to the initial recoil direction) from diffused primary electrons at 60 Torr according
to three metrics: the asymmetry metric HTa, a modified asymmetry metric HTa( 9 5
where only the inner 95 percent of electrons are considered, and HTm modified to
include convolution with a Gaussian distribution. (Bottom) Same as middle, but for
30 Torr.
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Figure 3-11: (Left) A 60 Torr example of a fit of the principal-component-projected
diffused electron distribution to the convolved linear dE/dx model used for HTmThis is the same track used in Fig. 3-7. The electrons are binned for clarity, but the
fit is performed unbinned. (Right) Histogram of the diffused electron distribution.
The blue shows the start point and initial direction while the red shows the centroid
and principal component direction.
The convolution may be evaluated analytically:

S(X)

=

(si -

so)o-

S(so +
2

e-2

X2

so)

(X-1)2
2a2)

-e

[Erf(x)

Vf2-c

-Erf

(-

j

vf2-u

(3.7)

Several example S(x)'s are shown in Fig. 3-12. Once again, the unbinned maximum
likelihood method is used to estimate the parameters. Even with the modified metric,
diffusion imposes severe limitations on how well directionality may be reconstructed
at lower energies.

3.5.2

Amplification region

At the end of the drift process, the electrons reach the amplification stage.

The

electric field guides the electrons through approximately the center of the gaps in the
mesh, which effectively quantizes the measurement into bins the size of the mesh pitch.
The avalanche process further dilutes the resolution. In a mesh-plate amplification
region, the avalanche is approximately Gaussian in shape and relatively narrow (o <
100 microns). Mesh-mesh amplification regions are more complicated, as most of
85

Example S(x)
40

-

45

35
0- MO

30

1 .0.

_ -.

2.0

25
20
-

15
10

5-4

-2

0

2

4

6

8

10

12

14

Figure 3-12: Examples of Equation 3.7 with different parameters. Red has parameters

[so = 10, si = 30,1 = 8, o- = 1] and represents a line segment with positive slope
(so pointing left by HTm).

Blue has parameters [so = 50, si = 50, l = 6, - = 2],

representing a segment with zero slope. Green has parameters [so
10, or = 1] and represents a line with negative slope.

=

50, si = 20, 1

the electrons (and photons) are produced near anode wires, resulting in a spatial
pattern dependent on the mesh orientation and alignment. Double-stage triple-mesh
avalanches are even more complex as the electrons will be guided through the centers
of both the ground mesh and intermediate mesh before terminating at the final mesh.
Another important effect is that the gas gain is not constant but varies according
to a long-tailed distribution, as discussed in 2.5.3. If only a small number of primary
electrons are available, then the gain fluctuations can adversely affect the head-tail
metrics.
To estimate the effect of several amplification regions on directionality, we apply
modified versions of the metrics to the high-resolution histogram of the generated
photon distribution that is produced by mctpc. We no longer have individual positions
(due to the infeasibility of storing so many coordinates), but can apply the same
methods to the histogram bin centers (see Fig. 3-14). Directionality results for the
4Shooter and m 3 amplification region designs are shown in Fig. 3-13.
At high gains and low pressures there appears to be an additional broadening,
mentioned before in 2.2.3, which we attribute to high-energy photons which travel
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Figure 3-13: (Top) The angular spread distribution from principal component analysis of unobscured photons with respect to the initial recoil direction. The 60 Torr
simulation uses a 4Shooter-like amplification region and the 30 Torr simulation uses
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(Bottom) Same as middle, but for the m 3 model.
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Figure 3-14: (Left) An example, using the 4Shooter-like amplification region, of a fit of
the principal-component-projected unobscured photon distribution to the convolved
linear dE/dx model used for HTm. This is the same track previously seen in the
other figures of this type. The fit is performed unbinned even though we start from
the histogram on the right, as once we project the bin centers along the principal
component axis, they are no longer evenly spaced. The periodic pattern is partially
from the binning but mostly from the mesh grid, which obscures photons when seen
from above. For efficiency reasons, only one percent of the very large number of
photons in the amplification region are used. (Right) Histogram of the unobscured
photon distribution. The blue and red have the same interpretation as in previous
figures.
some distance (hundreds of microns) before ionizing the gas. This extra broadening
results in a poor fit to a single Gaussian convolution, but a reasonable fit to a sum of
two Gaussians with different widths. This may be accounted for in HTm by convolving
with ;- Gaus(x, a,) + -- yGaus(x, Ub) instead of a single Gaussian. Here r is the ratio
of the two amplitudes and oa and cb are the two widths.

3.5.3

Readout

The readout process introduces additional signal degradation, primarily through limited acceptance and the spatial scale of CCD pixels. Uncorrelated camera noise also
affects the signal, and adds the complication of having to determine which bins contain light from the track.
Before introducing all the machinery necessary to extract the signal, we limit the
scope of readout effects to just acceptance and pixel size. The same algorithms used
for the avalanche histogram are applied to the pre-noise image in the case of the
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4Shooter and m' detectors in Fig. 3-15. Fig. 3-16 shows an example fit to the same
track as before in the 4Shooter model.

3.6

Discussion

In Fig. 3-17 we consider a source of 100 GeV WIMPs pointing in the

direction and

show the angular spread and head-tail efficiency at each stage of a simulated detector
based on the n 3 . For compactness, we show only the head-tail efficiency using HTn.
As very few recoils above 150 keV are expected from 100 GeV WIMPs, the energy axis
is truncated there (and the last bin has very large error due to insufficient statistics).
Our model predicts that the primary reduction of directional information occurs in
the energy loss (plots 3 and 4 in Fig. 3-17) and diffusion (plots 5 and 6 in ibid.) stages.
The former cannot be helped with this detector design. The latter can be controlled,
at great cost to target volume, by limiting the drift length (or only considering tracks
with small widths).
The amplification region provides further deterioration. Directional performance
of amplification regions could be improved by reducing gain fluctuation and reducing
the scale of the avalanches. The readout process does comparatively well to preserve
directional information, and could straightforwardly be improved should that become
necessary.
In the next chapter, the reconstruction methods will be described and their effects
on directionality assessed. It will then be possible to assess the validity of the model
by comparing its predictions with reconstructed data.
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Figure 3-15: (Top) The angular spread distribution from principal component analysis with respect to the initial recoil direction of the simulated camera signal prior
to noise addition in a 60 Torr 4Shooter model and 30 Torr m 3 model. (Middle) The
head-tail efficiency derived from the images in the 4Shooter model according to the
same three metrics as in Fig. 3-10. (Bottom) Same as middle, but for the m 3 model.
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convolved linear dE/dx model used for HTm. A 4Shooter-like detector is assumed.
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Figure 3-17: The directional response of fluorine recoils from 100 GeV WIMPs, with
the respect to the mean WIMP direction, at different stages of the simulation. The
mean WIMP direction is assumed to be in the detector plane and the detector is based
on the m 3 design specifications (30 Torr, triple mesh amplification region with a gas
gain of 150,000). Other than the recoil kinematics distributions, where the truth
information is used, the spread and head-tail efficiency are based on the principal
component axis and HTm, respectively.
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Chapter 4
Track Reconstruction Techniques
This chapter describes the process undergone by raw data from the detector (or
simulation) into reconstructed nuclear recoils suitable for high-level analysis. The
reconstruction performance is then assessed by comparing the reconstructed values
of simulation to the Monte Carlo truth values.
The main software package, implemented in the ROOT [72] framework, is named
cleanSkim, which cleans raw images, finds regions of the image thought to correspond to tracks, and calculates parameters related to the tracks. A number of postprocessors can then be used on output, among other possibilities, applying cuts to
select interesting tracks and performing more sophisticated parameter estimation.

4.1

Image cleaning

Raw images must be properly normalized, or cleaned1 , before they are suitable for
further analysis.

CCD's occasionally contain hot or cold pixels that are stuck at

values that do not reflect the number of incident photons.

These are caused by

impurities in the sensor, affecting the ability to collect electrons or increasing the dark
current. Additionally, direct particle interactions inside the camera (from internal xray radiation or cosmic rays) can create high transient values in pixels. To combat
these effects, data images are subjected to an outlier removal procedure, where pixels
'It is from here that cleanSkim derives its name.
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above some camera-specific threshold that have no neighbors within 95 percent of the
threshold are set to the mean of their neighbors.
Another issue is that the pixel values of CCD images have a bias, or offset from
zero, which may vary from pixel to pixel and may also change with time. To calibrate
the offset, background images are taken prior to each dataset with the shutter closed.
Some CCDs also contain overscan regions, portions of the chip that are physically
masked from light. These can be read out at the same time as data images and are
useful because a drift in the image bias level will be reflected in the overscan region.
The arithmetic mean of background images is used to build a common background
image for each data set. It is important to take the average of many background
images so as not to increase the overall noise; if only one background image were used,
the noise would be increased by a factor of v/2. Outliers (arising from hot pixels) are
removed via an iterative procedure where for each of three iterations, pixels in the
image with value greater than the image mean multiplied by a camera-specific outlier
factor are set equal to the average value of their neighbors. The same procedure is
applied to the overscan region of the background images. The method differs from
the data images because the background images do not contain real tracks.
The background frame is subtracted from each image. An additional pedestal
correction is necessary to ensure that the mean is zero. This can be done either by
subtracting the mean or, if an overscan is available, by comparing the mean values of
the overscan regions (which undergo the same hot pixel killing algorithm as the data
images) to the averaged background overscan.

4.1.1

Spark rejection

Sparks that occur during detector operation produce a large amount of unwanted
light. This light is not useful for measuring particle tracks so images with sparks
are discarded. Additionally, sparks lead to temporarily reduced gas gain that can
take several exposures to recover from. The energy calibration is not reliable for
subsequent images, so it is important to tag when sparks occur in order to discard
the affected frames.
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Figure 4-1: An example where a partial spark occurred on the left side of the image.
Here the spark occurs during camera readout, so only a small portion of the image is
elevated in intensity.

In most cases, discharges are significantly brighter than tracks and ensuring that
the integral of an image is not too much larger than the previous image is sufficient
to reject sparks. However, sometimes the sparks occur outside the field of view of
the camera or are cut off during the readout process, reducing the apparent intensity.
Because of temporal drift in bias level, the threshold cannot be set too low without

adversely affecting efficiency. An additional discriminant comparing the mean of the
image to the mean of the masked overscan, when available, is also employed, as the
overscan bias generally tracks the rest of the image.
More challenging to deal with are sparks that occur during the CCD readout,
which may leave a small portion of the light from a spark on one side of the image

and a normal image on the other side (see Fig. 4-1). To mark these, we search for
a discontinuity in intensity. The first step is to apply a Canny Edge Detector [84],
a standard edge detection algorithm based on the gradient of the image. Then the
binary image of edges is projected onto the readout axis. In the projection, we seek a

step above a threshold with no corresponding second step above a different threshold
which could indicate a vertical track.

The use of a shutter greatly mitigates this

problem. Unfortunately, shutters break after 0(106) cycles, so they can not always
be used.
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The CCD-based methods are supplemented by the monitoring of the current
drawn by the detector as reported by the power supply. This is a more reliable metric
since the sampling period may be adjusted to avoid missing sparks. Current-based
spark rejection requires the ability to accurately match up the current monitor times
with the camera images and is subject to fluctuations in the high voltage supply's
current reporting.
When a spark occurs that creates light above a saturation threshold (typically
about 3/4 of full scale), the saturated pixels are recorded for the remainder of the
run, as they likely lead to Residual Bulk Images (RBIs) [85]. These areas of elevated
intensity in the image are a result of charge slowly leaking out of the CCD epitaxial
substrate, and may be confused for particle tracks if not tagged and rejected. The
use of back-illuminated CCDs greatly mitigates the effect of RBIs, due to the much
thinner substrate.

4.2

Track identification

Once an image is cleaned and determined to be spark-free, we proceed to search for
particle tracks. Because of the relatively low signal-to-noise ratio of DMTPC cameras,
it is crucial to be able to find even dim patches of light. The method employed is
complex and driven by many adjustable parameters that are given as an input to
cleanSkim. The parameters are enumerated in Table 4.1.
First, a low-pass filtered version of the cleaned image (see Fig. 4-2) is created

+

by convolution with a two-dimensional truncated Gaussian kernel of size (2BlurN

1) x (2BlurN + 1) and width BlurSigma. This improves the signal-to-noise because
the noise is uniformly distributed in frequency but the tracks have a spatial scale
somewhat larger than the bin size. The noise level of both the original and filtered
images is estimated from the image after first having iteratively removed 5a outliers
until none are left.
We then search for elevated intensity regions as follows. The filtered image is
scanned for pixels with values above SeedThresh, which is defined in multiples of the
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Parameter

Description

Typical Value

SeedThresh

Minimum value, in units of noise level in

5

the filtered image, needed to start a cluster
ThreshPct

Percentage of threshold reduction in each
iteration
Minimum threshold considered for lower
threshold (in units of noise level)
Width (o-) for Gaussian convolution

0.75

BlurN

(2BlurN + 1) is the width of Gaussian con-

4

MinNeighbors

volution kernel
Minimum number

3

MinThresh
BlurSigma

of

neighbors

above

2
2

threshold to keep pixel in cluster during
NeighborsThresh

MinSize
MinDistance

MinRxyLocal
MinRxyGlobal

MaxJoinResidual

cluster cleaning stage
Minimum number of neighbors above
threshold to add pixel during cluster cleaning stage
Minimum number of pixels in cluster to
keep cluster
Minimum distance between clusters to
avoid merging

Used to determine if a cluster has direction
when merging across spacers
Used to determine if "directionless" clusters are collinear when merging across
spacers
Used to determine how closely clusters

5

10
10

0.8
0.65

5

have to be pointing at each other to merge
when merging across spacers

LSWeight

Used

as

weight

when

computing

2

MinRxyGlobal and MinRxyLocal

RedThresh

Minimum threshold (in units of noise level)
for reduced sub-cluster

2

Table 4.1: Summary of parameters used by cluster finding algorithm.
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Figure 4-2: Low pass-filtering with a Gaussian kernel is used to improve the signalto-noise for cluster-finding. The color scale is the same in both images.

noise level. The seed pixels are sorted in descending order and for each seed pixel,
starting with the highest valued and ignoring any that have already been used in a
cluster, we build a cluster by iteratively adding neighboring pixels above a sliding
lower threshold until the lower threshold reaches a minimum, defined by MinThresh
multiplied by the noise level. With each iteration, the lower threshold is reduced by
an increment based on the difference between the seed pixel value and the minimum
allowed threshold multiplied by (1 - ThreshPct). This process occurs in both the
filtered and unfiltered images, and a pixel is added only if the pixel meets the criteria
in both images. The reason for this requirement is to prevent hot pixels and direct
CCD interactions not removed with the hot pixel killing process from being found as
tracks.
If after this process, the working cluster has at least MinSize pixels, we start a
cluster and mark the pixels as unusable in future clusters. Otherwise, the cluster is
discarded. Often, the cluster at this point possesses labyrinthine boundaries, so we
take some steps to clean up the shape of the cluster by patching holes and amputating
"peninsulas." Any adjacent pixel to the cluster that has at least NeighborsThresh
neighbors is added to the cluster. After this, any pixel in the cluster with fewer than
MinNeighbors neighbors is removed from the cluster.
If after this pruning process, the cluster is left with fewer than MinSize pixels,
the cluster is discarded and the pixels are again marked as usable. We then continue
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iterating through the list of available seed pixels.
Because of the aggressive threshold reduction, fluctuations, noise, and dead regions
in the detector, a single physical track may produce multiple (sometimes adjacent)
clusters. A cluster merging algorithm is applied to merge clusters likely to belong
to a single track. In most cases, merging clusters closer than a minimum separation
MinDistance is sufficient.
However, due to the long spacers used in some amplification regions (such as the
4Shooter's) that create linear dead regions in the detector, a nearly parallel long
track (like an a) can produce clusters that are relatively far apart, as in Fig. 4-3.
To combat this, we employ a more aggressive merging algorithm to clusters that are
close to but on opposite sides of the same spacer. The correlation coefficient of each
such cluster is computed (using a power-law weight of LSWeight). If both clusters
have a clear direction, defined as having a sample correlation coefficient, R, of at
least MinRxyLocal, then the tracks are extended to each other and the geometric
mean of the residuals is compared to MaxJoinResidual to determine if the tracks
should be merged. If only one of the clusters has a clear direction, then the clusters
are only merged if the distance from the extended direction-possessing cluster to the
directionless cluster's center is smaller than MaxJoinResidual. If neither cluster has
a clear direction by this criteria, the combined R_, is compared to MinRxyGlobal to
determine if the clusters should be merged.
Finally, after the merging is complete, a subset of each cluster (called the reduced
cluster) is created from pixels in the cluster exceeding the noise level in the unfiltered
image multiplied by RedThresh.

4.2.1

Other algorithms

Some work has been done on improving the cluster finding algorithm in order to
lower the track-finding threshold and better choose bins belonging to tracks. The
main difference is that instead of operating on both a Gaussian filtered and original
image, a more complex filtering operation is used that smooths slowly varying regions
of the image but not quickly varying regions. Two alternative filtering algorithms were
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Figure 4-3: Example depicting an a track nearly parallel to a spacer. The gap in
intensity corresponds to the location of the spacer, resulting in the end of the track
appearing to be split from the rest.
considered, anisotropic diffusion [86] and the bilateral filter [87], both described in
detail in the literature.
Convolution with a Gaussian kernel can be shown to be equivalent to the result
of applying the diffusion equation (1/&t

= DV 2 I) to the image and waiting for

some time, with the diffusion parameter taken to be constant. Anisotropic diffusion,
instead, varies the diffusion parameter according to how quickly the image is changing. Rather than a convolution, however, the implementation requires iterating over
finite diffusion steps, and numerically computing the Laplacian at each step, which
is computationally intensive and can be unstable.
A bilateral filter can be thought of as a blur in both position-space and value-space;
contributions from neighboring bins are weighted not just by distance in space but
also by difference in value. Unfortunately, this cannot be implemented as a linearly
separable convolution, and like anisotropic diffusion, is too expensive an operation
to be practical at this time. Some complex algorithms [88] exist to improve bilateral
filter performance, which may turn out to be useful in the future.
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Figure 4-4: An neutron-induced nuclear recoil track annotated with some parameters
of interest.
Investigation has also occurred on improving the boundary cleaning part of the
algorithm, using the well-known erode and dilate morphological operators instead
of the custom pruning process described above. However, the use of model-based
parameter estimation, described later in this chapter, obviates the need for significant
improvement in this area, so this work was largely set aside.

4.3

Track parameterization

Once the bins making up tracks are determined, a number of parameters describing
the track are calculated. Some parameters are estimates of track properties (Fig. 4-4),
while others are mainly useful for background discrimination. The parameters and
the algorithms used to compute them in cleanSkim are listed below.
Energy The energy of the track in digital units is computed by adding up the values
of the bins in the cluster. This energy may be converted to ionization energy
with proper calibration. Because of spatial gain effects (especially the vignetting
from the lens), the conversion to energy in general depends on the location
within the image. For this reason, an empirical gain map, usually derived from
the response to a y source [69], may be provided in order to scale the energy
appropriately. For low-energy events, parts of the cluster may not get identified,
101

resulting in a lower reconstructed energy.
Range The maximum distance between any two pixels in the reduced cluster is used
for the range. If one knows the pixel scale, this can be converted to physical
units. The accuracy of this algorithm is very sensitive to the reduced cluster
threshold, which must be tuned appropriately to minimize bias.
Centroid The weighted (by value) average position of the track.

#

The direction in the - plane. The axis is chosen by computing the angle between
to the principal component of the pixel values within the cluster and the i axis.
The sense (head-tail) is chosen by dividing the track in half along the axis and
choosing the half with the larger energy deposition to be the beginning of the
track (corresponding to the HTa metric from the previous chapter).

MaxPixel The pixel with the highest number of counts in the cluster.
NPixels The number of pixels in the cluster.
NPixelsRed The number of pixels in the reduced cluster.
ClusterMean The cluster energy divided by the number of pixels.
ClusterRMS The sample RMS of the pixel values in the cluster.
Moments The first four moments are computed for both the transverse (perpendicular to

#)

#)

and longitudinal (along

axes. The moments are defined as the

mean for the first moment and

1
i=1

(s, -

)k

(4.1)

for the kth moment, where I is the value of a bin and s is the projection of the
bin along the axis. Particularly useful is the square root of the second transverse
moment, which corresponds approximately to the width of the track.
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Saturated True if the cluster shares any pixels with a pixel previously saturated by
a spark.
NSamePos The number of tracks in the same run with a centroid near (this is
configurable but typically 3 bins) the centroid of the current track.
Neighbors The number of bins next to the maximum bin that are part of the reduced
cluster.
After computing these parameters for the tracks (and also parameters related to
the charge readout, which are not discussed here), cleanSkim terminates and saves the
derived values, as well as the cleaned images, in a format suitable for post-processing.

4.4

Nuclear recoil classification

Typically, the output of cleanSkim will contain many uninteresting tracks from detector backgrounds. Also some tracks may not be of sufficient quality to be reliable
(for example, due to lying along a spacer or having a reconstructed range of zero).
Here we describe generally some of the cuts useful to discard unwanted tracks.
Spark Any frames with spark or occurring within the gain recovery time after a spark
are discarded. The gain recovery time depends on the high voltage supply and
applicable capacitances, but is typically around 5 seconds.
Fiducial Any tracks adjacent to the edge of the amplification region (or edge of the
camera frame, if the edge of the amplification region is not visible) are removed,
as these tracks are of poor quality and, moreover, may originate in the detector
structure instead of the gas.
RBI Tracks occurring in regions near to a previously saturated pixel are discarded as
they be residual bulk images. In addition, a cut on NSamePos is done to further
reduce these.
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CCD artifact While the cluster finding algorithm aims to avoid finding hot pixels,
direct CCD interactions, or noise fluctuations as tracks, these CCD artifacts do
survive on occasion. To combat these types of events, a multivariate discriminant is employed. A Fisher Classifier [89] is trained to discriminate between
the parameter distributions of simulated recoils (i.e. signal) and data taken
with the amplification region high voltages turned off, since the latter can only
contain CCD interactions, which is the background we are interested in.

Remerge The merging algorithm specified in the track identification section is rerun
with more aggressive parameters to ensure that it is not possible to find a merge
match with another track. In practice, this cut has minimal effect.

Range The range is compared to the maximum expected range of a nuclear recoil
within the analysis energy limits. If it is longer than this maximum, it is likely
an a track and discarded. For example, at 30 Torr with an upper limit of 200
keV, recoils are unlikely to be longer than 10 mm.

Charge match While the analysis of the output of the charge readout amplifiers
has not been discussed, charge matching is a powerful technique for selection
of nuclear recoils [90]. First, a charge pulse with an energy similar to the CCD
track is required, which helps remove spurious tracks. Secondly, we require that
the rise time in the current amplifier is short (< 100 ns), which will only be the
case if the track has a small vertical extent. Unlike the CCD, the charge readout
is extremely sensitive to -y and 3 tracks, as it measures the entire ionization as
opposed to the density. Most of the time, however, -y and 3 tracks will have
large Az, or difference between highest and lowest part of energy deposition in
the drift cage, which corresponds to a long trace (because it takes more time
for all the electrons to drift).
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4.5

Model-based reconstruction

The estimates of #, range, and energy computed by cleanSkim are inaccurate at lower
energies. Part of the reason is that identifying the boundaries of the cluster correctly
is difficult, since due to spatial diffusion effects, the light from a track gradually fades
into the camera noise. In an effort to improve reconstruction, a simple model-based
reconstruction algorithm has been developed, corresponding to the HT,,, metric from
the previous chapter.

4.5.1

The track parameterization

The ionization density distribution of nuclear recoil tracks in the CCD, S(x, y), is
again modeled as a line segment with linear change in stopping power from the front
to the end of the track convolved with a Gaussian resolution distribution. This may
be parametrized by the following seven parameters:
xo, yo: the camera coordinates corresponding to the start of the track;

4: the 2-D angle describing the track direction (in the amplification region
plane);
E: the energy of the track;
so: the ionization density at the start of the track;
As: the change in ionization density from the start to the end of the track;
a2 : the variance of the spatial distribution in the amplification region plane; ois the width of the convolving Gaussian;
There are many equivalent parametrizations; this one was chosen partially due
to the correspondence to physical quantities of interest and partially for technical
reasons (the ability to provide reasonable estimates is necessary for the fit described
in the next section).
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Given the parameters, the 2-D ionization density distribution S(x, y) may be computed by taking advantage of the separability property of the Gaussian kernel (convolution with a two-dimensional Gaussian is equivalent to convolution along orthogonal
directions). More precisely, to compute S(x, y):
1. Transform to coordinates based on the segment. Compute the distance 7P between (x, y) and the line going through (xo, yo), (x 1 , yi) and the distance from
the start of the line y to the closest point on the line to (x, y)
2. Consider the (now familiar) expression S(71) of a 1-dimensional line segment
convolved with a Gaussian of width -:

S(q) = Gaus(7, a) * (H (0)(1 - H(l))(so + Ar)

(4.2)

where H(x) is the Heaviside step function, I is the length of the track (1

=

2E/(2so + As)), and Gaus(x, a) refers to a normalized Gaussian distribution
with width a. The analytic form was already given in Equation 3.7.
3. Combine with a convolution in the transverse direction, yielding the expression

S(x,y) = S(r;)Gaus(O,or)

(4.3)

4. A complication is presented by the non-uniform spatial energy scale present in
DMTPC cameras. To compensate, S(x, y) is scaled by the relative gain at each
point g(x, y).
S(x, y) = g(x, y)S(,q)Gaus(O, a)

(4.4)

In some cases, attributed to relatively longer-range ionizing photons generated
in the amplification region, it turns out to be necessary to add a second Gaussian
convolution with width Ub as well as a relative weight between the two widths rb. The
above only needs a slight modification:

S'(X, y)

=

1
1S(X, Y, or-.-. ) +

1+rb

rb
1+ rb
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S(x, y, b, ... )

(4.5)

4.5.2

Parameter estimation

Armed with a model, the next step is to find the "best" parameters for a given ineasured CCD track. The cleaned CCD image pixels corresponding to the track can
be thought of us as a series of measurements S'(x, y), each with error S'. If measurement errors can be approximated as normal, then we can construct a likelihood
function for a measurement:

C(xo, yo, E, So, AS, o.2)

H Exp

(-

('X,

(4.6)

2(S))2

(x,y)

To simplify computation, we take -2 log L, recovering the well-known x 2 statistic:

X 2 (Xo, yo, E, So, AS, o

z2
(x,y)

(X, y) -S(Xy))
(6SI)2

2

(4.7)

There is little harm in adding additional pixels not containing energy deposition
from the track, provided there is no other signal in them. For this reason, bins up to
3 bins away from the detected track are considered, greatly reducing the need to get
the bins belonging to a track precisely correct.
Because CCD pixels have spatial extent, it is not quite correct to consider S'(x, y)
as a single point, as each pixel measures photons incident on its finitely-sized surface.
Instead, S(x, y) should be integrated over the bounds of the bin. It may be possible
to derive an analytical function for the integral of S(x, y) over a bin (which in general will not be aligned with the track axis), but this was not attempted. Instead
a multi-dimensional adaptive quadrature integrator is used to perform the integral
numerically to a precision of 0.01%.
The primary contributions to S' are from CCD noise (the amplifier read noise
and dark current, which produce approximately Gaussian fluctuations), and shot noise
(Poisson distributed) [85]. Because the read noise tends to dominate for small light
depositions S' and the Poisson distribution of the shot noise approaches Gaussian
for larger depositions, 6S' may be estimated using (ZS')2 ~ (ReadNoise) 2 + S'/f+e,
where the CCD conversation gain is taken into account (as the fluctuation is in the
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number of photoelectrons). In addition, it is necessary to consider the measurement
error introduced by our uncertainty of g(x, y).

As no reliable method has been

developed to accurately estimate the uncertainty, the error 69 on g is taken as the
difference between g and the average of it and its neighbors. This uncertainty is also
incorporated into 6S'
The function minimization is performed using Minuit2 (through its ROOT interface) [82]. In order to coerce the minimizer into finding desirable local minima,
it is necessary to provide it with reasonable starting values and step sizes. Also, to
limit the parameter space (and avoid unphysical results), explicit limits are added to
some parameters (Minuit2 will use an internal transformation to force the limits).
The starting values, step sizes and limits used are listed below. There is no rigorous
justification for many of these and a lot of trial-and-error was involved in selecting
values that ultimately result in convergence.
E: The starting value E0 is the sum of the values of the bins belonging to the
cluster. A step size of IRo is used with limits of (0, 2Eo).
o 2 : The second transverse moment of cluster, sN, is used as the starting value,
while its square root,

SN

is

used as the step size. The parameter is constrained

to be between 0 and the diagonal of the bounding box + 2 of the cluster.
xo, yo: The initial values are the bin center of the highest value bin in the cluster.

The step size is set to 0.5sN with the parameters limited to a maximum of sN
outside the bounding box of the cluster.
SO: The average electronic stopping power (interpolated from a SRIM table) of a
19F

recoil with energy E (converted to physical units) is used to seed So. No

explicit limits are used but a x 2 penalty of (So

-

Smin) 2 /SO for So < Smin and

100ISol for So < 0 is assessed. Also applied is x 2 penalty of (So - Smax) 2 /S0
for So > Smax. Smi. is defined as three-fourths of the energy corresponding to a

fluorine recoil with a range of half a bin. Smax is defined as E/2. The step size
is Sin/4.
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AS: The starting value is So subtracted from the energy corresponding to a fluorine recoil with a range of one bin, unless this value is positive, in which case the
starting value is multiplied by -1/2.

The same x 2 penalty as to So is applied

to So + AS. The step size is the same as for So.

#:

The 0 from the principal component analysis is used as the starting value with
a step size of ir/16. No limits are applied, but the final result is transformed to
[0, 27r).
-b/rb: When deemed necessary (low pressure, high gain), the starting values chosen are 2oo and 0.1, respectively. The step sizes are o/2 and 0.1.

The Minuit2: :Minimize method is employed with a limit of 10,000 calls (this
limit is only rarely reached in pathological cases). After the minimization is complete,
the Hessian matrix is computed to provide initial estimates of errors for each of the
parameters. These estimates are fairly reliable as long as the error on the parameters
remains approximately normally distributed. This will not be the case near a limit,
so for minimizations where So or So + AS are within one standard deviation of Smai
or Smax, Minuit2: :Minos 2 is used to provide improved error estimates for E, So,
and AS (the other parameters should almost never be near a limit, so using the
computationally expensive Minos is unnecessary).
Given values and errors for the fit parameters, it is possible to propagate these to
other interesting parameters as well, such as Si and 1. In addition to the parameters
and their errors, the status of the minimization (whether or not it thinks it converged)
is stored as well as the minimum value of the objective function (the X 2 ) and the
number of free parameters (number of bins considered in fit - 7).
The vector direction

#ht

is constructed as

0;,t =

+ rH(AS < 0)

(4.8)

2 Minos works roughly by finding at which values of the parameter the objective function changes
by lo, (while minimizing with respect to all other parameters, therefore properly accounting for
correlations).
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where H is again the Heaviside step function.
As we have estimates of errors on AS, the statistic As =

AS , where S refers

to the single-sided error in the direction closer to zero, offers some estimate of our
certainty that the ionization density differs between the ends of the track. As is only
useful insofar as the objective function has a well-behaved minimum (otherwise, the
errors are not very meaningful). Because we do not necessarily expect this to be the
case, another metric is desirable. One possibility is to integrate the likelihood function
near the minimum and find how often AS is greater than zero. This was attempted
using Monte Carlo Integration with the VEGAS algorithm [91], as implemented by
GSL [92]. Since VEGAS already picks samples according to the objective function, it
is not really necessary to perform the minimization at all, but doing the minimization
allows one to greatly constrain or fix some parameters. However, even a reduced
likelihood function with q, E, and a2 fixed and offsets reduced to a single displacement
parameter along the best fit line, turned out to be either computationally prohibitive
or unstable, depending on the desired precision.
As the likelihood function is exponentially weighted, an approximation of the
aforementioned approach is to compare the log-likelihood values for each orientation.
This is done by performing a second minimization, where E,

#,

and o2 fixed, and As

is constrained to be of the opposite sign. This gives a second statistic, AL, defined
as the difference in y2 between the minimizations in each orientation. Occasionally,
the opposite orientation will be found to provide a higher likelihood, in which case
we flip

4.6

#ht.

An example fit to a simulated track is shown in Fig. 4-5.

Evaluation of reconstruction

To evaluate the fidelity of the reconstruction, we use the simulation chain to produce
simulated images of fluorine recoils in a simulated 4Shooter detector. The fluorine
recoils are isotropically oriented and uniformly distributed in the detector volume.
The recoil energy distribution used is uniform between 10 and 250 keV.
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Figure 4-5: An example model-based fit to a simulated nuclear recoil track. (Top left)

The image near the track. (Top middle) The best-fit model, evaluated over the track
bins. (Top right) The contribution to the x2 value of each bin for the best-fit track.
(Bottom left) The longitudinal projection of the track and model. The green line
shows the line segment pre-convolution. (Bottom middle) The transverse projection
of the track and model. (Bottom right) The parameters from the best fit model.
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Figure 4-6: Energy reconstruction performance using the cleanSkim cluster integral
(left) and the model-based fit (right). The model-based fit offers better resolution
on average, although there are some more outliers. These outliers can be reduced by
cutting on the fit X2 or the parameter errors.

4.6.1

Energy and range reconstruction

The energy reconstruction is evaluated by comparing the reconstructed energy of the
cluster, scaled by the simulated mean system gain, to the ionization energy. Factors
affecting this value are camera noise, shot noise, gain fluctuations and reconstruction.
In practice, the system gain has to be measured and will not be uniform throughout the image, primarily due to vignetting and obstruction by amplification region
spacers. The energy resolution is depicted in Fig. 4-6. The improvement in energy
resolution from using the fit is evident. It is important to note, however, that the
best energy measurement will come from the charge channels rather than from the
camera.
Similarly, we may evaluate the ability to reconstruct the projected track range,
with the caveat that this quantity is somewhat ill-defined. We take the true range
as the projected distance between the start point of the track and the farthest away
ionization electron. Fig. 4-7 summarizes the range reconstruction ability, showing
some improvement from using the fit.
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Figure 4-7: Range reconstruction performance using the cleanSkim reduced cluster
maximum separation (left) and the model-based fit (right). While neither performs
particularly well, the model-based fit has better performance. The MC range is not
well-defined; here it is taken to be the maximum distance from the track start to any
electron multiplied by cos(9), where 0 is the initial track vertical angle.

4.6.2

Directional reconstruction

Finally, we consider the directional reconstruction. We separate this into the angular
resolution, where we look at the difference between the reconstructed and true axial
directions, and the head-tail efficiency, where we look at the fraction of tracks with
vector direction in the correct hemisphere.
Fig. 4-8 shows the direction reconstruction as a function of generated recoil energy.
There is significant head-tail reconstruction improvement by using a reconstruction
method based on HTm over HTa. However, there is little difference in angular spread
from the PCA and fit methods of determining the axes.
As expected from the discussion in the previous chapter, a large number of other
reconstructed parameters are correlated with the directional reconstruction. A significant compounding variable is the amount of diffusion. In Fig. 4-9 we show the
effect of the reconstructed transverse width on the head-tail efficiency. As expected,
higher widths are associated with poorer sense and direction reconstruction.
Fig. 4-10 shows the dependence of directional reconstruction of the model-based
fit on the reconstructed projected range and Fig. 4-11 shows the head-tail efficiency
as a function of the ratio of reconstructed range and width. Both of these provide
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better predictors of head-tail than energy, as they take into account vertical angle
and (in the case of the ratio) the diffusion.
Finally, we show in Fig. 4-12 the head-tail efficiency as a function of p(AL), an
estimate of the probability that we have reconstructed the slope with the correct sign
based on the relative likelihoods of the model with each hypothesis. More precisely,
exp(-X 2
)_2)(4.9)
2
) + exp(- a)(
)

p(AL) = ex(epexp(where x 2 and X 2

are from the best fit and the best fit with the opposite slope hy-

pothesis, respectively. While the correlation with head-tail efficiency is encouraging,
the distribution of p(AL) is such that values larger than 0.5 are only likely at higher
energies (Fig. 4-13).
We have laid down the foundation now to make it possible to construct the anticipated measured energy-angle spectrum from WIMPs in a simulated detector. This
is the subject of the final chapter. Before we get there, we will take a look at directionality in real physics data and use it to assess the validity of the model.
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Figure 4-8: The reconstruction directional performance as a function of track recoil
energy. The top plot (a) uses the direction chosen by cleanSkim where the angle
is computed using a principal component analysis and the head-tail is chosen based
on HT. The bottom (b) shows the direction chosen by the model-based fit, which
clearly has better performance. A X/nrif cut of 2 is applied to the fit.
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Figure 4-9: The reconstruction directional performance as a function of reconstructed
track width. As expected, lower track widths result in better performance. Values
where o- < 0.3 mm should not be taken too seriously as they occur rarely and may in
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Figure 4-10: The reconstruction directional performance as a function of reconstructed range. Range is not completely correlated with energy because we measure
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ranges than tracks at high inclinations.
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Figure 4-13: The relationship between p(AL) and recoil energy
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Chapter 5
Directional Calibration Studies
This chapter applies the concepts and techniques developed thus far to real nuclear
recoil data in order to assess the validity of the simulation and detector model. Three
datasets are considered: a low-energy a run with the 4Shooter, an Americium Beryllium (AmBe) source neutron run with the 4Shooter, and a deuterium-deuterium
neutron (DD) source run with the Canary test stand. As a test of the model, we
compare the outputs of the reconstruction between simulated and actual data.

5.1

Directionality of low-energy a tracks with the
4Shooter

While the behavior of low-energy a particles (4 He nuclei) in CF 4 is of little direct
interest to a dark matter search, they are easy to introduce into a detector in a controlled manner and have comparatively well-understood interactions. They therefore
provide an excellent test of the detector model, with smaller uncertainties on the
generator and energy-loss physics than "F recoils. An earlier analysis of the dataset,
albeit without the benefit of the model-based reconstruction, is available in [70], where
there are some additional details about the setup. In that analysis, the result was
used directly to describe the directional performance of the detector rather than to
establish the reliability of the simulation.
119

inactive region

collimated

24

1

Am source
Cathode

active region

Figure 5-1: Schematic of angled a setup. The source is placed above the cathode
such that only the last few hundred keV of tracks have a chance of being deposited
in the active region.

5.1.1

Setup

A collimated 1 4 'Am a source is suspended above the cathode of the 4Shooter so
that the a's are emitted at a shallow angle relative to the cathode. The borehole
is approximately 27 mm long, with a radius of around 1 mm, allowing a maximum
angle of 2 degrees from the center axis. The distance is chosen such that only the ends
of the a's reach the drift region (Fig. 5-1). This results in an apparent low-energy
track with well-controlled position and direction. Owing to the cathode's location,
the height of the track within the field cage (and therefore the diffusion) is maximal.
The position of the source is placed so that the a enters the field of view of one of
the cameras near its center, reducing the effect of vignetting.
The a from a 24Am decay typically has an energy around 5.5 MeV (the exact
energy depends on which final state) [93], but the radioactive material is shielded by
a thin metallic film. Measurements with a surface barrier detector indicate that the
mean energy exiting the source is 4.5 MeV [69]. Due to deexcitation in the final state,
there are also associated -- rays and x-rays, with the largest population
at 60 keV [94].
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5.1.2

Data selection

Data is selected by requiring nuclear-recoil-like charge traces and applying a position
cut on track location in the CCD image (as tracks enter in a relatively small range
of positions). In order to remove likely hot pixels, tracks with too many counts in a
single pixel (both absolutely and relative to total track energy) are excluded.
A minimum energy cut of 50 keVj 1 is applied, partially to avoid saturation in the
charge channels from -y's emitted by the source (which are not efficiently blocked by
the collimator), but also since the CCD track reconstruction is increasingly unreliable
below this energy. The large diffusion (which spreads out the signal more) and lower
ionization density decrease the signal-to-noise of the angled a's relative to typical
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recoils.

5.1.3

Simulation

mctpc is used to generate simulated angled a events with a specialized generator. Due
to the large computational cost of creating TRIM cascades, only a's with energies
up to 250 keVR were generated with high detail. Above 250 keV, the time needed
to perform the simulation becomes substantial while recoils above this energy are of
little interest to WIMP searches.
To estimate the correct angular distribution and energy spectrum of the ~4.5 MeV
tracks reaching the active area, TRIM is run in a less detailed mode, only keeping
track of what happens to the primary ion (i.e., no secondaries are tracked). The
ions are started within the collimator, with the starting position along the collimator
axis, varied according to a normal distribution with a width of a millimeter 2 . To
reduce the number of required simulated ions, the orientation about the collimation
axis is randomized. Ions hitting the side of the collimator are discarded, as are ions
which never reach the cathode. The energy and direction of ions reaching the cathode
are recorded and used to generate each detailed track. In the setup, the collimator
Note that with a's, quenching is a small effect until very low energies, so ER ; E for all relevant
energies considered here.
2
Since energy loss in this regime is almost exclusively through ionization, this is nearly equivalent
to an energy spread.
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vertical displacement is not constrained to a precision better than a few millimeters,
so the displacement is adjusted in simulation until the ionization energy distributions
roughly match between data and simulation.
Processes not considered here include tracks which scatter off the end of the collimator bore hole (some of which still have sufficient energy to reach the cathode,
albeit perhaps not in the fiducial region), tracks interacting with the cathode, and
the non-uniformity of the field near the cathode. The effect of these processes could
soften the energy distribution or increase the angular spread.
Using diffusion parameters for the drift process based on a measurement of the
z-dependent diffusion in the 4Shooter [69] produce a mean value of reconstructed
a about 4 percent smaller relative to data; the transverse diffusion parameter was
therefore scaled accordingly. It is reasonable to infer that tracks near the cathode
might undergo additional diffusion than the height alone would suggest.
The parametric mesh-plate avalanche model for the 4Shooter (described in chapter
2) is used, with a gas gain of 66,000. This gain was obtained from calibration with a
"Fe x-ray source [70]. The CCD gain is weighted by an empirical gain map, derived
from

6 0Co

data [69], which encapsulates the point-to-point differences in optical gain

(mostly from vignetting and occlusion by spacers). Detailed information about the
detector configuration and calibration is available elsewhere [59, 69, 70].
Unfortunately, the simulated total mean system gain from the amplification, visible photon ratio [64], transparency of the cathode and window, lens acceptance [59],
and CCD quantum efficiency integrated over the expected scintillation fraction is
about a factor of three higher than the measured system gain of the 4Shooter, as
measured with a's in [69]. The transparency of the lens, which is unknown but may
be as low as 70 percent, and is not included in the acceptance calculation in [59],
accounts for a portion of this discrepancy. This value may also only be valid over
a portion of the emission spectrum. Another possible explanation for the remaining disagreement is a difference in scintillation spectrum.

The spectrum assumed

was measured by the collaboration using a wire chamber at 180 Torr [64], conditions
significantly different from the 4Shooter. Additional contributions may come from
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normalization problems with the empirical gain map and the transmission of window
over the CCD chip. As the source of the disagreement is not known, an empirical
scale factor is introduced in the simulation so that the system gains match. This
empirical factor is not necessarily applicable to other detectors.
Fig. 5-2 shows example images from real and simulated angled a tracks.

5.1.4

Results

The output of the model-based reconstruction procedure provides a bountiful set of
variables with which to evaluate the agreement between data and simulation. With
this richness comes complexity, as direct multivariate comparisons are notoriously
difficult to devise, implement, and understand. Instead, we limit the discussion to
variables related to directionality and energy-loss modeling.
As noted above, the simulation parameters were adjusted until the energy spectra
roughly matched. The data and simulation energy distributions above 50 keVJ are
shown in Fig. 5-3. In both cases, the energy shown is calculated by performing the
model-based reconstruction on the tracks. While the charge energy is available for
the data and ought to be more precise, there is currently no complete charge readout
modeling in the Monte Carlo3
With the TRIM tracks available, the simulation is only able to model a particles up
to 250 keVR. To avert any threshold acceptance issues introduced by this limitation,
energy comparisons are done only up to 230 keVI.
X2 /rtdof

A maximum model-based fit

of 2 is allowed. 5,449 simulated and 2,239 real tracks passing all cuts fall

within these energy bins.
The angular distributions of the data and simulation are shown in Fig. 5-4. In
order to quantitatively compare H-T efficiency, we apply a X 2 -like test. The errors
on the efficiency are 68.03 percent intervals computed using the Clopper-Pearson [95]
3

1n the analysis in [70], the energy from the charge readout is used. It is important to note that
there is about a ten percent discrepancy between the energy calibration from the charge readout
(based on 55Fe) and the calibration for the CCD (based on a's), which must be taken into account
when comparing results. Part of the gain discrepancy may be explained by the imprecise input
capacitor on the test input of the amplifiers, making it difficult to propagate the charge calibration
from the high-gain amplifier used for calibration to the lower-gain amplifier used for data taking.
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Figure
angled
cluster
length
energy

Data 74 keV

MC 64 keV

Data 104 keV

MC 92 keV

Data 162 keV

MC 216 keV

5-2: Some example images of real (left column) and simulated (right column)
a tracks, annotated with the estimated ionization energy. The reconstructed
is bounded by a white border. The horizontal scales are in pixels, with a
calibration of 0.16 mm / pixel. The vertical scale is in CCD counts, with
calibration roughly 18 keV/count.
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Figure 5-3: Reconstructed energy distributions of the angled a data and simulation.
The initial parameters for the simulation were adjusted until these spectra approximately matched.
"exact" technique and are in general asymmetric 4 . To deal with asymmetric intervals,
we take the error on the side closer to the other data point (i.e., if yi > yj, we take
the lower error on yi and the upper error on yj).

The sum of the differences of

means squared divided by the sums of errors squared creates an approximate x 2 test.
The test statistic is 23.9, with 17 degrees of freedom, corresponding to a reasonable
agreement. The average bias on the residual is -0.02 0.008, which is close to, but
significantly different from, zero. The spread distributions show decent agreement at
high energy, but the width of the angular distribution differs significantly in the lowest
bin, which may be related to the charge energy threshold present for the data (i.e.
the acceptance for low-energy tracks may be different between data and simulation).
Alternatively, the extra spread in data may come from some of the unmodeled effects
described previously.
While we primarily are interested in our model's ability to model directionality,
it is also desirable that the simulated tracks resemble real tracks. In Fig. 5-5, several
distributions related to track shape are displayed.
The x 2 distribution depicts the goodness of fit of the tracks to the track model
4

This is a non-trivial problem due to the discrete p-values admitted by binomial distribution.
Clopper-Pearson intervals use bounding p-values, so they never underestimate the interval but almost
always overestimate it [96].

125

Data Fit Energy-O Distribution

Head-Tail
.1

0.8
0.7
0.6
'W 'W40
00

40f~l

0.5

FEEMC H-T

Data H-T

0.4
0.31

40

MC Fit Energy-4 Distribution

60

68.03 Percent Angular Spread
(0 8

ON
1111111111-NNO
4

80 100 120 140 160 180 200 220 240
Ionization Energy (keV,)

L

R70

M.A%

MC Width

-

Data Width

60
50

40
30
20
10

40

60

80 100 120 140 160 180 200 220 240
Ionization Energy (keV,)

Figure 5-4: Angular distributions of data and simulated angled a tracks, based on
the model-based reconstruction technique. The energy is computed in the same way
as in Fig. 5-3.
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from the previous chapter. We find that both the mean and the variance of the
simulated track

X2

is slightly lower. This could be explained by the use of a gain

map; the same gain map is used to simulate and reconstruct the simulation, but the
uncertainty on the gain map is not well understood.
The

- distributions have the same mean by construction, but the data has a

slightly larger variance in track widths. It is unlikely that fluctuations in the cathode
potential could be the source of this discrepancy since it is believed to be extremely
stable. There are, however, variations of up to 10 percent in the mean or in data over
different runs. Such changes could be caused by slight differences in gas composition,
pressure or temperature.

The reconstructed range-energy distributions, encourag-

ingly, are very similar in data and simulation.
Finally, Fig. 5-6 depicts the model stopping power parameters, As and so. While
the general shape is similar, the simulation is shifted downwards in dE/dx. A shift
in energy calibration could explain a good deal of the discrepancy, as could incorrect
modeling of vertical angle.
Overall, the simulation matches the features of the data quite well, although a few
differences are present. Crucially, the head-tail efficiency of data and Monte Carlo are
mostly consistent, with perhaps a few percent bias in favor of the simulation. This
dataset provides no information about the performance on the

19F

recoils that we

are actually interested in, but we come away with some confidence that the detector
physics of the 4Shooter is modeled reasonably.
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Figure 5-5: (Upper Left) The X2 (goodness of fit to convolved line segment model)
distribution for the data and simulated angled a's. (Upper Right) The a- (width of
Gaussian in model) distribution for data and MC. (Bottom) The range vs. energy
distributions for data and MC.
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Figure 5-6: The distributions of the fit stopping power parameters in data (top) and
simulation (bottom). The left side shows the distribution of change in stopping power
from beginning to end of the track, according to the model, while the right side shows
the initial stopping power.
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5.2

Directionality of neutron-induced recoils with
the 4Shooter

Fast neutrons interact coherently with nuclei, providing a means of generating lowenergy nuclear recoils inside the detector volume (and for the same reason, they are
a source of backgrounds in a WIMP search).

In this dataset, an AmBe neutron

generator is placed near the 4Shooter, and the resultant nuclear recoils are analyzed
and compared to a simulation. Unfortunately, compared to the angled a's, it is more
difficult to know the precise initial conditions. A previous attempt at evaluating datasimulation agreement is available in [69], allowing some details of the setup and data
selection to be omitted here. The previous analysis used Viper for simulation and only
the basic track reconstruction present in cleanSkim (no model-based reconstruction).

5.2.1

Setup
241 Am

An AmBe source consists of a mixture of

and 9 Be and produces neutrons

through an (a,n) process, where a particles from the
the reaction a+9 Be -+1 3C* -n

24

Am sometimes participate in

+ C.

The particular source used here is a Troxler Laboratories 3320 Series Depth Moisture Gauge, a device intended for use in the petroleum exploration industry. The
AmBe is encased within a rectangular paraffin enclosure with a borehole on one side.
The exact details about the internal position, shielding and geometry of the source are
unavailable. The source was placed approximately 30 inches from the 4Shooter (see
Fig. 5-7). The neutron rate at time of data acquisition is thought to be approximately
26,000 Bq.
Only

-

10-' [76] of the a's from the

2

41

Am result in neutrons, so the source has

a much higher a and associated -y activity than neutron rate. The borehole of the
source was blocked with a lead brick to mitigate sparking due to excessive occupancy
from the high -y flux. In addition, borated polyethylene neutron shielding was placed
around the source (except in between the source and detector), in order to reduce the
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Figure 5-7: Picture of the AmBe source and 4Shooter.
fast neutron exposure to occupants of the building.
The 4Shooter was run with the source present in its standard configuration for up
to a day at a time, in between which the CF 4 was cycled.

5.2.2

Data selection

A number of selection cuts were applied to achieve a mostly pure sample of nuclear
recoils. The CCD tracks were subjected to all of the cuts described in Ch. 4, as well as
additional fiducial cuts requiring tracks to not overlap spacers, the edge of the anode,
and a problem spot in one of the cameras. In addition, the current monitoring was
used to further exclude events close in time to sparks. Finally, there was a requirement
of a nuclear-recoil-like charge trace concurrent with the tracks was compatible (within
95 percent confidence bounds) in energy.
No explicit energy threshold is applied, although there is an effective threshold
from the track-finding efficiency and the trigger level on the digitizers. For around
half the data, the digitizer was operated with a trigger at a level equivalent to approximately 40 keVI while the other half it triggered at around 25 keVI. Different
thresholds were used due to the limited dynamic range of the digitizer. In total, 4,884
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Figure 5-8: The ISO and adjusted (see text) spectra for neutrons emitted from the
AmBe source. The spectra are normalized to the value at 10 MeV; the adjusted
spectrum has the lowest relative attenuation at higher energies.
recoils pass selection cuts between the four cameras from 5.4 days of livetime taken
over 11 days of real time.

5.2.3

Simulation

mctpc is used to simulate the neutron-induced nuclear recoils. The detector model is
the same as for the angled a setup, although now all four cameras on the 4Shooter
are modeled, each with its own particular gain map, gain, and noise level.
An independent measurement of the energy spectrum and angular distribution of
the neutrons from the source is not available. The energy spectrum of the outgoing
neutrons is complicated, as it depends on the excited nuclear states of

3

1

C. ISO

provides a reference AmBe spectrum [97], although its applicability to our source,

with its unknown internal configuration and shielding, may be limited. Furthermore,
the addition of a lead brick (needed to block -y's) affects the neutron spectrum, as
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does the chamber wall. A geant4 [98] simulation was performed5 , starting with the
ISO spectrum and including the effect of the lead brick, air, and chamber, but not
the borated polyethylene or intrinsic shielding. This adjusted spectrum as well as the
ISO spectrum are depicted in Fig. 5-8. In the adjusted spectrum, the effect of the lead
brick removes low-energy neutrons from the beam, shifting the effective spectrum to
higher neutron values. However, the borated polyethylene shielding above and below
the source will have the opposite effect, moderating the fast neutrons and re-emitting
them, perhaps in the direction of the detector. The intrinsic source shielding may
have a similar effect, but the details of it are unavailable.
As neither spectrum is reliable, the simulation was performed with both. The
neutrons might be somewhat collimated (40 degree half-angle) by the borehole, but
the geometry is such that the entire active volume of the detector is expected to lie
within that cone, so the neutrons were simulated as being emitted isotropically from
the source.
In the simulation, an incoming neutron interacts with either a carbon or fluorine
nucleus based on the integrated total ENDF [99] neutron cross section scaled by the
species number ratio (4:1). Acceptance sampling is then used to model the energy
dependence of the cross section. For accepted interactions, the outgoing neutron angle
is sampled from the ENDF differential cross section. The angle and the reduced mass
fix the recoil energy. If the recoil energy is in our acceptance bounds, we generate a
nuclear recoil of that energy and species and pick a kinematically-allowed trajectory.
We choose simulation acceptance bounds in recoil energy of 50 keVR to 250 keVR.
Above 250 keVR, we lack the simulated TRIM recoils to make tracks. Below 50 keVR,
the ionization energy is usually below the effective energy thresholds of the data.

5.2.4

Results

The reconstructed energies of the data and the two (ISO and adjusted spectra) simulated datasets are presented in Fig. 5-9. Evidently, both assumptions about initial
conditions result in largely the same measured spectrum. The distributions are only
'By Igal Jaegle.
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Figure 5-9: Reconstructed energy distribution of data and the simulation under the
two initial AmBe energy distribution assumptions in Fig. 5-8.

shown up to 200 keVI to avoid energy acceptance issues in the simulation from being
too close to the recoil energy maximum. Once again, we impose a maximum X 2 /ndof
of 2. With those restrictions, we consider a total of 3,537 data tracks, 9,623 simulated tracks with the adjusted spectrum, and 9,022 simulated tracks with the ISO
spectrum.
Discussion of the angular distribution is complicated by the fact that the expected
direction for a recoil at a given energy is, due primarily to recoil kinematics, not the
source direction.

The initial recoil angles for both simulated neutron spectra are

shown in Fig. 5-10. Because of this behavior, the 68.03 percent spread of the axial
angle is no longer useful. In an attempt to quantitatively describe the angular spread,
we instead display 25-50-75 percent quantiles of the angular distribution. Fig. 5-11
shows the results of the directional reconstruction on the two simulated configurations
and the real data.
In regards to head-tail efficiency, the two simulated spectra are qualitatively
roughly equivalent in matching the data, although the ISO spectrum has a lower
X2 /ndof (14.5/15 vs. 21.3/15). The bias for both is statistically consistent with zero.
Inspection of the spread distributions indicates that the ISO spectrum does a somewhat better job of matching the data, suggesting the true neutron spectrum might
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Figure 5-10: The true initial directions of recoils, with respect to the mean source
direction, under the two initial neutron energy distribution assumptions. Notably,
the adjusted spectrum has fewer low-energy neutrons, causing the majority of recoils
to appear off axis due to kinematics.
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be closer to ISO than the adjusted spectrum.
The track shape distributions are not sensitive to the initial angular distribution,
so comparison with data is useful even if the initial spectra are unknown. The shape
parameter results are depicted in Fig. 5-12 while the stopping parameters can be
found in Fig. 5-13.
As with the angled a's, we find the fit X//ndof of the simulation slightly shifted
towards smaller values and narrower than the data. As before, the uncertainty on
the gain map may explain this effect. The track width distribution is broadly similar,
except for a deficit in the data at low o-. While this could be interpreted as a problem
with understanding the track width, another explanation may be that tracks at very
low z coordinate can induce sparks by putting too much space charge in too little
volume (i.e. the Raether limit is exceeded). Obviously, this effect is not present in
the simulation. Once again, the range-energy distribution is consistent between data
and Monte Carlo.
The stopping parameters show similar shape but a systematic shift upwards in
dE/dx in the data. The size of the shift is similar to the shift observed in the previous
section, suggesting that the same (unknown) mechanism may be responsible. A shift
in energy scale would affect both axes (as the gain comes into the conversion from
counts/bin to keV/mm), but would need to be small enough not to adversely affect
the range-energy comparison.
While our ignorance of initial neutron energy distribution hampers our ability to
make a direct comparison of the simulation with the AmBe dataset, the ISO spectrum
in particular provides reasonable agreement in directional response. The shape and
stopping parameters have similar behavior to the angled a's, suggesting that both are
modeled consistently, even if some systematic uncertainty is responsible for a shift in
both.
One may be tempted (and we have been guilty of this in the past) to take directly
the result in Fig. 5-11 as the ability of the 4Shooter to reconstruct the direction of
WIMP-induced recoils. However, doing so neglects the effect of the initial projectile
spectrum as well as the presence of carbon recoils in the neutron-induced dataset.
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Figure 5-12: Comparison of reconstructed track shape parameters between AmBe
data and the two simulation setups. See text for discussion.
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Figure 5-14: (Above) The elemental composition of AmBe-induced nuclear recoils as
a function of energy, simulated with the ISO spectrum. (Below) the head-tail vs.
energy for carbon and fluorine recoils with the ISO spectrum.
Indeed, in some of the energy bins in the crucial head-tail transition region of 100150 keVj, carbon is predicted (see Fig. 5-14, top)) to make up as much as nearly
40 percent of the recoils. This counterintuitive result is due to kinematics and the
difference in quenching. Carbons are longer ranges and fewer nuclear losses for the
same energy, so the presence of carbon artificially inflates the head-tail efficiency
compared to what it would be with only fluorine (Fig. 5-14, bottom).

5.3

Directionality of neutron-induced recoils in a
high gain, high resolution setup

A new dataset taken in the fall of 2014 aims to improve on some of the shortcomings
of the 4Shooter AmBe dataset.

To reduce the uncertainty of the initial neutron

distribution, we replaced the AmBe source with a monochromatic neutron source.
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Figure 5-15: Picture of the canary chamber and DD source. The DD source is inside
the tall, narrow metallic cylinder (which is used as a heatsink) attached to the stand.
It is is filled with mineral oil which acts as an insulator, preventing sparking from
the high voltage pins. To maximize the rate, it is placed as close (about 5 inches) as
practical to chamber.
The dataset was taken with the Canary chamber, in a high gain, high resolution
configuration that allows us to image lower energy recoils.

5.3.1

Setup

A DD neutron generator is a small accelerator that produces neutrons through a
d + d -+3 He + n reaction. The outgoing neutron always has an energy of 2.45 MeV.
The particular generator used is a sealed Minitron [100], manufactured by Schlumberger. The power supply system and thermal cooling were custom additions [101].
Deuterium gas is released into the sealed chamber volume by passing a current (If)
through a deuterated filament. The deuterium molecules are then ionized by electrons emitted from the cathode (with current I,) and set in motion by a 200 V anode
potential. Finally, a negative high voltage (Vh,) is applied to accelerate the deuterons
into a deuterated hydride target.
Typically, If ~ I, ~ 2.5 A, while V, should be at least 30 kV in order to produce
ample neutrons (as the fusion cross section is 1 millibarn at 30 keV). For most of
the running, Vh, was set to 42 kV. The high voltage current, which was monitored,
depends on the number of deuterons transported and is therefore related to the total
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number of neutrons created, with contributions from the interaction cross section and
amount of stopping in the target. Unfortunately, no calibration between current and
neutron flux is available. Moreover, the current-and hence the neutron flux-varied
significantly even when untouched, which we attribute to instabilities in the power
supplies and thermal effects-the large currents make the source get hot to the touch.
The source was placed near the Canary chamber (see Fig. 5-15), which was filled
with 30 Torr CF 4 gas. The internals and readout system are described in 2.4.2. The
prototype triple-mesh amplification region was operated in cascaded mode and run
at two different voltage settings: VHIGH, with nominal anode potentials of 400 and
800 V, and VLOW with potentials of 385 and 770 V. In cascaded mode, only one of
the drift regions is active, resulting in a cylindrical target volume with a diameter
of around 10 cm and a height of approximately 5 cm. Although a charge-sensitive
preamplifier is attached to the higher voltage electrode, it is only read out during
calibration.
The detector was operated at VHIGH until it started sparking persistently and then
switched to VLOW for as long as that remained stable. Operation at VHIGH ranged from
a few hours to a day, while VLOW could be operated for several days to a week. For
this reason, several times more data taken at VLOW than VHIGH is available.

5.3.2

Calibration

As the Canary test stand had not been previously run in this configuration, calibration
of detector parameters was necessary. The gas gain was determined using a
source, which produces x-rays with several peaks near 5.9 keV

[8].

55

Fe

The system gain

was determined based on the Bragg peak of a tracks.
A CAEN N6720 digitizer and CR-112 preamplifier were used to calibrate the
gas gain. Assuming a work function, W, of 34.5 eV, a fully contained

55

Fe x-ray

is expected to produce a mean of 176 ionization electrons. The CR-112 outputs a
6

The software to simultaneously read out both was not developed at time of running and, moreover, both would contend for limited USB bandwidth.
7
Lower energy auger electrons can also be produced, but a thin foil on the source blocks them.
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Fe55 CSP Spectrum (VLOW)

Fe55 CSP Spectrum (VHIGH)
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Figure 5-16: (Top) Distribution of pulse heights at the two voltage settings in the
Canary chamber, with Gaussian fits used to determine the gas gain. The other apparent peak is caused by partially contained tracks and the (unstable) trigger threshold.
(Bottom) Example a track and projection. The Bragg peak is used to calibrate the

system gain of the Canary. In the transverse projection, the non-Gaussianity of the
tails is highlighted.
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pulse with height 8 related to the input charge induced by G112 = 13 mV/pC, with
an output impedance of 50 Q. Since the CAEN digitizer has an input impedance of
50 Q, the gas gain, Gg, may be extracted from the peak height VH:

G1 = 2 VHE

(5.1)

G1 1 2 qeW

where q, is the electron charge and the factor of two comes from the effective voltage divider created by the impedances. Unfortunately, the presence of considerable
acoustic (< 1 khz) noise made the digitizer input baseline shift significantly, causing
triggering to be unstable. This noise is attributed to mechanical vibrations of the
amplification region, which is sandwiched together by gravity, but not held in place
by other means. Rubber insulation on the feet of the table holding the chamber was
somewhat effective in reducing the noise. It is believed that the vibrations were induced by the building climate control system and the presence of a server room next
door.
The distribution of VH is shown in the top half of Fig. 5-16. By fitting a Gaussian
distribution to the prominent peak, we find Gg(VHIGH) ~ 984,000 and Gg(VLOW) ~
437, 000. The dominant known instrumental uncertainty is from the unknown gain
of the amplifier (5 percent). We also check the stability of the gain by continuously
measuring traces over a period of time. Differences as large as 25 percent in gas gain
were observed over a span of a few days, with the gain increasing over time, suggesting
that gas quality might be an issue.
The spatial scale of the camera, determined by measuring the known inner diameter of the ring in an illuminated image, is approximately 40 microns

/

pixel, with

4x4 on-chip binning used to reduce noise and readout time.
To calibrate the system gain, an

24

Am source was placed into the chamber and

images were taken of a tracks. Due to the low pressure, special care was needed to
ensure that the Bragg peak of the track was contained within the amplification region;
the track is not fully-contained within the field-of-view. At 30 Torr, the Bragg peak
8

Not accounting for the ballistic deficit.
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of an a track is expected to have a stopping power of 21 keV/mm. We can therefore
estimate the system gain, G,, by measuring the stopping power in counts

/

mm and

dividing. This is similar to the method employed in calibration of the 4shooter system
gain, although there the entire track projection is used instead of just the Bragg peak.
Using our simplified method, we find G,(VHIGH) ~ 925 and G,(VLOW) ~ 300.
Obviously, the ratios between the two potential settings are inconsistent in G,
and Gg (0.32 vs. 0.46). The reason for this is not understood. One possibility may
be some sort of gain saturation effect, which changes the gain ratio depending on
occupancy. We take the values of G, from the a calibration with the knowledge that
they may be significantly off. Fortunately, looking at the nuclear recoil candidate
range-energy relationship will provide a systematic check.

5.3.3

Data Selection

Unlike the 4Shooter, where the system gain is so low that ^y tracks are essentially
invisible, the primary non-neutron-induced recoil backgrounds are x-rays from radiation within the vessel. An additional background comes from a's from decays in the
detector passing through the drift region nearly vertically.
The following cuts are applied to the dataset:
Range The range from cleanSkim must be non-zero (meaning at least 2 bins above
the secondary threshold) and no more than 300 pixels (or about 1.2 cm).
Neighbor The seed bin must have at least three neighbors contained within the
reduced cluster. (Note that the minimum range cut is a subset of this.)
EnergyDensity The mean energy density of the cluster must be at least 15 counts

/

pixel. This value is set by looking at the energy density of x-ray tracks from

the

55

Fe source.

RMS The sample standard deviation of the pixel values must be at least 3. This
value is set by looking at the distribution for
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55

Fe tracks.

MaxPixel The maximum-valued pixel must have value of at least 45 counts and
no more than 10000 counts.

Moreover, the maximum pixel cannot contain

more than 10 percent of the total cluster energy. The former is based on the
distribution of MaxPixel for

55Fe

tracks and is meant to reduce y backgrounds

while the latter two are meant to reject direct CCD interactions.
NTracks No more than three distinct tracks must be found in the image (as x-rays
often produce distinct ionization points).
SamePos Reject tracks where at least 5 other tracks were at the same location
during the run (these are likely RBIs or some other non-transient feature).
Fiducial Reject any track on the edge or outside the active region.
Spark Reject sparks, both using the CCD and the current monitoring of the high
voltage.
Energy Require at least 5 keVI, based on provisional gain.

Approximately 0.4 percent of VHIGH and 0.5 percent of VLOW non-spark images
pass these cuts resulting in 600 and 1,772 tracks, respectively. A number of runs in
both configurations were also taken without the presence of the DD source, where
approximately 0.01 percent (VLOW) and 0.03 percent (VHIGH) of tracks passed, from
which the sample purity can be estimated. Assuming that the number of backgrounds
in the datasets is similar, the implied purities are 98 percent for VLOW and 93 percent
for VHIGH. It is not surprising that VHIGH has worse purity as y's are more apparent
and can be more readily confused for recoils.
Some example tracks are shown in Fig. 5-17. Of note are the long, non-gaussian
tails of the spatial distribution, a feature not present (or not visible) in 4Shooter data.
Because of these shapes, the model-based reconstruction is performed in the mode
with the convolution to the additional width.
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Figure 5-17: Some example tracks from DD running, with the source pointing to the
left. The left column has tracks from VHIGH and the right column has tracks from
VLOW. Each track is annotated by its estimated ionization energy. The spatial scale
here is pixels, with a conversion of 0.042 mm / pixel. The z-scale is in counts. The
white boundary represents the reconstructed cluster bounds.
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5.3.4

Simulation

mctpc is used to simulate tracks with a monoenergetic neutron generator9 . Other
than the initial spectrum, the generator is the same as for the previous analysis.
To simulate the Canary amplification region, sampled triple-mesh avalanches from
MCAmp are used, with the gas gain scaled to measured values.

Although ionizing

photons are included in the simulation, the long-tailed behavior is not present in
these avalanches. The simulated region is probably too small to fully contain the
photons and it is also possible that the assumed cross-sections are not accurate.
Using mctpc's built-in support, attempts were made to generate longer tail by inputting various ionizing photon generation probabilities. However, any setting tried
where the long tails became visible was accompanied by unrealistic (more than an
order of magnitude) gain enhancement factors relative to the gain prior to adding
photons. If ionizing photons truly are the mechanism for the production of the long
tails, it is possible that they may be partially offset by some quenching or recombination effect that is not simulated. As gain stability and long tails could not be
simultaneously obtained (and moreover, the computational cost of simulating so many
ionizing photons is significant), the simulation was carried out without the ionizing
photons. As such, the widths of the fits will not be directly comparable.
As a careful measurement of the focal distance is not available, the acceptance
is based on the magnification. Other factors, such as window transparency and lens
transparency are not known, so the simulated system gain was adjusted by an empirical factor to match measured system gain values. The total acceptance in the
simulation is 1.7x 104. Due to the small chip size of the CCD, this value is not much
better than the 4Shooter. The improved signal-to-noise comes mostly from the higher
gain and better CCD quantum efficiency and read noise. Diffusion parameters for
the drift process are taken from the tabulated values, as DMTPC does not have an
independent measurement at 30 Torr.

'This neglects any interactions of the neutrons prior to interacting in the gas.
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5.3.5

Results

When comparing reconstructed values between the data and simulation, it is important to note that the data is fit to a model with a sum of two Gaussian convolutions
(and their ratio), meaning that there are two extra parameters in the fit (and two
fewer degrees of freedom). We must also keep in mind that the energy scale is only
roughly known.
Oddly, the X 2 /ndof of the simulated (but not real) VHIGH tracks is much higher on

average than in other datasets; a cut of two as imposed earlier results in almost no
tracks. For this reason, we double that cut to four for VHIGH only, which preserves
approximately the same fraction of tracks. While the fits, on visual inspection, do
not appear on average worse than fits for VLOW, the bin value errors are probably
underestimated. The estimates are based on the read noise (tiny compared to the
gain) and shot noise, but does not include gain fluctuations, suggesting that a possible
reason for the higher x 2 values is exaggerated gain fluctuations in the simulation for
VHIGH (perhaps due to some unsimulated quenching effect).
The energy distributions for the data and simulation are shown in Fig. 5-18. The
agreement is not so good, despite the simplicity of the generator.

This could be

explained by poor gain calibration. It is also likely that some neutrons interact either
in the source heat sink or the chamber wall prior to interacting in the gas, reducing
the monochromaticity of the beam. The cross section of 2.5 MeV neutrons with iron
and aluminum is around 1.5 barns [99]. Assuming that we traverse a quarter inch
of each material, a simplistic calculation suggests 15 percent of neutrons will scatter
prior to entering the active volume.

Note that in VHIGH, there is suppression at

higher energies. This may be because having too many primary electrons may result
in exceeding the Raether limit, inducing a spark and rendering the track invisible.
As with the AmBe source, we do not expect the mean direction of the recoils to
be in the source direction. Instead, owing to the large neutron energy, they form
a kinematic cone. Fig. 5-19 shows the results of the angular reconstruction of the
datasets. We find the agreement in head-tail efficiency reasonably good, at least for
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Figure 5-18: (Left) VLOW energy spectra for data and simulation. (Right) Analogous
VHIGH energy spectra. The discrepancy suggests that perhaps the gain calibration is
off or a significant fraction of neutrons interacted prior to interacting in gas.

VLOW ( X 2 /ndof(VLOW)

4.2

= 15/19; X2 /fdof(VHIGH) = 20.8/11), though with a bias of

1.8 percent in VLOW. A shift in the gain scale could explain the bias. The

spread distribution of the data does not show the obvious kinematic cone from the
simulation.

The dataset is relatively pure, so backgrounds are not a particularly

convincing explanation. More plausibly, the neutron spectrum is softened from prior
interactions.
The track shape parameters are shown in Fig. 5-20. The discrepancy in

X 2 /ndof

has already been discussed. The one width we do fit for in the simulation shows
good agreement.

The range-energy distributions match well for VLOW, suggesting

that the gain calibration may be reliable. For VHIGH, the energy-range spectrum is
.

shifted significantly, suggesting that the actual gain might be lower than measured10

Finally, the stopping parameters are visualised in Fig. 5-21 and match quite well
between data and simulation.
With the large uncertainties in energy scale and the different topologies of the
track widths, the agreement is surprisingly good for the head-tail efficiency, range,
and stopping distributions.

The possibility of lower-energy neutrons from earlier

interactions may explain the discrepancies in the energy and angular spread.

101f we set G8 (VHIGH) to G,(VLOW) / 0.44 (i.e. we use the ratio from the gas gain measurement),
2
the range distribution agrees much better, as does the H-T efficiency (X /ndof goes to 14.8/12).
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5.4

Discussion

Based on the datasets analyzed, and considering only statistical uncertainties, the
model provides a consistent prediction of the parameter we are most interested in,
the head-tail efficiency.

In the case of the angled a and DD datasets, there is a

systematic bias towards better efficiency of a few percent. This bias could indicate a
defect in the energy-loss modeling, but could also be explained by a shift in energy
calibration. The angular spread distribution is not reproduced well, but that is most
likely a generator issue rather than physics issue, as we expect the axial reconstruction
to be relatively precise.
The comparisons of shape and stopping parameters vary in quality, with the range
and track width distributions being reproduced quite well but the X 2 /ndof less so. The
stopping distributions for the 4Shooter suggest there may be a shift in energy scale,
while for the canary chamber they are mostly consistent.
Given all of the physical effects and assumptions that go into the simulation, as
well as the various uncertainties on calibrations and generators used to compare to
data, the level of agreement is good enough, we believe, to not preclude the use of
this model to determine the WIMP sensitivity, which we will be doing next.
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Chapter 6
Conclusion and Outlook
Here we synthesize the information previously presented in order to estimate the
directional sensitivity of the m3 detector currently under construction. We then conclude with some comments and recommendations for the future of gaseous directional
dark matter detection.

6.1

Implied directional sensitivity

We appropriate the detector model developed over the course of this work to analyze
the directional WIMP sensitivity of a detector matching the m 3 design specifications.
The strategy is to simulate the detector response to WIMPs and run mock "experiments", where we "observe" n events (with n varying between 50-1000). The task is
to determine the minimum value of n sufficient to properly distinguish, through use
of directionality, a directional signal from an isotropic background signal. The energy
spectrum also contains information useful for confirming a WIMP hypothesis, but we
avoid directly using that, as we are interested in what can be gained strictly through
use of directionality.
In discussing the sensitivity, there are two probabilities: the acceptance, pa, and
rejection, p,. p, is the well-known Fisher p-value, the probability that a measurement
1A better justification is that the energy spectrum for WIMPs and background nuclear recoils

may be similar in form.
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Response to 100 GeV WIMPs

Figure 6-1: The directional response of the simulated m3 to 100 GeV WIMPs, including reconstruction. This plot completes the series started in Fig. 3-17. Note that
the definition of spread is now based on 50 percent of events, in accordance with the
sensitivity metric about to be introduced.
arises from the null hypothesis. In high energy physics, the standard used for "discovery" is typically equivalent to 5a for a Gaussian probability density, corresponding
to a (1 - p,) of 99.99997 percent. The standard for "evidence" is a less stringent 3a,
or a one-tailed (1 - p,) of about 99.9 percent.

p0. describes the proportion of experiments with n observations achieving a value
of p, smaller than the chosen significance level. pa(n) is empirically estimated for each
WIMP mass through repeated trials at each n and counting how many of them can
reject isotropy. Once values of pa and p, are chosen, a sensitivity may be computed.
For example, picking pa(n) = 50 percent and p, < 0.1 percent implies that 50 percent
of the time, n events will be sufficient to reject isotropy at the 0.1 percent level.
From n we can either assume a cross section and determine the necessary exposure
or assume an exposure and determine the minimum measurable cross section.
The WIMP simulation was performed using the m 3 model for several WIMP
masses in the same way as described in Chapter 3, with the wind direction fixed
parallel to the detector plane. When this is not true, the sensitivity will be decreased
by a factor of order unity.
The track-identification and model-based reconstruction algorithms described in
Chapter 4 are then applied to the simulated images, providing us with our usual
array of parameter estimates. The energy threshold in this simulation corresponds
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to approximately 25 keVr. 2 The detector response to 100 GeV WIMPs is shown in
Fig. 6-1.
We want to estimate the directional sensitivity, but the directional reconstruction
ability and response are energy dependent. While we could ignore this dependence
(or simplify it by only using a lower threshold), doing either would probably not give
the best sensitivity. We must therefore include energy in a way such that the result
of our analysis does not primarily probe the energy spectrum.
A straightforward approach is to bin the directional response in energy bins and
perform the comparison bin-by-bin. We parameterize the angular information using
the previously introduced notions of head-tail efficiency and angular spread. As there
is no expected form of the angular distribution applicable under all circumstances,
we select as our measure of angular spread the angle containing the closest half (or
half minus one, if odd) of events to the WIMP wind axis. This choice is motivated
by a desire to produce a useful result even with only a few events in a bin. We choose
bins 10 keV1 wide.
For an isotropic background model, the distribution of head-tail efficiency within
a bin is described by a binomial distribution with p = 1/2 (both senses should be
equally likely). Naively, for m events in a bin, the probability of observing a head-tail
efficiency of at least k/m, if there truly is no asymmetry, is given by the complementary CDF : [102]

=1-

[=

(6.1)

I1/2(k+1,m-k)

P(HTbg) >

-i=0

M

1)M

where I,(a, b) is the regularized incomplete beta function. However, because the
2

This is based on the design parameters, not actual performance, as the detector is not yet
complete. Moreover, we lack an empirical scale factor for the system gain as was required for
the 4Shooter. An optimistic value scale factor of 0.75 is applied to account for the unknown lens
transparency and CCD window transparency. Because low-energy tracks contain little directional
information, even a threshold twice as high as simulated does not greatly affect the required exposure
(although it does change n).
3
Varying the binning, e.g. to 20 keVI, seems to matter a little (10-20 percent), probably because
it is sensitive to the onset of non-trivial head-tail efficiency. It is possible to derive an unbinned
method by exploiting the fact that the head-tail efficiency is more or less monotonically increasing
as a function of energy and considering the cumulative head-tail fraction above each measured energy.
Deriving the background expectation for this is more complicated, however.

155

binomial distribution is discrete, the quantiles are also discrete and this formula
picks the lower p of the quantile, which creates coverage problems when combining
p-values from bins.

The distribution of p-values of the combined statistic is not

uniform but skewed towards low values, particularly when many bins contain few
events. If instead k - 1 is used (effectively changing > to > and the expression to
Ii/2(k, m - k + 1)), p is always at the upper edge of the interval, causing p to be
overestimated when combining values. A compromise resulting in a much closer-touniform p-value distribution for the combined statistic is to use:

p(HTbg)

=

I11

2

(k + 1/2, m - k + 1/2)

(6.2)

This produces a more uniform combined background p-value distribution than

j(" )(I)"

+ I11 2 (k +1, m

-

taking either 1 (1 1 / 2 (k + 1, m - k) + 11 2 (k, m - k + 1) or

k). The problem encountered here is related to the well-known problem of choosing
binomial confidence intervals [96], where our choice corresponds to using Jeffreys
interval.
The distribution of axial angles with respect to the wind axis for the background
hypothesis is uniform between zero and ninety degrees, with a most probable width
enclosing half of the events of 45 degrees. For a uniformly distributed random variable
on the unit interval, the probability density of the (1-indexed) lth order statistic for
m events is given by 0(l, m - 1 + 1) [103], with a mean of 1/(m + 1). In our case, we
choose 1 = Lm/21, where [xJ denotes the largest integer less than or equal to x. If
we measure an angular width W containing Lm/21 events, the probability that this
could have come from a uniform distribution is given by the CDF of the scaled 3
distribution, which is again an incomplete Beta function 4:

P(Wbg <;

W) = (w/9O) ([m/2] + 1, Lm/2] + 2)

(6.3)

We now have the tools needed to determine the probability that an energy bin's
4 We use only the one-sided distribution here so that we can
apply Fisher's method in the next

step. The extra +1 is to convert from a 0-indexed to 1-indexed order statistic.
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Figure 6-2: The coverage of the test as a function of sample size, split up into total
(left), head-tail (middle) and spread (right). Ideally, the distribution of p should be
uniform, but the discreteness of the binomial distribution results in some deviations
from uniformity, especially for smaller n (which means smaller numbers of events per
bin). With the binning chosen, a perfectly uniform distribution would have a value
of 0.02 in each bin.
head-tail efficiency and angular spread came from an isotropic background. All that
is left is to combine probabilities from the energy bins, which we do according to
Fisher's method [104]. We construct an aggregate statistic:
S

X

=

log pi

-2

(6.4)

i=O

from the pi's computed using equations 6.2 and 6.3. For the null hypothesis, assuming
each bin is independent, the distribution of this statistic is given by the x 2 distribution
with 2s degrees of freedom. We then have a prescription for pr, from the distribution
function of the X 2 distribution:

Pr

_(s-

S log Pt)

-

(6.5)
(F(s)

where -y(s, x) is the incomplete gamma function and F(s) is the gamma function.
To evaluate the robustness of pr, we first test its coverage with the background
hypothesis.

As mentioned earlier, there is a coverage problem with the head-tail

efficiency portion owing to the peculiarities of discrete distributions, so we separate
out the head-tail and angular spread p-values. In Fig. 6-2 we plot the distributions of
p-values as a function of experiment size for an isotropic distribution. The deviation
from uniformity is most evident in the lowest n bin, where the lowest p, bins are
underestimated. We believe, however that the coverage is not so far from uniform to
significantly impact the power of this test.
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Figure 6-3: Distributions of rejection ability for 100 mock experinments at sample sizes
from 50 to 1000 (in steps of 50). Each row shows results for different WIMP masses
(10, 30, 100, 300 and 1000 GeV). For each row, the left shows the total rejection

ability, the middle shows the rejection ability from head-tail alone, and the right
shows the rejection ability from the angular spread alone.
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Fig. 6-3 shows the distribution of p, for the simulated response to WIMPs of
several masses for 100 mock experiments at different sample sizes. To compare the
relative powers of the head-tail and angular spread discrimination, the p, from each
alone is also shown. As expected from the combination of energy spectrum and headtail efficiency, with the masses chosen, we only start to get non-trivial rejection power
from head-tail around m. ~ 100 GeV (compare Fig. 3-3 to Fig. 3-17).
Using the outcomes of the mock experiments, we compute an "empirical" acceptance probability as a function of WIMP mass and number of observed events. If we
require p, < 0.001 percent, we find that for m. = 300 GeV, we require roughly 850
events to have even a 50 percent chance of rejecting isotropy (see Fig. 6-4). A less
stringent p, requires fewer events.
There is no a priori reason we must choose to divide our data in energy bins. We
found earlier that head-tail efficiency is also highly correlated with other factors, such
as range, range divided by width, and p(AL). However, binning in those instead of
energy does not seem to make any substantial difference. It is possible that some
optimal combination of variables may result in marginal improvement.
Pruning events when calculating the head-tail efficiency, for example, by placing
a cut on p(AL)---but still counting discarded events in n and the angular spread
metric-can improve the sensitivity. Choosing p(AL) > 0.55, retains about half of
events and noticeably increases the sensitivity for 100 GeV WIMPs (see Fig. 6-5).
Careful cut selection or introducing a weighting scheme may further improve the
head-tail sensitivity.
The previous discussion assumes that all recoils measured are WIMP-induced. In
a realistic science run, some number of background recoils is expected from fast neutrons. To study the effect on sensitivity, an equal number of isotropically distributed
background events is added in addition to the signal events, with the same energy
distribution as the signal events. The result is shown in Fig. 6-6. The sensitivity is
degraded by the presence of backgrounds, but not by more than an order of magnitude at the 0.1 percent level. Higher rejection levels are strongly constrained by the
presence of backgrounds.
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Figure 6-4: The acceptance probability as a function of number of events and WIMP
mass, for two different levels of rejection.
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6.2

Outlook

As the fluorine mass of the m3 detector at 30 Torr and 251C is around 120 g, the
requirement of at least several hundred events to reject isotropy is challenging to
obtain. To illustrate the difficulty, if we assume the Standard Halo Model and 7n

=

100 GeV, for which 38 percent of events are above the simulated detection threshold,
we expect an event roughly every 82. (1m3)

n3 -days, where oU is the WIMP-fluorine

cross section [78]. Converting [105] to WIMP-proton cross section (up), we expect an
m3-days. Table 6.1 reproduces the same calculation
M

event roughly every 400 - (1
for all WIMP masses considered.

By assuming an exposure, the expected event rate and required number of events
for significance can be combined to generate a reach plot similar to the limit curves in
Fig. 1-4. Limit curves do not claim discovery and therefore use less stringent rejection
criteria. Fig. 6-7 corresponds to a choice of pa = 0.5, p, = 0.1, and an exposure of one
m 3-year. It is additionally assumed that there is no background contamination in the
sample and that whatever background-rejection process is used has perfect efficiency
above the reconstruction threshold. This reach should not be taken too seriously as
the directional analysis requires the observation of many signal events and is therefore
a blunt instrument for setting limits. Strong evidence from non-directional detectors
would be required prior to any expected directional signal. It is worthwhile to point
out, however, that there are areas of DAMA signal phase space at higher WIMP
masses [106] that could be ruled out by the modest reach here should the excess
.

events responsible for DAMA be observed by the m3
Currently, the best WIMP-proton limits at m.

=

100 GeV are of order 1 fb. If

100 GeV spin-dependent WIMPs are right around the corner, it would take 500 mn 3 _
years with immaculate detection efficiency over threshold to acquire the 450 events
necessary (when using the

PAL

cut) to reject isotropy half the time at the 0.1 per-

cent significance level. At higher WIMP masses, we do comparatively better, as the
number of events required decreases and the event rate decreases at the same rate
the limits from other experiments decrease. At m
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= 1000 GeV, we need 300 mn3_

MX
% > 25 keVR
m3 dm3

day

1

10 GeV
0.063
4904.15

30 GeV
15.5
59.32

100 GeV
37.6
81.51

300 GeV
45.7
201.20

1000 GeV
48.7
629.38

113550.41

509.18

400.24

809.78

2349.56

Table 6.1: Expected event rates for different WIMP masses for the m3. The simulated
energy threshold is 25 keVR.
N needed, pa= 50%, pr= 10 %
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Figure 6-7: (Left) the number of events required to reject isotropy with p, = 0.5,
pr=0.1. A less stringent rejection criterion is used here in line with what is typically
used for limit plots. The cut on p(AL) is employed and zero backgrounds are assumed.
Combining this with Table 6.1 and assuming an exposure of 1 m 3-year results in
(Right), the one-year livetime directional sensitivity reach of the M 3
years to acquire enough WIMP-induced events to reject isotropy just beyond current
limits. While this is not out of the question (assuming an array of 7n 3 detectors
were constructed), further improvements in limits could make directional detection
an increasingly Sisyphean task.
In order to build more effective directional detectors, it would be helpful to find a
way to improve the head-tail efficiency. For example, if an energy bin had a head-tail
efficiency of ninety percent, we can use equation 6.2 to see that we only would need
around 21 events in that bin to confidently reject isotropy in that bin alone, without
even considering the angular spread. Based on the results of Chapter 3, there are
two primary contributors to loss of sense reconstruction in DMTPC: the energy loss
process and broadening detector effects (especially diffusion).
The latter can be improved by shortening the drift length, adding a magnetic
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field, using a negative-ion TPC, or reducing the pressure (which changes the ratio
of range to diffusion). The model introduced in this work may be used to optimize
detector parameters. If all effects considered in the model are removed other than
the initial distribution and energy loss (i.e. if diffusion, amplification, readout, and
reconstruction had negligible effect on the reconstructed direction), then only 80
events would be required to reject isotropy 50 percent of the time at the 0.1 percent
level for 100 GeV WIMPs.
The effect of energy loss can likely be improved by using lighter targets (to decrease
the amount of nuclear losses) or also different target nuclei than the detection medium
nuclei (to reduce the energy transferred in nuclear losses). Indeed, we found the headtail efficiency of a's in CF 4 to be much better than

19 F

recoils.5

With the added constraint of a spin-dependent target, hydrogen might be a good
option for directionality, although the recoil energy spectrum would be be even softer.
Methane (CH 4 ) is a common detector gas with hydrogen in it, and nuclear stopping
for hydrogen in methane is smaller than electronic stopping until 150 eV. In exploratory simulations, 5 keV hydrogen recoils in CH 4 appear to retain most of their
directionality, with 85 percent having more electrons in the first half along the PCA
direction (HTa) and 96 percent possessing negative line fit slope in the original direction (HTm). For 100 GeV WIMPs, about 5 percent of hydrogen recoils will be above
5 keV, suggesting that the use of CH 4 may be worth pursuing. The interactions of
hydrogen nuclei (also known as protons) are also much better known than heavier
ions, reducing simulation uncertainty. A potential issue is that it might be harder to
distinguish hydrogen recoils from a's, O's or '}'s. It is likely possible to run the Canary
chamber or even the m 3 detector using methane with little to no modifications, other
than the operating pressure6 and perhaps some additional safety considerations (due
to flammability).
Inert light gas molecules could also be mixed with CF 4 in DMTPC with little
5

We note that the use of S in CS 2 , as done by DRIFT, while allowing the possibility of negative-ion
drift, is expected to have even worse energy-loss properties than 19F. For S in CS 2 , SRIM calculates
that the nuclear stopping is comparable to the electronic stopping at energies as high as 120 keV.
'At 50 Torr CH 4 , 5 keV protons have a range around 2 mm.
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Figure 6-8: Exploratory study of the head-tail based on HTd, the differential deviation
from the track axis. The sense is chosen so that the tail has the larger deviation. The

higher-gain dataset lacks sufficient statistics to make a clear statement.

effect on the gas physics (since stopping power is hardly affected as long as the atoms
are much lighter) [107]. This has already been successfully demonstrated by DMTPC
with

4 He

for fast neutron detection.

While even-even

4 He

has no spin-dependent

sensitivity, 3He is sensitive to the WIMP-neutron cross section and, though expensive,
could potentially increase the directional sensitivity if introduced into the m 3 detector.
Mentioned previously, but not explored, is the possibility of using the differential
deviation of a track as a head-tail metric (HTd). While this would probably require
better spatial resolution (or perhaps further decreased pressure), it may still be feasible with detector or analysis advances. To explore this possibility, a quick test was
performed on the high-gain, high-resolution Canary dataset with a related metric.
The mean deviation from the reconstructed track axis (defined as mean weighted
distance from axis) was compared between the first and second halves of tracks, and
the head-tail was assigned based on which deviation was larger. The result (Fig. 6-8)
does not show improved head-tail sensitivity compared to HTm, but a more developed
algorithm might do better.
If increased head-tail efficiency turns out to be impractical, there is still room for
improvement by considering just the axial measurement. Using the true simulated
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axial angle instead of the reconstructed angle in the m 3 detector simulations (but using
the reconstructed head-tail), and therefore mimicking perfect axial resolution, results
in roughly four times better sensitivity (although it is not obvious how axial resolution
could be improved). Alternatively, if the chamber pressure could be increased without
affecting the axial reconstruction too adversely, the increased mass might improve the
sensitivity enough to offset the decreased directional ability.
Directional dark matter detection has, in principle, significant advantages over
standard direct detection, but the community has yet to produce a device with the
required performance and/or scale to be interesting7 . A single T

3

detector, without

significant changes in detector technology or analysis, will unfortunately likely be no
exception. An array of m 3 detectors may be interesting if spin-dependent WIMPs
are discovered soon. It is my hope that the material presented here will help guide
further developments in this challenging field.

7

One aspect not emphasized is that in addition to the possibility of directional detection, directional detectors have superior ability to discriminate against non-nuclear recoil backgrounds (due to
measuring dE/dx directly). This means that they have some advantages even taking away directionality.
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